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Reference Architecture Guide 
About This Document 

Introduction 

With migration from VMware to OpenShift Virtualization emerging as a viable option, enterprises are facing increasing 
challenges in maintaining data protection and operational efficiency across highly available, scalable cloud-native 
environments. By leveraging Hitachi Virtual Storage Platform One Block (VSP One Block) and Hitachi Vantara CSI 
software, you can integrate high-performance, highly reliable storage into Red Hat OpenShift Container Platform (OCP) 
environments. 

In addition, when using VSP One Block, the virtual clone feature in Thin Image Advanced (TIA) is used for array-based 
clone operations on persistent volumes. During pair operations such as backup and replication, only metadata is copied 
rather than the full dataset, enabling high-speed processing and improved capacity efficiency during replication. 

Furthermore, by combining Veeam Kasten for Kubernetes, you can implement policy-based and automated backup and 
restore operations for container application persistent volumes and related Kubernetes resources. Veeam Kasten can 
also centrally manage and execute backup and restore operations for virtual machines running on OpenShift Container 
Platform using OpenShift Virtualization. This provides an integrated and efficient data protection solution for both 
container applications and virtual machine workloads. 

This document explains the benefits of integrating Veeam Kasten with VSP One Block, including backup and restore 
operations for persistent volumes, Kubernetes resources, and virtual machines managed and running on Red Hat 
OpenShift Container Platform using OpenShift Virtualization. 

 

Intended Audience 

This document is intended for IT professionals who implement Veeam Kasten in the Red Hat OpenShift container 
environment and Hitachi storage system administrators. 

Readers of this document should have the following knowledge and experience. 

・Basic knowledge of SAN 

・Basic knowledge of computing 

・Basic knowledge of networking 

・Knowledge of Hitachi storage systems management 

・Experience of Veeam Kasten management 

・Experience of Red Hat OpenShift container environment management 

・Experience of virtual machine environments using OpenShift Virtualization 

・Experience of Kubernetes management 

 

Value Proposition  

• By using VSP One Block and Hitachi Vantara CSI software, the array-based clone mechanism invoked when specifying 
external storage as the backup target from Veeam Kasten now uses the virtual clone feature. 

• Reduce Time: Virtual clone creation to complete in approximately 2 seconds (*). 

• Reduce Space: Operation is possible with approximately half the capacity (*) compared with a physical clone. 

• (*) These values are theoretical and do not guarantee actual performance or capacity. 
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• In Thin Image Advanced pair operations, such as virtual clone creation and pair split, only management information 
for data placement (metadata) is copied to the replication target rather than the actual data itself, significantly 
reducing the time required to complete pair operations compared with the conventional method. 

• By using the virtual clone feature of Thin Image Advanced in VSP One Block for backup operations, you can help 
reduce the backup window. 

• In Thin Image Advanced, snapshot data is compressed and stored in the pool, improving copy capacity efficiency 
compared with the conventional method. This helps save disk capacity, reduce storage costs, increase the number of 
retained backup and replication generations, and improve overall storage resource efficiency. 

 

• Veeam Kasten can perform backup and restore operations not only for containers but for virtual machines as well 
running on Red Hat OpenShift Container Platform using OpenShift Virtualization. 

• By installing the QEMU guest agent in a virtual machine, you can temporarily freeze the file system inside the virtual 
machine when taking a snapshot, enabling file-system-consistent backup and restore operations. For Linux VMs, 
freeze and unfreeze commands are issued. For Windows VMs, the process is coordinated using the Windows Volume 
Shadow Copy Service (VSS). 

• By configuring persistent volumes for virtual machines running on Red Hat OpenShift Container Platform using 
OpenShift Virtualization on VSP One Block through Hitachi Vantara CSI software, you can achieve the same high-
performance, storage-array-based data protection as for container applications. 

• Even in virtual machine environments, backup and restore operations can be unified with container workloads through 
policy-based and automated operations, reducing administrative burden and optimizing operational costs through 
centralized generation and operations management for both virtual machines and containers. 

 

• By using Veeam Backup & Replication deployed in an on-premises environment as the backup destination, the network 
path for backup data can be confined to the internal network, helping strengthen security and compliance 
requirements. 

• Because large-scale data transfer to the cloud is unnecessary, stable backup operations are possible without 
depending on external network bandwidth. This also helps optimize operational costs such as transfer volume charges 
and cloud storage usage fees. 

 

Document Revisions  

Revision Number Date  Details 

v1.0 June 2026  Initial release 

 

Comments 

Send any comments on this document to Docs-Feedback@hitachivantara.com. Include the document title, including the 
revision level, and refer to specific sections and paragraphs whenever possible. All comments become the property of 
Hitachi Vantara LLC. 

Thank you. 
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Solution overview 
This chapter provides an overview of the system configuration, components, and use cases for implementing this 
solution. 

 

System Configuration 

Figure 1 shows the system configuration for achieving integrated backup and restore using Veeam Kasten for containers 
and OpenShift Virtualization virtual machines running on Red Hat OpenShift Container Platform. 

Persistent volumes used by OpenShift are created on Hitachi Virtual Storage Platform One Block (VSP One Block) 
through Hitachi Storage Plug-in for Containers. 

During backup execution, Veeam Kasten uses the array-based virtual clone feature provided by Thin Image Advanced on 
VSP One Block. Because virtual clone copies only metadata and not actual data, high-speed backup acquisition is 
possible, reducing the backup window and delivering excellent capacity efficiency. 

Backup data is written to both snapshots inside the storage system and the repository of Veeam Backup & Replication 
deployed in an on-premises environment. This confines the transfer path of backup data to the internal network, 
strengthens security and compliance, eliminates the need for large-scale cloud data transfer, and enables stable 
operations with optimized costs. 

This configuration enables policy-based automation of backup and restore for both containers and virtual machines, 
providing a high-performance and efficient data protection foundation with centralized generation and operations 
management. 

 

 
Figure 1 – System Configuration 
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Components list 

• Hitachi Storage Plug-in 

VSP One Block provides a REST API for Hitachi Storage Plug-in for Containers to dynamically provision persistent 
volumes. The persistent volumes are provided by LUNs hosted on VSP One Block through a block protocol to the 
OpenShift worker nodes. 

Hitachi Storage Plug-in for Containers (HSPC) is a software component that includes the libraries, settings, and 
commands required to provision storage for stateful containerized applications. It enables stateful applications to 
retain data beyond the container lifecycle. HSPC provides persistent volumes from Hitachi Dynamic Provisioning (HDP) 
or Hitachi Thin Image (TI) pools for bare metal or hybrid deployments using Fibre Channel, NVMe over Fibre Channel, 
or iSCSI protocols. The iSCSI protocol is supported in both bare metal and virtual environments. HSPC integrates 
Kubernetes or OpenShift with Hitachi storage systems through the Container Storage Interface (CSI). 

 

• Red Hat OpenShift Container Platform 

Red Hat OpenShift Container Platform (OCP) provides an integrated system to build, deploy, and manage applications 
consistently across on-premises and hybrid cloud deployments. OCP provides the control plane and data plane within 
the same interface. OCP provides administrator views to deploy operators, monitor container resources, manage 
container health, manage users, work with operators, manage pods and deployment configurations, as well as define 
storage resources. OCP also provides a developer view to allow users to deploy application resources from various 
pre-defined resources such as YAML files, Docker files, Catalogs, or GIT within user defined namespaces. With OCP 
kubectl, a native binary of Kubernetes is complemented by the oc command, which provides further support for OCP 
resources, such as deployment and build configurations, routes, image streams, and tags. OCP provides a GUI and a 
CLI interface. 

 

• Red Hat OpenShift Virtualization 

OpenShift Virtualization is a feature of Red Hat OpenShift Container Platform (OCP) that allows virtual machines to run 
in containers and be managed as native Kubernetes objects. OpenShift Virtualization uses KVM, the Linux kernel 
hypervisor. 

OpenShift Virtualization enables the following virtualization tasks: 

 Creating and managing Linux and Windows virtual machines (VMs) 

 Running VM workloads alongside pods in the same cluster 

 Importing virtual machines from VMware vSphere, KVM, OpenStack, and other environments 
 Cloning virtual machines 
 Live migration of virtual machines between nodes 

 

• Veeam Backup & Replication 

Veeam Backup & Replication is backup software that protects customer data through application-aware backup and 
recovery. 

Backup Server: The server with Veeam® Backup & Replication™ installed centrally manages backup and restore 
operations. Backup administrators log in to the backup server and perform backup or restore operations by using the 
VBR console. 

Backup Proxy Server: The server retrieves VM files from storage snapshots or cloned volumes over the network and 
transfers them to the backup repository server. 

Backup Repository Server: The server stores and manages backup data transferred from the backup proxy server on 
external volumes. 
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Hitachi Virtual Storage Platform One Block overview 

This is a next-generation data storage platform that delivers high efficiency and high reliability to support data retention, 
protection, and utilization in the era of massive data volumes. Its end-to-end NVMe environment optimized for SSDs 
delivers high-speed processing and excellent responsiveness. Advanced storage features also protect critical data from 
diverse risks such as security threats, supporting business continuity and growth. In addition, its energy- and resource-
efficient design helps reduce environmental impact. 

 

Key features 

Virtual Clone 

Virtual Clone is a feature provided by Thin Image Advanced. By replicating only metadata without copying actual data, it 
achieves faster clone creation and better capacity efficiency than the conventional method. 

As shown in Figure 2, the physical clone (Full Clone) provided by conventional Thin Image requires copying data equal to 
the actual capacity of the PVOL, which takes time to create. In contrast, Virtual Clone copies only metadata, allowing 
clone creation to complete in approximately 2 seconds (*). 

In terms of capacity efficiency, excluding the metadata area, operation is possible with approximately half the capacity 
(*) compared with a physical clone. This greatly contributes to effective use of storage capacity and cost reduction. 

 

(*) These values are theoretical and do not guarantee actual performance or capacity. 

 

 

Figure 2 – Comparison of Virtual Clone and Physical Clone 
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Use cases 

This section describes the backup flow for virtual machines running on OpenShift. When a backup is performed, restore 
points that can be used for data recovery are created in two locations: the storage system and the backup server. 

When data is transferred to the backup server, a temporary virtual clone is created inside the storage system. Because 
virtual clone copies only metadata, backup processing can be executed quickly and with high capacity efficiency, without 
copying actual data. After the backup is complete, the virtual clone is automatically deleted. 

 

 
Figure 3 – Backup Flow 
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Figure 4 shows the restore flow for restoring a virtual machine on OpenShift by using backup data stored in the backup 
server (Veeam Backup & Replication) repository. 

When restore begins, a new volume (LU3) for the virtual machine is created in the storage system. The backup data of 
the persistent volume is then written back to this volume and reassociated with the virtual machine.  

Because these processes are performed automatically, the virtual machine is restored to the state captured at the time 
of backup. 

 

 

Figure 4 – Restore Flow from Backup 
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Solution components 
This chapter describes the hardware and software components required to build a backup system on OpenShift 
Container Platform by using Veeam Kasten and Hitachi Storage Plug-in for Containers. 

 

Hardware Components 

Table 1 lists the Hitachi storage systems validated in this reference architecture. Any Hitachi Virtual Storage Platform 
One Block (VSP One Block) model supported by Hitachi Storage Plug-in for Containers can be used. 

Hitachi storage systems Description Firmware version 

VSP One Block 28 • 1,024 GB cache 

• 24 × 1.9 TB NVMe drives 

• 8 × 32 Gbps Fibre Channel ports 

A3-04-21-40/00 

Table 1: Applicable Hitachi Storage Systems 

 

Table 2 shows the server configuration validated in this reference architecture. Any qualified server platform, such as 
Hitachi Advanced Server, can be used. 

System Server purpose Description Server type 

Backup System Veeam Kasten Pod on OpenShift Container 
Platform (Note 1) 

- 

Veeam Backup & 
Replication 

Hitachi Advanced Server HA800 
series 

• 2 × Intel(R) Xeon(R) Gold 6240 
processors 

• 16 × 32 GB RDIMM, 512 GB 
memory 

• E208i-a/E208i-p controllers 

• HPE SN1200E 16 Gb 2p FC HBA 

• HPE Eth 10/25Gb 2p 640SFP28 
Adptr 

Bare metal server 

NFS Server (Note 2) 

Production System 

(Red Hat 
OpenShift Cluster) 

OpenShift control plane Hitachi Advanced Server HA800 
series 

• 2 × Intel(R) Xeon(R) Gold 6240 
processors 

• 16 × 32 GB RDIMM, 512 GB 
memory 

• E208i-a/E208i-p controllers 

• HPE SN1600E 32 Gb 2p FC HBA 

• HPE Eth 10/25Gb 2p 640SFP28 
Adptr 

Bare metal server (Note 3) 

OpenShift worker node Bare metal server (Note 3) 

Table 2: Server Configuration 
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Notes: 

1. Veeam Kasten is installed in a pod on OpenShift Container Platform. Installation must be completed in accordance 
with the Veeam Kasten system requirements. For details, refer to the documentation on the Veeam Kasten website 
(https://docs.kasten.io/latest/). 

2. Veeam Kasten uses the Veeam Backup & Replication repository only as the destination for persistent volume 
snapshot data. Therefore, an NFS server is configured as the storage destination for data other than persistent 
volumes, such as application metadata. Location Profiles defining these two different destinations must be created. 

3. Hitachi storage systems must be built in the Red Hat OpenShift Container Platform environment that meets the 
system requirements of the Hitachi Storage Plug-in for Containers. For details, see the Hitachi Storage Plug-in for 
Containers Release Notes. 

 

Software Components 

Table 3 lists the software components validated in this reference architecture. For Red Hat-related components, any 
version supported by Hitachi Storage Plug-in for Containers can be used. For Veeam-related components, any version 
appropriate for the deployment environment can also be used. 

Item Description Version 

Hitachi Program Product for Hitachi Storage Virtualization 
Operating System (SVOS) 

- Hitachi LUN Manager 

- Hitachi Dynamic Provisioning 

- Adaptive Data Reduction 

- Hitachi Thin Image Advanced 

A3-04-21-40/00 

Hitachi Vantara CSI software 

- Hitachi Storage Plug-in for Containers 

3.18.0 

Red Hat Red Hat OpenShift Container Platform 4.20 

Red Hat OpenShift Virtualization 4.20 

Red Hat Enterprise Linux CoreOS 4.20 

Veeam Veeam Kasten for Kubernetes 8.5.6 

Veeam Backup & Replication 13 

Table 3: Software Components 

 

https://docs.kasten.io/latest/
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Setting up an environment and operating procedure flow 
This chapter describes the workflow for setting up the validation environment and performing the operating procedures 
by using the hardware and software described in the Solution components chapter. 

 

Table 4 shows the workflow for setting up the backup environment using Veeam Kasten described in this reference 
architecture, and Table 5 shows the operational workflow. 

Classification Chapter 

Setting up an environment Configuring the Hitachi storage system 

Deploy OpenShift Container Platform 

Deploy Hitachi Storage Plug-in for Containers 

Deploy OpenShift Virtualization 

Deploy Veeam Backup & Replication 

Deploy Veeam Kasten 

Configuring OpenShift Virtualization virtual machine 

Table 4: Setting up an environment Flow 

 

Classification Chapter 

Operation Preparations prior to operation using Veeam Kasten 

Performing backup 

Restoring from backup 

Table 5: Operation Flow 

 

Table 6 shows the backup and restore scenarios using Veeam Kasten described in this reference architecture. 

Scenario name Overview Protection target 

Performing backup • Create a backup policy and run the 
backup. 

• Applications running on pods 

Note: Validated with PostgreSQL 

• Virtual machines 
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Scenario name Overview Protection target 

• Store backups of persistent volume 
snapshot data in the Veeam Backup & 
Replication repository. 

• Store backups of other data, such as 
application metadata, in NFS file storage. 

Note: Validated with Linux and 
Windows VMs 

Restoring from backup • Restore from backup files stored in the 
Veeam Backup & Replication repository 
and NFS file storage. 

Same as above 

Table 6: Backup and Restore Scenarios 

Solution implementation and validation 
This reference architecture was validated through the following environment setup and verification procedures. 

 

Configuring the Hitachi storage system 

• Connect VSP One Block to the OCP cluster nodes in accordance with the product manuals. The manuals are available 
on Hitachi Vantara’s official documentation site (https://docs.hitachivantara.com). 

• As prerequisites for HSPC installation, complete the storage preparation tasks described in the [Pre-Installation Tasks] 
section of the Hitachi Storage Plug-in for Containers Installation and User Guide. 

 

Deploy OpenShift Container Platform 

• Follow the [OpenShift Container Platform]-[Install] section of the Red Hat official documentation site 
(https://docs.redhat.com/en/documentation/openshift_container_platform/) to install OpenShift Container Platform 
according to your deployment environment. Set up the cluster in accordance with the documentation and your 
environment requirements. 

 

Deploy Hitachi Storage Plug-in for Containers 

• Install HSPC on the OCP cluster by following the [Installation] section of the Hitachi Storage Plug-in for Containers 
Installation and User Guide. 

• Following the [Usage] section of the same guide, create the Secret, StorageClass, and VolumeSnapshotClass 
resources corresponding to the VSP One Block storage system. 

 

Deploy OpenShift Virtualization 

• Follow the [OpenShift Container Platform]-[Virtualization documentation]-[Virtualization]-[Installing] section of the Red 
Hat official documentation site (https://docs.redhat.com/en/documentation/openshift_container_platform/) to install 
OpenShift Virtualization according to your deployment environment. Configure the components in accordance with the 
documentation and your environment requirements. 

 

https://docs.hitachivantara.com/
https://docs.redhat.com/en/documentation/openshift_container_platform/
https://docs.redhat.com/en/documentation/openshift_container_platform/
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Deploy Veeam Backup & Replication 

• Following the [Deploying Veeam Backup & Replication]-[Deployment] section of the Veeam Backup & Replication 
official documentation site (https://helpcenter.veeam.com/category/vdp.html), install Veeam Backup & Replication and 
its components. Install Veeam Backup & Replication on a dedicated server used as the backup infrastructure. 

 

Deploy Veeam Kasten 

• Following the [Installing Veeam Kasten]-[Storage Integration]-[VolumeSnapshotClass Configuration] section of the 
Veeam Kasten official documentation site (https://docs.kasten.io/latest/), add annotations to the 
VolumeSnapshotClass resource corresponding to the created VSP One Block storage system. 

• Following the [Using Veeam Kasten]-[Protecting Applications]-[Enabling Block Mode Export] section of the Veeam 
Kasten official documentation site (https://docs.kasten.io/latest/), add annotations to the StorageClass resource 
corresponding to the created VSP One Block storage system. 

• As prerequisites for Veeam Kasten installation, complete the preparatory tasks described under [Prerequisites] in the 
[Installing Veeam Kasten]-[Install Requirements] section of the Veeam Kasten official documentation site 
(https://docs.kasten.io/latest/). 

• Install Veeam Kasten on the OCP cluster by following the [Installing Veeam Kasten]-[Installing Veeam Kasten on 
Kubernetes]-[Installing Veeam Kasten on Red Hat OpenShift] section of the Veeam Kasten official documentation site 
(https://docs.kasten.io/latest/). 

• Following the [Validating the Install] section of the same page, check the installation status of Veeam Kasten on the 
OCP cluster. When all STATUS values are Running, the installation is complete. 

• Following the [Validate Dashboard Access] section of the same page, access the Veeam Kasten dashboard. If the 
dashboard home page is displayed, login has succeeded. 

• Following the [Accessing Veeam Kasten]-[Veeam Kasten RBAC]-[K10-VirtualMachines-Admin] section of the Veeam 
Kasten official documentation site (https://docs.kasten.io/latest/), configure the permissions required to use the virtual 
machine dashboard. Access the Veeam Kasten dashboard and verify that the list of virtual machines is displayed on 
the virtual machine dashboard. 

 

Configuring OpenShift Virtualization virtual machine 

Creating a virtual machine 

• Follow the [OpenShift Container Platform]-[Virtualization documentation]-[Virtualization]-[Creating a virtual machine] 
section of the Red Hat official documentation site 
(https://docs.redhat.com/en/documentation/openshift_container_platform/) to create virtual machines according to 
your deployment environment. 

 

Install the QEMU guest agent and VirtIO drivers 

Installing the QEMU guest agent in a virtual machine enables coordinated freeze and unfreeze operations (snapshot 
quiescing) inside the guest OS. 

Linux guests: The agent issues commands to freeze and unfreeze the file system. 

Windows guests: The agent coordinates the process by using the Windows Volume Shadow Copy Service (VSS). 

• Red Hat Enterprise Linux (RHEL) virtual machines include the QEMU guest agent by default. 

• For virtual machines created from OS images not provided by Red Hat, you must install the QEMU guest agent 
manually. 

• Follow the [Virtualization documentation]-[Virtualization]-[Managing VMs]-[Install the QEMU guest agent] section of 
the Red Hat official documentation site (https://docs.redhat.com/en/documentation/openshift_container_platform/) to 
install the QEMU guest agent on the virtual machine. For Windows virtual machines, the QEMU guest agent is included 
with the VirtIO drivers. These drivers can be installed during Windows setup or on an existing Windows virtual machine. 

https://helpcenter.veeam.com/category/vdp.html
https://docs.kasten.io/latest/
https://docs.kasten.io/latest/
https://docs.kasten.io/latest/
https://docs.kasten.io/latest/
https://docs.kasten.io/latest/
https://docs.redhat.com/en/documentation/openshift_container_platform/
https://docs.redhat.com/en/documentation/openshift_container_platform/
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Preparations prior to operation using Veeam Kasten 

Before starting operations with Veeam Kasten, the following preparations are required. The table below shows the 
preparation workflow. 

Step Task 
 

1 Prepare backup targets 
 

• Configure the Veeam Backup & Replication repository 

• Configure an NFS server that is accessible from all worker nodes 
where Veeam Kasten is installed 

• Configure an exported NFS share that can be mounted from all 
OpenShift worker nodes 

• Configure PersistentVolume (PV) and PersistentVolumeClaim (PVC) 
resources in the Veeam Kasten namespace 

2 Create location profiles • Configure location profiles that define the backup destination 
information 

3 Configure file-system freezing 
in the guest OS 

• Configure settings to freeze the guest file system before creating 
snapshots 

Table 7: Pre-operation Preparation Flow for Veeam Kasten 

 

Prepare backup targets 

Before you can perform backups with Veeam Kasten, you must prepare the backup destinations. In the example used in 
this document, Veeam Kasten exports data to the Veeam Backup & Replication repository and to NFS file storage. The 
Veeam Backup & Replication repository stores persistent volume snapshot data. For data other than persistent volumes, 
create an NFS share on storage space on the NFS server and specify it as the backup destination. 

The procedure for creating the Veeam Backup & Replication repository and for creating the NFS server and NFS share 
differs depending on the operating system. Refer to each vendor’s website and build the environment according to your 
deployment requirements. 

In the example in this document, Veeam Backup & Replication and the NFS server are configured on Windows Server, 
and a Backup Repository and NFS share are created for folders on disk drives consisting of storage volumes. 
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• Procedure 

1. Register a folder on a disk drive consisting of storage volumes directly connected to the server where Veeam 
Backup & Replication is installed as the Backup Repository. 

 

 

2. Configure an NFS server that is accessible from all worker nodes where Veeam Kasten is installed and configure an 
exported NFS share that can be mounted from all worker nodes. 

 

 

3. Create PersistentVolume (PV) and PersistentVolumeClaim (PVC) resources for the NFS share in the Veeam Kasten 
namespace. An example is shown below. For details, refer to [Using Veeam Kasten] - [Location Configuration] on 
the Veeam Kasten website (https://docs.kasten.io/latest/). 

apiVersion: v1 

kind: PersistentVolume 

metadata: 

   name: nfs-pv 

spec: 

   capacity: 

      storage: 800Gi 

   volumeMode: Filesystem 

   accessModes: 

      - ReadWriteMany 

https://docs.kasten.io/latest/
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Create location profiles 

Before performing backups with Veeam Kasten, you must create location profiles that define information such as the 
Veeam Backup & Replication repository and NFS file storage used as backup destinations. For details, refer to [Using 
Veeam Kasten] - [Location Configuration] on the Veeam Kasten website (https://docs.kasten.io/latest/). 

In the example in this document, a Veeam Backup Repository and storage space on an NFS server are specified as 
backup targets. 

 

• Procedure 

1. Log in to the Veeam Kasten dashboard, open the Location page, and click [Create New Profile] to open the [Create 
Location Profile] screen. 

apiVersion: v1 

kind: PersistentVolumeClaim 

metadata: 

   name: test-pvc 

   namespace: kasten-io 

spec: 

   storageClassName: "" 

   volumeName: nfs-pv 

   accessModes: 

      - ReadWriteMany 

   resources: 

      requests: 

         storage: 800Gi 

   persistentVolumeReclaimPolicy: Retain 

   storageClassName: "" 

   mountOptions: 

      - hard 

      - nfsvers=4.1 

   nfs: 

      path: /nfs-vbrserver 

      server: <NFS Server> 

https://docs.kasten.io/latest/
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2. To configure a destination for persistent volume snapshot data, select [Veeam Repository]. To configure a 
destination for data other than persistent volumes, select [NFS/SMB]. Create a location profile for each destination. 
Click [Next] to continue the location profile configuration. 

  

3. Enter the required values for your environment and click [Submit] to create the location profiles. 

[Veeam Repository] [NFS] 
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Configure file-system freezing in the guest OS 

To create application-consistent backups for virtual machines managed and running on Red Hat OpenShift Container 
Platform using OpenShift Virtualization, configure guest file-system freezing before creating snapshots for the virtual 
machine volumes. For details, refer to [Using Veeam Kasten] - [Protecting VMs on Kubernetes] - [Guest Filesystem 
Freezing] on the Veeam Kasten website (https://docs.kasten.io/latest/). 

In the example in this document, VM freeze behavior is explicitly configured from the Virtual Machines page in the Veeam 
Kasten dashboard. 

 

• Procedure 

1. Log in to the Veeam Kasten dashboard, and on the Virtual Machines page, click the menu option (...) in the row of the 
target virtual machine and select [Enable guest OS Freeze]. 

 

 

This completes the pre-operation preparation for using Veeam Kasten. 

https://docs.kasten.io/latest/
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Performing backup 

This section describes how to run backups using Veeam Kasten. The table below shows the backup workflow. For 
details, refer to [Using Veeam Kasten] on the Veeam Kasten website (https://docs.kasten.io/latest/). 

Step Task 
 

1 Create a backup policy • Create a backup policy that includes ExportAction in addition to 
BackupAction, with settings appropriate for your environment 

2 Run a backup • Run the backup immediately by selecting the backup policy that you 
created 

Table 8: Veeam Kasten Backup Workflow 

 

Create a backup policy 

To perform backups, create a policy in the Veeam Kasten dashboard. 

In the example in this document, a backup policy is created for virtual machines managed and running on Red Hat 
OpenShift Container Platform using OpenShift Virtualization. 

 

• Procedure 

1. Log in to the Veeam Kasten dashboard, open the Policies page, and click [Create New Policy] to open the [New 
Policy] screen. 

 

 

2. On the [New Policy] screen, enter and select the settings listed below. When you enable the optional setting Enable 
Backups via Snapshot Exports, Veeam Kasten creates both BackupAction and ExportAction for the virtual machine, 
allowing restore points to be created for Export as well as Snapshot as persistent backups. Configure the remaining 
settings to suit your environment. 

https://docs.kasten.io/latest/
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Name: 

Specify the policy name 

Action: 

Select [Snapshot] 

Backup Frequency: 

Select the desired frequency according 
to the execution schedule 

Note: In this document, an on-demand 
method is used to run backups 
immediately when requested rather than 
on a schedule. 

Enable Backups via Snapshot Exports: 

Enable is selected 

Export Location Profile: 

Select the NFS file storage location 
profile created in “Create location 
profiles” under “Preparations prior to 
operation using Veeam Kasten.” 

Export volume snapshot data to VBR: 

Select the Veeam Repository location 
profile created in “Create location 
profiles” under “Preparations prior to 
operation using Veeam Kasten.” 

 

 

Selection Type: 

Virtual Machines is selected 

Specify VMs: 

Enter the name of one or more 
namespaces that contain the virtual 
machines to be backed up 

By default, Veeam Kasten protects all 
current and future virtual machines in 
each specified namespace. 

Select VM Resources: 

Specify whether to define filters to 
include or exclude resources identified 
as VM dependencies, as needed 

Select Additional Resources:  
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Specify whether to define filters to 
include or exclude additional resources 
not identified as VM dependencies, as 
needed 

Pre and Post-Snapshot Action Hooks: 

Select this option when you want to run 
other processing before or after taking 
snapshots 

Location Profile for Kanister Actions: 

Select the NFS file storage location 
profile created in “Create location 
profiles” under “Preparations prior to 
operation using Veeam Kasten.” 

Location Profile for Container Images: 

Select the NFS file storage location 
profile created in “Create location 
profiles” under “Preparations prior to 
operation using Veeam Kasten.” 

Pre and Post-Export Action Hooks: 

Select this option when you want to run 
other processing before or after backup 
execution 

Ignore Exceptions and Continue if 
Possible: 

Specify whether processing should 
continue if exceptions such as retries or 
failures occur during snapshot 
acquisition 

  

 

3. After entering the required values for your environment, click [Submit] to create the virtual-machine-based backup 
policy. This completes backup policy creation. 

 

 

Run a backup 

You can run backups from the Veeam Kasten dashboard. 

In the example in this document, the following procedure describes how to run a one-time immediate backup rather than 
a scheduled backup. 

 

Procedure 

1. For a one-time immediate backup, go to the Policies page, click the menu option (...) in the row of the target policy, 
and select [Run Once] to start the backup immediately. 
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2. On the [Action] screen, you can check the execution status of the policy that was run. To check the current phase, 
click the relevant action. 

 

 

3. After you click the relevant action, you can check the execution status of each phase for the policy that was run. 



VSP One Block data protection for OpenShift using Veeam Kasten and TIA 

 

 

Reference Architecture        © Hitachi Vantara LLC 2026. All Rights Reserved 25 

 

 

4. When the policy run is complete and “COMPLETED SUCCESSFULLY” appears above the policy name at the top of 
the screen, the backup job has finished normally. This completes the immediate backup run. 

 

 

Restoring from backup 

This section describes how to restore from backups using Veeam Kasten. The table below shows the workflow for 
restoring from backups. For details, refer to [Using Veeam Kasten] on the Veeam Kasten website 
(https://docs.kasten.io/latest/). 

Step Task 
 

1 Run a restore • Run an immediate restore from an existing backup 

Table 9: Veeam Kasten Restore from Backups Workflow 

 

Run a restore 

You can restore backups from the Veeam Kasten dashboard. The following procedure describes how to restore from an 
existing backup. 

 

Procedure 

1. Log in to the Veeam Kasten dashboard, and on the Application page, click the menu option (...) in the row of the 
application you want to restore, then select [Restore]. 

https://docs.kasten.io/latest/
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2. On the [Restore Points] screen, a list of restore points available for the target application is displayed. Click the 
restore point that you want to use. 

 

 

3. The detailed information for the selected restore point is displayed. Under [Optional Restore Settings], select and 
configure the settings appropriate for your environment. 
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4. After entering the required values for your environment, click [Submit] to start the restore from backup. On the 
[Confirm Restore] screen, click [Restore] to execute the restore. 

 

 

This completes the restore from backup. 
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Validation Results 
This chapter presents the results of the backup and restore scenarios, together with a comparison of backup behavior 
between VSP One Block, which uses the virtual clone feature, and the legacy Hitachi Virtual Storage Platform 5000 
Series, which uses conventional pair operations. 

 

Summary of test cases performed 

Table 10 summarizes the results of the backup and restore scenarios using Veeam Kasten described in this document. 

Scenario 
name 

Protection 
target 

Status Result 

Performing 
backup  

Application running on 
a pod (PostgreSQL) 

Passed • The backup job completed successfully 

• Backup of persistent volume data was stored in the Veeam 
Backup & Replication repository specified in the policy 

• Backup of other data was stored in a different Veeam 
Kasten location profile specified in the policy (the NFS 
server in this document)  

Virtual machine Passed • The backup job completed successfully 

• Backup of persistent volume data was stored in the Veeam 
Backup & Replication repository specified in the policy 

• Backup of other data was stored in a different Veeam Kasten 
location profile specified in the policy (the NFS server in this 
document) 

• Freeze and unfreeze processing of the guest OS file system 
was performed to obtain storage snapshots while the file 
system was quiesced 

Restoring from 
backup 

Application running on 
a pod (PostgreSQL) 

Passed • The restore job from backup completed successfully 

• After the restore from backup, PostgreSQL table data on the 
pod was restored 

• The PostgreSQL table data was restored to the state 
captured at the time of backup 

Virtual machine Passed • The restore job from backup completed successfully 

• After the restore from backup, the data files on the virtual 
machine were restored 

• The data files were restored to the state captured at the time 
of backup 

Table 10: Summary of Backup and Restore Scenario Execution Results 
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Comparison Results of the Virtual Clone Feature with the Conventional Method 

By using VSP One Block together with Hitachi Storage Plug-in for Containers, the array-based clone function used 
during export operations when external storage is specified as the backup target from Veeam Kasten can use the virtual 
clone method. As a result, pair operations complete faster than with the conventional method, and replication capacity 
efficiency is improved. 

Through the validation procedures described in this document, we aligned the execution conditions, such as the data 
state of the applications or virtual machines to be backed up, between VSP One Block, which uses the virtual clone 
feature, and the legacy Hitachi Virtual Storage Platform 5000 Series, which performs pair operations using the 
conventional method. We then performed backups under each of the storage configurations described below to 
demonstrate the usefulness of the virtual clone feature. 

 

[storage configurations] 

• Hitachi Virtual Storage Platform One Block (VSP One Block 28) – RAID6 (14D+2P) configuration, 1 x 200GB Used 
LDEV(1 PV) / 1 Pod or VM 

• Hitachi Virtual Storage Platform 5000 Series (VSP 5600H) – RAID5 (3D+1P) configuration, 1 x 200GB Used LDEV(1 
PV) / 1 Pod or VM 

 

 

Comparison of Backup Job Duration 

As a result of comparing the backup job duration of Veeam Kasten, the use of VSP One Block with the virtual clone 
feature reduced the backup window compared with the conventional method. Table 11 shows the comparison results for 
backup job duration. 

Scenario 
name 

Protection 
target 

Backup job duration 

Virtual Clone Physical Clone (Full Clone)  

Performing 
backup  

Application running on 
a pod (PostgreSQL)  

10 mins 8 secs 

Note: reduced by 2 mins 13 secs  

12 mins 21 secs 

Virtual machine 7 mins 16 secs 

Note: reduced by 4 mins 43 secs 

11 mins 59 secs 

Table 11: Comparison Results for Backup Job Duration 

 

Comparison of Clone Processing Duration 

By focusing only on the execution time of the array-based clone processing itself within the Veeam Kasten backup job 
duration and comparing the time required for clone processing from the storage perspective, we confirmed that the time 
required for clone processing was significantly reduced compared with the conventional method. Table 12 shows the 
comparison results for clone processing duration. 
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Scenario 
name 

Protection 
target 

Clone duration 

Virtual Clone Physical Clone (Full Clone)  

Performing 
backup  

Application running on 
a pod (PostgreSQL) 

2 secs 5 mins 36 secs 

Virtual machine 2 secs 5 mins 43 secs 

Table 12: Comparison Results for Clone Processing Duration 

 

Comparison of Capacity Efficiency During Replication by Clone Processing 

By comparing the storage pool capacity used during replication by array-based clone processing within the Veeam 
Kasten backup job duration, we confirmed that the required storage pool capacity during replication by clone processing 
was reduced compared with the conventional method. Table 13 shows the comparison results for capacity efficiency 
during replication by clone processing. 

Step Virtual Clone Physical Clone (Full Clone)  

Storage pool capacity before backup 
starts 

329.35 GiB 245.43 GB 

Storage pool capacity during 
replication by clone processing for a 
volume with 200GB used capacity 

329.68 GiB 

Note: 0.33 GiB capacity 
consumed (metadata only 
copied) 

443.99 GB 

Note: 198.56 GB capacity consumed 
(all actual data copied) 

Table 13: Comparison Results for Capacity Efficiency During Replication by Clone Processing 
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Conclusion 
With migration from VMware to OpenShift Virtualization emerging as a viable option, there is a growing need to achieve 
high availability and efficient data protection in environments where containers and virtual machines coexist, without 
increasing operational complexity. 

By integrating VSP One Block and Hitachi Vantara CSI software with Red Hat OpenShift Container Platform and 
connecting them to Veeam Kasten, export operations during backup can use the array-based virtual clone feature of 
Thin Image Advanced. This enables high-speed backup by replicating only metadata without copying actual data. As a 
result, the backup window is reduced and storage utilization is optimized through high capacity efficiency. 

In addition, for virtual machines running on OpenShift Virtualization, Veeam Kasten can centrally manage the same 
policy-based and automated backup and restore operations used for container workloads. By configuring the persistent 
volumes of virtual machines on VSP One Block, high-performance storage-array-based data protection is also possible in 
virtual environments, contributing to unified operations management and reduced administrative burden. 

In addition, by using the repository of Veeam Backup & Replication deployed in an on-premises environment as the 
backup destination, the transfer path of backup data can be confined within the corporate network, strengthening 
support for security and compliance requirements while enabling stable backup operations that do not depend on 
network bandwidth or cloud usage costs. 

These integrated solutions establish a high-speed, highly efficient, and secure data protection foundation for both 
containers and virtual machines, supporting stable operation and optimization of next-generation IT infrastructure 
centered on OpenShift. 
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