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Implementation Guide
VMware Cloud Foundation (VCF) 9.0.1 introduces a streamlined deployment process and a
host of new features designed to enhance flexibility, scalability, and operational efficiency. A
key advancement is the native support for Fibre Channel (FC)-based VMFS storage as a
principal storage option for the management domain (in addition to other workload domains),
enabling seamless integration with existing SAN environments.

The deployment workflow has been refined with improved automation and validation steps,
reducing manual effort and deployment time. VCF 9.0.1 also enhances SDDC Manager
capabilities, offering more granular lifecycle management, better visibility, and simplified
domain expansion.

In addition, VCF 9.0.1 supports stretched cluster configurations, enabling high availability
across geographically separated sites. This is further strengthened by integrating global-
active device (GAD) replication, which provides active-active synchronous storage replication
between sites when using Hitachi Virtual Storage Platform (VSP) external SAN arrays as
principal storage. Together, these features ensure zero RTO failover capability and robust
business continuity.

This document outlines and explains the key technical procedures and configurations
required for deploying and managing enterprise infrastructure components. It specifically
focuses on these areas:
■ Storage configuration steps for global-active device integration (on page 6)
■ Deploy a VCF 9.0.1 stretched management domain with Fibre Channel-based VMFS as

principal storage (metro storage cluster) (on page 8)
■ Deploy a VI workload domain as a stretched cluster (on page 17)
■ Add additional VMFS stretched datastores to a VI workload domain (on page 19)
■ Remove VMFS datastores from a stretched VI workload domain (on page 20)
■ Remove/completely delete a stretched VI workload domain (on page 21)
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Brief explanation of the architecture

The diagram illustrates a VMware Cloud Foundation (VCF) Stretched Cluster architecture
using external storage (VSP) instead of vSAN.
■ Sites: Two active sites (Site 1 with MGMT Domain and Site 2 with VI Domain).
■ vSphere Layer: A single vSphere Stretched Cluster spans both sites, sharing a Mounted

Datastore. If one site fails, VMs restart on the other site (HA restart).
■ Storage Layer: Global-active device (GAD) synchronously mirrors data between the VSP

arrays (5600H and 5500H) on the two sites.
■ Quorum: A Quorum Disk (VSP E1090) acts as a tie-breaker to prevent data conflicts (split-

brain) during link isolation.

In essence, it combines VCF's SDDC management with Hitachi GAD's active-active storage
replication for continuous service availability across two data centers.

Implementation Guide
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Storage configuration steps for global-active device
integration

Reserve LDEV IDs

Before creating global-active device pairs, reserve LDEV IDs on both storage systems to
ensure consistent volume identification across sites. This helps maintain synchronization and
simplifies volume management.

Create LUN paths

Configure LUN paths from the storage systems to the ESXi hosts by mapping the reserved
LDEVs to appropriate host groups and ports. Ensure zoning and masking are correctly set up
in the SAN fabric to allow seamless access.

Configure a quorum disk

To configure a quorum disk for global-active device, first create a volume on an external
storage system that is accessible by both primary and secondary arrays, then register this
volume as a quorum disk on each array using Hitachi Ops Center or CCI, ensuring proper
SAN zoning and connectivity for arbitration during failover scenarios.

Establish remote paths

To enable communication between the two Hitachi storage systems, remote paths must be
configured with bidirectional connectivity and redundancy, ensuring reliable data
synchronization and failover support.

Create a global-active device pair

After the quorum disk is active and remote paths are validated, a global-active device pair is
created to establish active-active synchronous replication between volumes on both storage
systems, enabling seamless data access across sites.

Storage configuration steps for global-active device integration
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Present global-active device volumes to hosts

After the global-active device pair is established, the replicated volumes are presented to
ESXi hosts at both sites via Fibre Channel, with proper multipathing configured to ensure
high availability and consistent access to shared storage.

Storage configuration steps for global-active device integration
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Deploy a VCF 9.0.1 stretched management domain with Fibre
Channel-based VMFS as principal storage (metro storage
cluster)

The Management Domain in this deployment is configured as a stretched cluster across two
sites. This architecture provides enhanced availability and resilience by distributing
management components across geographically separated locations. The stretched
configuration is supported by Fibre Channel-based storage and global-active device
synchronous replication, ensuring zero RTO failover and continuous operations.

In this guide, the VCF Installer is deployed on the first ESXi host, which also hosts the SDDC
Manager after deployment. This is a recommended example deployment model for simplicity
and convenience. However, this is not the only supported model. The VCF Installer can be
deployed on any compatible ESXi host or outside the management cluster. Broadcom
documentation confirms that the VCF Installer can be reused to deploy multiple VCF
systems. If your environment uses 2 or 4 ESXi hosts for the Management Domain, ensure
you clearly identify the location of each host (Site 1 or Site 2). In this guide, the 'first ESXi
host' refers to the one used for deploying the VCF Installer, but this can be adjusted based on
your infrastructure layout.

Deployment Flexibility in VCF 9.0

VCF 9.0 introduces a more flexible and robust installer experience compared to earlier
versions. While deploying the VCF Installer (also known as the VCF-SDDC-Manager-
Appliance OVA) on the same ESXi host as the future SDDC Manager is common and
supported, it is not mandatory.

Supported Deployment Models
■ Same ESXi Host: The VCF Installer and the resulting SDDC Manager reside on the same

physical host. This is typical for small or nested lab environments.
■ Different ESXi Hosts: The VCF Installer can be deployed on one host, and the SDDC

Manager can be instantiated on another host within the same management cluster. This is
often preferred in production environments for better resource isolation and fault
tolerance.

Example Scenario

If you have a management cluster with three ESXi hosts:
■ You deploy the VCF Installer OVA on Host A.
■ During the deployment workflow, you choose to place the SDDC Manager VM on Host B.
■ This setup ensures that the installer VM and the SDDC Manager VM are separated, which

can help with performance and availability.

Note: The installer is temporary and converts into the SDDC Manager after
deployment is completed. The choice of host should align with your resource
planning and HA strategy. Network and DNS configurations must support
communication between the installer and target hosts.

Deploy a VCF 9.0.1 stretched management domain with Fibre Channel-based VMFS as principal storage
(metro storage cluster)
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Before you begin
■ A minimum of 2 ESXi hosts for the Management Domain installed with ESXi9.0.1 (should

be compatible with VCF 9.0.1 bundle), 4 ESXi nodes are recommended.
■ Fibre Channel zoning and LUN masking are configured for all ESXi hosts.
■ A Fibre Channel SAN with pre-created VMFS datastores is configured.
■ Download VCF 9.0.1 full stack software bundles.
■ Management, vMotion, and VM networks are configured.
■ DNS, NTP, and IP address reservations are made for all components.

Procedure

1. Deploy the VCF installer (VCF-SDDC-Manager-Appliance-9.0.1.0.0.24xxxxx.ova) in first
ESXi host on the primary site, this will act as SDDC Manager. Provide all necessary
details while deploying the VCF Installer.

2. Log in to VCF Installer with admin@local credentials.

3. Click DEPOT SETTINGS AND BINARY MANAGEMENT and download the binaries
using a download token from the Broadcom support portal.

4. On the Deploy screen, click DEPLOYMENT WIZARD and select VMware Cloud
Foundation to configure deployment parameters. To use a json file instead, select
DEPLOY USING JSON SPEC and upload the json file to deploy the VCF stack.

5. Select Deploy a new VCF fleet and click Next.

Deploy a VCF 9.0.1 stretched management domain with Fibre Channel-based VMFS as principal storage
(metro storage cluster)
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6. Do not select any components in Existing Components.

7. In General Information do the following:
a. Select VCF version 9.x and provide the VCF Instance name. Ensure the name has

3 or more characters.
b. For Deployment Model: Select High Availability or Simple based on your

requirements.
c. Provide DNS and NTP information.
d. Passwords: Choose to auto-generate passwords if you do not want to provide

custom passwords.

Deploy a VCF 9.0.1 stretched management domain with Fibre Channel-based VMFS as principal storage
(metro storage cluster)
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8. For VCF Operations - Appliance Size “Medium”
a. Provide all the required inputs under VCF Operations Appliance.
b. Load Balancer - don’t provide any input.
c. Provide all the required inputs under Fleet Management Appliance.
d. Check Use same password as VCF Operations.

9. You can check Connect a VCF Automation instance later or provide all the required
inputs.

Deploy a VCF 9.0.1 stretched management domain with Fibre Channel-based VMFS as principal storage
(metro storage cluster)
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10. Provide the necessary details and select Small as the appliance size.

11. Provide the necessary details and select Medium as the appliance size.

Deploy a VCF 9.0.1 stretched management domain with Fibre Channel-based VMFS as principal storage
(metro storage cluster)
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12. In the Storage step do one of the following:
a. For vSAN: Choose between ESA or OSA – Ignore this vSAN option if using VSP

external SAN storage as principal storage for the management domain!
b. For External Storage: Select FC and Provide the Datastore name – This is what we

want to use for VSP stretched storage using global-active device!

13. Provide host details and confirm host fingerprint.

Deploy a VCF 9.0.1 stretched management domain with Fibre Channel-based VMFS as principal storage
(metro storage cluster)
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14. Provide vMotion and VM Management network details. Use the ESX Management
network for VM Management network.

15. Choose a default switch configuration profile and provide the details.

Deploy a VCF 9.0.1 stretched management domain with Fibre Channel-based VMFS as principal storage
(metro storage cluster)
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16. Provide the SDDC Manager credentials.

17. Review the configuration details and click Next.

Deploy a VCF 9.0.1 stretched management domain with Fibre Channel-based VMFS as principal storage
(metro storage cluster)
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18. Validate & Deploy (acknowledge the warning if any).

The VCF 9.0.1 environment will be deployed.

Deploy a VCF 9.0.1 stretched management domain with Fibre Channel-based VMFS as principal storage
(metro storage cluster)

Implementation Guide
VCF 9 Stretched Cluster with FC-Based Storage and Global-Active Device Integration 16



19. Log in to VCF Operations and validate that the VCF instance is deployed.

Deploy a VI workload domain as a stretched cluster
Deploying the VI Workload Domain as a Stretched Cluster enables a resilient and highly
available infrastructure across geographically separated sites. Leveraging VCF 9.x, this
architecture ensures seamless workload mobility, automated failover, and consistent
operations. By integrating FC-based storage and global-active device, the solution delivers
enterprise-grade data availability and synchronous replication, making it ideal for mission-
critical applications.

Procedure

1. Configure FC-based storage and ensure that global-active device is set up for
synchronous replication.

2. Commission the candidate hosts for VI Workload domain.
3. Create a VI Workload domain by logging in to VCF Operations.

Deploy a VI workload domain as a stretched cluster
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4. Provide the necessary details for vCenter, NSX, and FC-Storage, and then click Finish.

Result

Both Management and VI-Workload domains are visible in SDDC manger and VCF
Operations.

Deploy a VI workload domain as a stretched cluster
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Add additional VMFS stretched datastores to a VI workload
domain

Procedure

1. Ensure storage availability.
a. Follow the steps from the previous section to add required storage for global-active

device.
b. Verify that the new stretched LUNs are presented to all ESXi hosts in the VI

Workload Domain across both sites.
c. Validate replication and latency requirements using Storage Navigator or

respective methods (CCI or Hitachi Ops Center).

2. Mount the new datastores
a. Log in to the vCenter Server managing the VI Workload Domain.
b. Navigate to Storage > Datastores > New Datastore.

Add additional VMFS stretched datastores to a VI workload domain
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c. Select the VMFS, choose the new stretched LUN, and format it if needed.

3. Verify host accessibility.
a. Ensure all hosts in the cluster can see and access the new datastore.
b. Use Host > Configure > Storage Devices to confirm visibility.

4. Tag and apply storage policies (if applicable).
a. Use Storage Policy-Based Management (SPBM) to tag the new datastore

appropriately.
b. Update or create policies that reflect the stretched configuration (that is, site affinity,

replication).

5. Validate in VCF inventory.
a. VCF doesn’t directly manage datastores, but it expects consistency across hosts.
b. Use SSO > Workload Domains > Storage to confirm visibility and health.

Remove VMFS datastores from a stretched VI workload
domain

Complete these steps to remove VMFS Stretched Datastores in VCF 9.0.

Before you begin
■ Do not delete the datastore before unmounting — this can cause host errors.
■ Ensure replication is stopped if the datastore was part of a stretched setup.

Procedure

1. Migrate or power off VMs.
a. Identify all VMs residing on the datastore.
b. Migrate them to another datastore using Storage vMotion or power them off if no

longer needed.

2. Unmount the datastore from all hosts.
a. In vCenter, go to Storage > Datastores.
b. Select the datastore and choose Unmount.
c. Ensure the datastore is unmounted from all ESXi hosts in the stretched cluster.

3. Detach the LUN.
a. Navigate to Host > Configure > Storage Devices.
b. Detach the LUN associated with the datastore from each host.
c. Confirm that the LUN is no longer visible in the host’s storage devices.

4. (Optional) Remove from Storage Policies.
a. If the datastore was part of any SPBM policies, update or remove those policies to

reflect the change.

5. Update VCF inventory.

Remove VMFS datastores from a stretched VI workload domain
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a. VCF doesn’t directly manage datastores, but ensure that the SDDC Manager
reflects the updated storage configuration.

b. Validate that no alarms or errors were triggered because of the removal.

6. Clean up zoning and masking.
a. Use your Fibre Channel storage system tools to remove zoning and masking for

the LUN.
This prevents accidental reattachment or access.

Remove/completely delete a stretched VI workload domain
Complete these steps to delete a Stretched VI Workload Domain in VCF 9.0.

Procedure

1. Migrate or power off workloads.
a. Use Storage vMotion or cold migration to move VMs off the stretched datastores.
b. Ensure that no active workload remains in the domain.

2. Remove NSX-T Components (if applicable).
a. Delete NSX Edge nodes and transport zones associated with the domain.
b. Remove Tier-0/Tier-1 gateways and logical segments.

3. Unmount and detach VMFS stretched datastores.
a. Unmount the stretched VMFS datastores from all ESXi hosts.
b. Detach the LUNs via vCenter or host CLI.
c. Confirm that no host has active paths to the LUNs.

4. Delete the workload domain using SDDC Manager.
a. In SDDC Manager, navigate to the VI workload domain.
b. Use the Delete Domain option to initiate removal.

This will clean up vCenter, NSX, and host associations. At the storage level this will
clean up LDEV and global-active device.

5. Break global-active device pairing using your storage system’s management interface
(for example, Hitachi Storage Navigator) to do the following:

a. Suspend global-active device replication between sites.
b. Delete the global-active device pair associated with the stretched LUNs.

6. Delete LDEVs
a. After global-active device is removed, delete the LDEVs from both primary and

secondary storage systems.
b. Ensure no other hosts or domains are using these LDEVs.

7. Clean Up zoning and masking.
a. Remove Fibre Channel zoning and masking configurations for the deleted LUNs to

prevent accidental reattachment or reuse.

8. Perform a final validation by verify the following:

Remove/completely delete a stretched VI workload domain
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a. All VMs and datastores are removed.
b. Hosts are decommissioned or reassigned.
c. NSX and vCenter components are cleaned up.
d. Storage replication and LUNs are deleted.

Pre-production testing for stretched clusters with external
storage (FC connectivity)

Workload domain
■ Application VMs restart automatically on surviving hosts.
■ Storage paths fail over correctly; no I/O errors in guest OS logs.
■ DRS balances workloads across available hosts.

General HA checks
■ VM restart times are within expected thresholds.
■ No orphaned or inaccessible VMs.
■ Storage multipathing policies (Round Robin, Fixed, MRU) behave as expected.

Post failback validation
■ Management domain

● vCenter and NSX Manager services re-sync and show healthy status.
● FC paths to the restored site are re-established.

■ Workload domain
● Workloads can migrate back to the restored site if desired.
● DRS resumes normal balancing across both sites.
● Storage replication resumes normal synchronous operation.

■ Cluster-wide checks
● HA admission control policies remain enforced.
● Logs show clean failover/failback events without anomalies.
● Monitoring/alerting systems captured the event correctly.

Best practices
■ Validate storage array replication health before and after tests.
■ Test both fabrics independently to confirm multipathing resilience.
■ Document VM restart times and I/O behavior during failover/failback.

Pre-production testing for stretched clusters with external storage (FC connectivity)
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Appendix: HA priorities, dependencies, and boot-order best
practices summary

Use these best practices when testing stretched cluster failover/failback in VCF 9 (Fibre
Channel storage or vSAN).

1. HA restart priorities.

Set vSphere HA restart priorities so core management recovers first:

a. High priority:

■ vCenter

■ NSX Manager nodes

■ DNS/AD/NTP (if VM-based)

b. Medium priority:

■ SDDC Manager

■ Aria/vRealize components

c. Low priority:

■ Application and workload VMs

Goal: Ensure the management plane comes up cleanly before workloads.

2. VM dependency rules.

Use dependency rules where appropriate:

■ NSX Edge nodes → depend on NSX Managers

■ SDDC Manager → depends on vCenter + NSX

■ Application tiers → depend on DB VMs

References
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Prevents incorrect startup order and services coming up partially.

3. Boot order timing.

Introduce small delays to avoid storage or network race conditions:

■ vCenter: 60–120 sec delay to let storage paths stabilize

■ NSX Managers: slight stagger (20–30 sec each)

■ SDDC Manager: start only after vCenter and NSX are healthy

■ Edges: ensure NSX control plane is stable before SR/DR roles initialize

Goal: Clean recovery without APD/PDL events or NSX routing issues.

4. Storage timing.

External Fibre Channel storage:

■ Ensure array replication is in-sync before enabling DRS/migrations.

■ Verify that all FC paths are restored before management services restart.

Appendix: HA priorities, dependencies, and boot-order best practices summary
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