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Executive Summary

Elasticsearch has become a foundational platform for modern observability, security analytics, and enterprise search use
cases. Organizations today require not only high-performance search capabilities but also cost-efficient long-term data
retention, compliance enforcement, and operational resilience.

This reference architecture presents a production-ready, scalable, and secure deployment model that integrates
Elasticsearch with VSP One Object Storage to enable:

e Seamless data tiering across Hot, Warm, Cold, and Frozen layers

e Cost optimization through object storage-backed archival

¢ Regulatory compliance using immutability (WORM) and auditability

¢ Continuous performance validation using benchmark-driven approaches

This document is intended for customer-facing engagements, including solution design, proposal development, and
production planning.

Architecture Overview

Modern Elasticsearch deployments are no longer limited to simple indexing and search. They are expected to support
high-ingestion pipelines, real-time analytics, long-term retention, and regulatory compliance, while maintaining
predictable performance and cost efficiency.

This reference architecture addresses these requirements by combining:

A distributed Elasticsearch cluster for processing and querying data

A lifecycle-driven storage strategy using Hot, Warm, Cold, and Frozen tiers
Integration with VSP One Object Storage for cost-efficient archival and compliance
Supporting components such as Kibana, ingestion pipelines, and benchmarking tools

The architecture ensures that data is always stored in the most appropriate tier based on its lifecycle, allowing
organizations to balance performance, scalability, and cost without compromising on searchability.
Core Components

The architecture comprises several tightly integrated components, each serving a distinct role in ensuring scalability,
performance, and compliance.

Elasticsearch Distributed cluster of nodes Data processing and search
Cluster handling indexing and querying
data
Kibana Visualization and management Dashboards, ILM, SLM, and monitoring
interface for Elasticsearch
Ingestion Layer Logstash, Beats, or custom Data collection and forwarding
applications used for data
ingestion
VSP One Object S3-compatible object storage Snapshot storage and support for the
Storage platform frozen tier
ESRally Benchmarking and performance = Performance validation and
testing tool benchmarking

Table 1 Core Components
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High-Level Architecture
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Figure 1 High-Level Architecture

Logical Data Flow

Query

Kibana

VSP One Object

The architecture follows a lifecycle-driven data movement model, ensuring that data is consistently stored in the most

appropriate tier based on its age and access frequency.

SRS ISR

This data flow ensures a continuous balance between performance and cost efficiency.

Data is ingested through Logstash, Beats, or applications
Active data is indexed into the Hot tier to enable high-performance access

As data ages, Index Lifecycle Management (ILM) policies automatically transition data across tiers
Snapshots are created and stored in VSP One Object Storage to support durability and cost efficiency
Cold and frozen data remains accessible through searchable snapshots

Users access data through Kibana dashboards and APIs
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Figure 2 Logical Data Flow

Deployment Model

Two-Node Deployment (Controlled Environments)
A two-node deployment is typically suited for proof-of-concept, lab environments, or resource-constrained deployments.

In this model:

¢ One node is dedicated to handling Hot tier operations
e The second node enables access to Frozen tier access through object storage

Elasticsearch Cluster = 8 CPU, 32 GB RAM, 10 TB SSD/NVMe per node.
(2 Nodes) ]
Version: 9.2.0 Roles: Master, Data, and Ingest.

e Node 1-Hot Tier

e Node 2 -Frozen Tier

Requires an Elasticsearch license (Elastic Platinum or Enterprise license) to enable searchable
snapshots on data stored in VSP One Object Storage
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Index Lifecycle Management (ILM) policies to automate index rollover to the Frozen tier (VSP
One Object Storage)

Kibana 8 CPU, 32 GB RAM, 10 TB SSD
Version: 9.2.0 Provides dashboards for observability and analytics, and supports ILM policy creation and
cluster monitoring
VSP One Object Configures as an immutable snapshot repository
Storage Integrated with Elasticsearch using Snapshot Lifecycle Management (SLM) and ILM policies
Version: 3.2.0 VSP One Object - 8-nodes clusters (3 Master node, 5 Worker node)
e 32 CPU, 500 GB RAM, 2 TB NVMe SSD (Master node)
« 32 CPU, 500 GB RAM, 9.5 TB NVMe SSD (Worker node)
Storage Type SSD/NVMe

Table 2 Two-Node Deployment Configuration

Four-Node Deployment (Recommended Production Baseline)

To support production-grade workloads, a four-node architecture introduces full data tiering, enabling both high
performance and cost optimization.

Elasticsearch Cluster 8 CPU, 32 GB RAM, 10 TB SSD/NVMe per node

(2 Nodes) i

Version: 9.2.0 Roles: Master, Data, and Ingest.
¢ Node 1- Hot Tier: Handles active, high-ingest, and low-latency queries)
e Node 2 - Warm Tier: Handles less frequently accessed but still queried data)
¢ Node 3 - Cold Tier: Stores infrequently accessed data with reduced resource

usage)

+« Node 4 - Frozen Tier: Provides access to archived data though object storage)
Requires an Elasticsearch license (Elastic Platinum or Enterprise license) to enable searches
on data stored in VSP One Object Storage through searchable snapshots
ILM policies to automate index rollover and data movement across tiers, including transition to
the Frozen tier (VSP One Object)

Kibana 8 CPU, 32 GB RAM, 10 TB SSD

Version: 9.2.0 Provides dashboards for observability and analytics, and capabilities for ILM policy creation
and cluster monitoring.

VSP One Object Configured as an immutable snapshot repository

Storage

Integrated with Elasticsearch using SLM and ILM policies for seamless data lifecycle
Version: 3.2.0 management

¢ VSP One Object — 8-nodes clusters (3 Master node, 5 Worker node)
e 32 CPU, 500 GB RAM, 2 TB NVMe SSD (Master node)
e 32 CPU, 500 GB RAM, 9.5 TB NVMe SSD (Worker node)

Storage Type SSD/NVMe
Table 3 Four-Node Deployment Configuration
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Production-Grade Scaling Model

For enterprise-grade deployments, the architecture should evolve to support higher scalability, resilience, and
operational efficiency:

e A minimum of three master-eligible nodes should be deployed to ensure cluster stability and prevent split-brain
scenarios.

e Dedicated node roles should be implemented to optimize performance and workload isolation:
Data nodes: For storage and query execution
Ingest nodes: For preprocessing and enrichment of incoming data
Coordinating nodes: To handle query routing and aggregation
e A dedicated network path should be configured for snapshot traffic to avoid contention with production workloads

This ensures high availability, scalability, and operational isolation.

Data Tiering Strategy

Data tiering is the foundation of cost optimization in Elasticsearch, enabling efficient placement of data based on access
frequency and lifecycle stage.

NVMe/SSD Frequent High Very High

Warm SSD/HDD Moderate Medium High

Cold Object-backed/ Rare Low Medium
DD

Frozen VSP One Object Very rare Very Low On demand
Storage

Table 4 Four-Node Deployment Configuration
Key Insight
The Frozen tier leverages searchable snapshots, which provide the following advantages:

e Dataremains queryable without requiring a full restore operation
e Storage costs are significantly minimized through object storage utilization
. Long-term compliance retention becomes practical at scale

Storage and Data Lifecycle Management

Index Lifecycle Management

Index Lifecycle Management (ILM) enables automated data movement across tiers, ensuring efficient data lifecycle
handling.

Typical lifecycle:

Hot > Warm > Cold > Frozen > Delete
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This approach ensures:

e Active data remains highly performant and readily accessible
e Historical data is stored in a cost-efficient manner
e Retention policies are consistently and automatically enforced

Snapshot Lifecycle Management
Snapshots play a critical role in in supporting the following functions:
e Backup and recovery operations

e Regulatory compliance requirements
e Data migration and portability

Key characteristics:

e Incremental and deduplicated to optimize storage efficiency
e Storedin VSP One Object Storage for scalability and cost efficiency
¢ Immutable when WORM is enabled (Write Once, Read Many) is enabled, ensuring data integrity and compliance

Integration with VSP One Object Storage

Architectural Role
VSP One Object serves the following key roles within architecture:
e Snapshot repository: Acts as the snapshot repository for backup, recovery, and lifecycle management

e Frozen tier backend: Functions as the backend storage for the Frozen tier, enabling searchable snapshots
¢ Compliance storage layer: Serves as the compliance storage layer, supporting immutability and long-term retention

Key Capabilities
S3 Compatibility Provides native integration Elasticsearch through standard S3 APIs
Object Lock (WORM) Ensures data immutability for regulatory compliance and audit requirements
Cross-site Replication Enables disaster recovery and data availability across multiple locations
Scalability Delivers virtually unlimited, horizontally scalable storage capacity

Table 5 Data Tiering Strategy
Business Value
By integrating VSP One Object Storage, organizations gain the following benefits:

e Significant reduction in infrastructure and storage costs
e Feasible and cost-effective long-term data retention
e Preservation of searchability across all data tier, including archived data

Infrastructure Design Considerations

Storage Design
e Use SSD/NVMe for Hot and Warm tiers to ensure optimal performance
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e Use separate disks for the following to improve reliability and performance isolation:
Data
Logs
Operating system
e Avoid using root filesystem for data paths to prevent resource contention and reduce risk

Shard Strategy

Proper shard design is critical for efficient cluster operation and scalability:

e Avoid creating too many small shards, as this can degrade performance and increase overhead
o Optimize shard size to balance performance and resource utilization
e Use rollover policies to manage index size and shard distribution effectively

These practices directly impact:
¢ Query performance

e Cluster stability
e Storage efficiency

Performance and Benchmarking

Performance validation ensures that the system consistently meets defined business SLAs and operational
expectations.

ESRally-Based Benchmarking

ESRally enables the following capabilities:

e Simulation of realistic workloads to validate system behavior under production-like conditions
¢ Measurement of indexing and query performance across different data tiers and configurations

o e

Throughput Indexing speed
Latency (P50/P90/P100) Query responsiveness
Merge time Storage efficiency

Table 6 VSP One Object Storage Capabilities

Monitoring and Observability

Monitoring provides comprehensive operational visibility across all layers of the architecture, enabling proactive issue
detection and performance optimization.

Key Observability Areas

e Cluster health to ensure overall system stability and availability

¢ Index lifecycle transitions to track data movement across tiers

e Snapshot success/failure status to validate backup and recovery readiness

¢ Disk utilization and resource consumption (CPU, memory, and storage) to prevent bottlenecks and
capacity issues

Kibana dashboards provide a centralized and intuitive interface for real-time monitoring, analysis, and visualization of
cluster and workload metrics.
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Backup and Disaster Recovery

A robust disaster recovery (DR) strategy is essential for ensuring business continuity and minimizing data loss in
production environments.

Recommended Approach

e Frequent snapshots (30-60 minutes for critical data)
e Schedule daily backups
¢ Implement cross-site replication

Validation

e Conduct monthly restore testing to validate recoverability and ensure backup integrity
e Perform periodic audit validation to meet compliance requirements and verify data protection policies

Cost Optimization Strategy
Cost optimization is achieved through the following approaches:

e Tiered storage model
e Offloading cold data to object storage
¢ Using searchable snapshots instead of full data restores

This approach ensures:

¢ Reduced infrastructure footprint
e Predictable storage growth
o Efficient resource utilization

Key Design Recommendations

Adopt a security first design (TLS, RBAC)

Use a minimum of three master nodes in production
Implement ILM and SLM from outset

Use object storage for long-term retention

e Conduct benchmarking before production rollout

Conclusion
This reference architecture delivers a balanced approach to performance, cost, and compliance.
By combining Elasticsearch with VSP One Object Storage, organizations can:

e Scale efficiently

e Reduce storage costs

¢ Maintain full data searchability
e Meet regulatory requirements
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