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Reference Architecture Guide
Businesses requiring infrastructure resilience for critical applications are typically enabled
with a continuous availability solution either at the application level or infrastructure level. The
key business requirement is to safeguard application/workloads and provide proactive
disaster avoidance against complete site failures to ensure business continuity. It also
enables businesses to meet compliance and regulatory requirements for data protection and
disaster recovery. Another customer-sought benefit is workload mobility for enabling non-
disruptive planned maintenance, as workloads can be migrated without application downtime.
A solution like this needs to cater to workloads hosted in bare metal, virtual machines and/or
containerized based compute cluster processing. One example of application-level HA would
be Oracle RAC while Metro Storage Cluster (vMSC) would be recognized as an infrastructure
availability solution for vSphere hosted workloads.

As customers increasingly deploy Red Hat OpenShift Container Platform / OpenShift
Virtualization to host these workloads, a similar continuous availability solution was required.

Hitachi Vantara, in collaboration with Red Hat, has innovated and tested a modern high
availability (HA) architecture using a stretched OpenShift cluster in conjunction with Hitachi
VSP One Block. It combines our stretched storage solution leveraging both Global active-
device capabilities and Hitachi Storage CSI, also known as Hitachi Storage Plugin for
Containers (HSPC), and associated operators which enables automation of both standard
and stretched persistent volumes.

VSP One Block High End support summary
This reference architecture solution is also fully applicable to Hitachi Virtual Storage Platform
One Block High End (VSP One Block High End), extending the validated design to a broader
range of enterprise storage platforms. By leveraging VSP One Block High End with Hitachi
Stretched Persistent Volumes, customers can achieve continuous availability, data
consistency, and site-level resilience for Red Hat OpenShift workloads without application
changes.

The solution enables businesses to protect mission-critical containerized and virtualized
applications against host, storage, network, and site failures while maintaining operational
simplicity. With integrated automation through Hitachi Storage Plug-in for Containers (HSPC)
and global-active device capabilities, VSP One Block High End delivers zero data loss,
minimal downtime, and non-disruptive failover and failback.

This support allows organizations to standardize on a single reference architecture while
gaining flexibility to deploy across different Hitachi storage platforms, helping reduce
operational risk, improve business continuity, and accelerate adoption of resilient OpenShift
deployments.

Reference Architecture Guide
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The solution
This solution features a stretched OpenShift cluster spanning three sites, where the third site
can be a public cloud to enhance operational efficiency and cost reduction. The public cloud
hosts a control plane node on a lightweight VM and a global-active device cloud quorum,
which operates as a managed service.

In this configuration, each VM disk is a global-active device pair, automatically provisioned
and exposed to the OpenShift cluster as a stretched Persistent Volume (PV) and to the VM
pods with a stretched persistent volume claim (PVC) using the HSPC CSI plugin-enabled
StorageClass.
■ Host failures are managed by health check and remediation operators.
■ Network failures are managed by multipathd.
■ Storage system failures are mitigated by the inherent capabilities of Hitachi global-active

device.

In this paper, we present the reference architecture and assess the resiliency of a stretched
OpenShift cluster leveraging multi-site Hitachi storage and the HSPC CSI plugin. We provide
insights into its design, deployment, and operational characteristics.

The solution

Reference Architecture Guide
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Our evaluation demonstrates the following:
■ Zero downtime in the event of a storage system failure or a partial network failure,

provided at least one path to the global-active device pair remains active.
■ Minimal downtime (a few minutes) in cases of host failure, total network failure, or site

failure, as VMs need to restart on a new host.
■ We have included 4 sections in Appendix A: Deploying a stretched OpenShift cluster with

a master node in a public cloud VM (on page 31) that detail all the deployment steps that
were taken to enable customers to recreate the deployments in their environment.

Stretched PVs
Reference architecture for using Hitachi Stretched PVs

Stretched Persistent Volumes (PVs) dynamically provisioned by Hitachi CSI provide a volume
that is enabled with synchronous bi-directional replication (also referred to as active-active
storage) between storage systems across multiple sites within a single Kubernetes or Red
Hat OpenShift cluster spanning three sites.

Production OpenShift Clusters should have at least 3 control plane hosts according to best
practices. However, many enterprises migrating from vSphere Metro Storage Cluster (vMSC)
might have only two available sites. To accommodate these environments, we propose
moving a single control plane host to the public cloud on a lightweight VM along with the
global-active device quorum. This setup enables the use of stretched PV in a two-site
configuration. We used AWS as one example of a third site, but you can use any third site
location that can host the control plane and quorum, ideally separated/isolated from site 1
and site 2 dependencies such as power.

With the introduction of the slow profile for etcd, it is now possible to separate the control
plane in the cloud with up to 500ms of round trip time (RTT), making this architecture viable
even in scenarios where a public cloud region is long distance away from the on-premises
sites.

The following illustration shows the reference architecture for using Hitachi Stretched PVs
(physical system configuration).

Stretched PVs

Reference Architecture Guide
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Each storage system’s management port is connected to the LAN switch within its respective
site. These ports enable the HSPC CSI driver to manage storage systems by issuing REST
API commands.

Data transfer between the host and storage system occurs through dedicated data paths. As
a best practice, each host is equipped with two HBAs, with each HBA connecting to a
separate SAN switch, ensuring four redundant data paths per host—two local paths and two
cross-site paths. This setup enhances connectivity and failover resilience.

The following table lists redundant data paths for Worker Host-1.

Number Datapath Type

1. FC-1-- SAN Switch 1 -- 1A LocalPath

2. FC-2-- SAN Switch 2 -- 2A LocalPath

3. FC-1-- SAN Switch 1 -- SAN
Switch 3 -- 1A

CrossPath

4. FC-2-- SAN Switch 2 -- SAN
Switch 4 -- 2A

CrossPath

Stretched PVs
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Data replication between storage systems across sites occurs through remote copy paths.
Each site utilizes two ports per storage system for remote data transfer, with support for up to
eight redundant ports. As a best practice, ports should be distributed across both storage
controllers—typically, odd-numbered ports belong to the first controller, while even- numbered
ports belong to the second controller.

In environments where fiber connectivity between SAN switches across sites is unavailable,
stretched PV can still be deployed. However, this configuration introduces a drawback: If the
original host loses connectivity to the storage system or if the storage system itself fails, the
VM must fail over to another host. This failover process incurs brief downtime—typically in
the single-digit minute range—as the VM needs to be restarted on a new host.

Prerequisites for using Hitachi Stretched PVs

The following table lists the prerequisites for using Hitachi Stretched PVs.

Items Description

Cluster
requirements

A stretched OpenShift cluster deployed across two on-premises sites,
each with storage systems. The third control plane node can be deployed
in a public cloud VM. See Appendix A: Deploying a stretched OpenShift
cluster with a master node in a public cloud VM (on page 31)

v3.16 (or v3.15 tech preview) or later is installed.

Network
requirements

The csi-controller running on the control plane nodes must be able to
communicate with the storage systems using REST API commands. To
enable this, the management port of the storage systems and the NIC
port of the control plane nodes must be connected to the LAN switch in
their respective sites.

Worker nodes must maintain data paths to the storage systems, with
redundant paths recommended for resiliency. To achieve this, the FC
HBAs of the worker nodes and the FC ports of the storage systems must
be connected to the SAN switch in their respective sites.

For redundancy, it is recommended to use separate FC HBAs on worker
nodes, separate Fibre Channel ports on storage systems, and separate
SAN switches to eliminate single points of failure.

The storage systems in the first site must have remote copy paths to the
storage systems in the second site, with redundant paths recommended
for resiliency.

Stretched PVs
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Items Description

Both Fibre Channel networks and IP networks are supported for remote
copy paths:
■ Fibre Channel Network: The Fibre Channel ports of the storage

systems (preferably multiple for redundancy) should be connected to
the SAN switches in their respective sites.

■ IP Network (iSCSI Alternative): If inter-site Fibre Channel connections
are not available, IP networks can be used. In this case, the iSCSI
ports of the storage systems (preferably multiple for redundancy)
should be connected to the LAN switch in their respective sites.

Worker node
requirements

To enhance resilience against network failures, worker nodes must be
configured to use multipathing software such as multipathd. This
ensures automatic failover to an active data path in case of network
disruptions.

All the licenses required for using GAD must be installed.

Virtual storage: For each storage system, create one virtual storage
machine. The virtual storage machine must meet the following
requirements:
■ At the primary site and the secondary site, specify the same serial

number and model for the virtual storage machines. Note that a virtual
storage machine is also required at the primary site.

■ For the model of the virtual storage machines, specify any storage
system model supported by the stretched PV feature.

■ Use the virtual storage machines only for Storage Plug-in for
Containers. Do not use the virtual storage machines for other
purposes.

Storage
requirements
(the pink
highlighted
region in the
following
figure)

Users and user groups: Create a user group that has access permissions
only for the resource group of the created virtual storage machine. In
addition, create users to which only the created user group is assigned.
The user is typically the platform operator/admin account who manages
the storage infrastructure.

Pool: Create a pool from the pool volumes in the created virtual storage
machines.

LDEV: Assign the required number of unused LDEV IDs to the virtual
storage machines. For the assigned LDEVs, change the virtual LDEV ID
to unassigned (65534).

Hostgroups: For each port that you want to use, assign the required
number of unused host group IDs for the virtual storage machines. The
number of host group IDs must be at least the total number of hosts + 1.

Remote copy paths: Create remote paths. The same path group ID must
be used for both the primary site and the secondary site.

Stretched PVs
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Items Description

Quorum disks: Create quorum disks. The same quorum disk ID must be
used for both the primary site and the secondary site.

For detailed configuration steps, see Appendix B: Storage system
configuration using Hitachi Stretched PVs (on page 43).

The following illustration shows the storage system configuration for using Hitachi Stretched
PVs. The storage system configuration is highlighted in pink.

System setup and evaluation method
Objective

The objective of this validation is to evaluate the resiliency of a stretched OpenShift cluster
with Hitachi Stretched PV against the following failure scenarios:
■ Host failure
■ Partial network failure

System setup and evaluation method
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■ Storage failure
■ Site failure

System setup

Overall system setup

Ideally, the stretched OpenShift cluster would span two on-premises sites and one public
cloud site. However, because of infrastructure constraints, the validation is conducted within a
single Equinix data center, with a third master node deployed in the public cloud.

To simulate a two-site on-premises setup, the cluster is structured as follows:
■ Site-1: master-0, worker-0, and Hitachi VSP E1090 storage system.
■ Site-2: master-1, worker-1, and Hitachi VSP 5200 storage system.
■ Public Cloud: master-2, representing a separate failure domain.

For detailed deployment steps, see the following:
■ Cluster Deployment: Appendix A: Deploying a stretched OpenShift cluster with a master

node in a public cloud VM (on page 31)
■ Storage Configuration: Appendix B: Storage system configuration using Hitachi Stretched

PVs (on page 43)

The following illustration shows the reference architecture setup.

System setup
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Infrastructure components

The reference architecture consists of the following components:
■ 4 bare metal servers in an Equinix data center (2 master nodes, 2 worker nodes)
■ 1 AWS EC2 VM serving as the third master node
■ BIND DNS and chrony NTP servers, both deployed in an AWS EC2 VM
■ AWS network load balancer

Network connectivity
■ AWS resources (EC2 VMs, NLB) and Equinix resources (bare metal servers, storage

systems) are connected via AWS Direct Connect.
■ Each bare metal server has a 10G network connection and dual Fibre Channel HBAs for

storage connectivity.
■ Storage systems (VSP E1090 and VSP 5200) are connected to the 10G network and

Fibre Channel switches.
■ The global-active device cloud quorum is deployed in AWS from AWS Marketplace.

Workload and monitoring setup

The workloads in this validation depend on Hitachi Stretched PVs to ensure high availability
and resiliency. To enable stretched PVs, the following Kubernetes resources must be created.

Secret for Storage Credentials: The following secret stores the REST API endpoints and
credentials required to access the storage systems. We recommend using keyvaults to store
secrets.

apiVersion: v1
kind: Secret
metadata:
  name: stretched-pvc
  namespace: hspc
type: Opaque
stringData:
  primarySerial: "745008"
  primaryURL: "http://172.23.30.12"
  primaryUser: "sc_stretched_pvc_user"
  primaryPassword: "sc_stretched_pvc_password"
  secondarySerial: "40028"
  secondaryURL: "http://172.23.30.10"
  secondaryUser: "sc_stretched_pvc_user"
  secondaryPassword: "sc_stretched_pvc_password"

Storage Class for stretched PVs: The StorageClass defines which storage systems should be
used for synchronous replication of persistent volumes.

apiVersion: storage.k8s.io/v1
kind: StorageClass
metadata:

System setup
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  name: sc-stretched-pvc
provisioner: hspc.csi.hitachi.com
parameters:
  connectionType: fc
  replicationType: stretched
  quorumID: "0"
  primaryPoolID: "6"
  primaryPortID: "CL7-A"
  secondaryPoolID: "5"
  secondaryPortID: "CL7-A"
  csi.storage.k8s.io/node-publish-secret-name: "stretched-pvc"
  csi.storage.k8s.io/node-publish-secret-namespace: "hspc"
  csi.storage.k8s.io/provisioner-secret-name: "stretched-pvc"
  csi.storage.k8s.io/provisioner-secret-namespace: "hspc"
  csi.storage.k8s.io/controller-publish-secret-name: "stretched-pvc"
  csi.storage.k8s.io/controller-publish-secret-namespace: "hspc"
  csi.storage.k8s.io/node-stage-secret-name: "stretched-pvc"
  csi.storage.k8s.io/node-stage-secret-namespace: "hspc"

Sample Application (PostgreSQL VM)

The sample application is a PostgreSQL database deployed on a VM with a preferred
deployment in Site-1.
■ The OS disk of the VM is backed by Hitachi Stretched PVs, ensuring that Site-2 always

has an up-to-date copy of the OS.
■ The database disk is also backed by stretched PV, ensuring synchronous replication

between storage systems at both sites.

The sample application can be deployed using the following command (for the yaml file, see
Appendix C: Sample application (on page 50)):

$ oc apply -f k8s-manifest-files/postgres-app.yaml

Monitor Application

A Kubernetes deployment is configured to run in Site-2. It runs a Python script that:
■ Periodically reads and writes to the database.
■ Plots a real-time graph showing whether the database is LIVE or DEAD.
■ Enables real-time failover monitoring from a web browser.

The sample application can be deployed using the following command (for the yaml file, see
Appendix D: Monitor application (on page 52)):

$ oc apply -f k8s-manifest-files/monitor-app.yaml

System setup
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Enhancing resiliency
To minimize downtime and ensure high availability, additional mechanisms are implemented
to enhance resiliency against failures. These mechanisms focus on network failure, host
failure, and automated failover.

Enhancing resiliency to network failure

To mitigate the impact of partial network failures, each worker node is configured to support
multipathd, which enables automated failover between redundant storage data paths.

Configuring multipathd using MachineConfig
The following MachineConfig resource enables multipathd on all worker nodes.

apiVersion: machineconfiguration.openshift.io/v1
kind: MachineConfig
metadata:
  name: multipath-machineconfig-sample
  labels:
    machineconfiguration.openshift.io/role: worker
spec:
  config:
    ignition:
      version: 3.4.0
    storage:
      files:
      - contents:
          source: 'data:text/plain;charset=utf-8;base64,
ZGVmYXVsdHMgewogICAgdXNlcl9mcmllbmRseV9uYW1lcyB5ZXMKICAgIGZpbmRfbXVsdGlwYXRocyB5ZXMKfQ
oKYmxhY2tsaXN0IHsKCn0K'
        mode: 400
        path: /etc/multipath.conf

Decoded /etc/multipath.conf contents:

defaults {
   user_friendly_names yes 
   find_multipaths yes
}
blacklist {
}

By applying this configuration, worker nodes can automatically detect and switch to an
available path if a storage connection fails.

Enhancing resiliency
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Enhancing resiliency to host failure

To reduce downtime caused by host failure, the following automated remediation operators
are deployed:
■ Node Health Check Operator: Detects unhealthy worker nodes.
■ Self Node Remediation Operator: Automatically triggers failover and restarts workloads.

Note: Self Node Remediation Operator (SNR) was installed in this instance but
Red Hat also recommends using the Fence Agent Node Remediation Operator
(FANR) when possible.

Deploying Node Health Check Operator

apiVersion: remediation.medik8s.io/v1alpha1
kind: NodeHealthCheck
metadata:
  name: 'unhealthy-in-1s'
spec:
remediationTemplate:
  apiVersion: self-node-remediation.medik8s.io/v1alpha1
  kind: SelfNodeRemediationTemplate
  namespace: openshift-workload-availability
  name: out-of-service-taint
unhealthyConditions:
  - duration: 1s
    status: 'False'
    type: Ready
  - duration: 1s
    status: Unknown
    type: Ready
minHealthy: 1
selector:
  matchExpressions:
  - key: node-role.kubernetes.io/worker
    operator: Exists

Deploying Self Node Remediation Operator

apiVersion: self-node-remediation.medik8s.io/v1alpha1
kind: SelfNodeRemediationTemplate
metadata:
  name: out-of-service-taint
  namespace: openshift-workload-availability
spec:
  template:
    spec:
      remediationStrategy: OutOfServiceTaint

Enhancing resiliency to host failure
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These configurations ensure that if a worker node fails, it is automatically remediated or
removed from scheduling, allowing workloads to restart on a healthy node.

Regarding the Red Hat recommendation: both approaches (SNR and FANR) are effective
because each will delete the VolumeAttachment object from etcd, allowing the volume to be
reattached elsewhere. The key difference is how they fence failed nodes:
■ Self Node Remediation (SNR): relies on rebooting the node locally.
■ Fence Agent Remediation (FAR): uses external mechanisms such as IPMI, Redfish, or

other APIs to perform a node power-off action, ensuring complete and reliable fencing.

We chose to use SNR because our objective was to validate automatic failover behavior,
rather than to evaluate the robustness of the fencing mechanism itself. See the Red Hat
documentation for more information.

Evaluation method
To assess the resiliency of the stretched OpenShift cluster with Hitachi Stretched PV, four
failure scenarios are tested:
■ Host failure
■ Partial network failure
■ Storage failure
■ Site failure

Each failure is deliberately induced, and the system’s response is analyzed based on
downtime duration, failover behavior, and overall impact on the workload.

Failure scenarios and expected outcomes

Failure Type Failure Creation Method Expected Outcome

Host Failure Power off worker-0 Without remediation: Infinite downtime due
to failed failover.

With remediation: Minimal downtime
(minutes) because of automated failover.

Partial Network
Failure

Disable SAN switch port 30
connecting to VSP E1090

No downtime, redundancy ensures
continued operation.

Storage
Failure

Power off VSP E1090 No downtime, secondary storage system
takes over because of Hitachi global-active
device.

Site Failure Power off master-0,
worker-0, and VSP E1090

Minimal downtime (minutes) because of
automated failover to the surviving site.

Evaluation method
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Observing failover using the Monitor application

To track failover performance, a monitoring application runs a Python script that continuously
checks PostgreSQL database availability and logs the time of failure and recovery.
■ If the database goes down, the monitoring app logs "Database is DEAD."
■ When failover completes, it logs "Database is LIVE."
■ These logs are visualized in real-time using a web interface.

This approach provides real-time visibility into the cluster’s failover performance, validating
the effectiveness of resiliency mechanisms.

Results and observations
For each test case, a PostgreSQL database was deployed in a VM on worker-0. The OS disk
and data disk were both backed by Hitachi Stretched PV, ensuring synchronous replication
across sites.

The VM is initially deployed on worker-0.

The OS disk and the database disk are both backed by Hitachi Stretched PV.

Results and observations
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Resiliency to host failure
A non-graceful shutdown was induced on worker-0 by turning off its power using the
Baseboard Management Controller (BMC) console. The liveness of the database was
monitored in real time using the Monitor Application, and the Kubernetes watch API was
used to measure the sequence of events and elapsed time for failover.

Without remediation operator

Observations:
■ The database went offline after the node failure and never recovered, even after waiting

for 15 minutes.
■ Investigation of the VM pod status revealed that it was stuck in an indefinite "Terminating"

state.
■ The control plane was waiting for an acknowledgment from the Kubelet on worker-0,

which was unavailable because the node was down.

Sequence of events:

1. worker-0 was turned off using its BMC console.
2. The control plane missed heartbeats from the Kubelet, marking worker-0 as Not Ready

after 40 seconds.
3. Taint-based eviction was triggered 5 minutes later, instructing the Kubelet on worker- 0

to delete the VM pod.
4. Because the Kubelet was down, the control plane kept waiting indefinitely, preventing

the VM from failing over to another node.

The following illustration shows the sequence of events after host failure (without remediation
operator).

The following shows an OpenShift events log for host failure (without remediation operator).

Resiliency to host failure
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With remediation operator

With Node Health Check Operator and Self Node Remediation Operator installed, the failover
mechanism successfully recovered the database.

Observations:
■ The database initially went offline after the node failure but came back online in ~3

minutes.
■ The VM was rescheduled to worker-1 and restarted automatically.
■ The remediation process successfully handled pod and volume detachment/reattachment,

allowing seamless failover.

Sequence of events:

1. worker-0 was turned off using its BMC console.
2. The control plane missed heartbeats from the Kubelet, marking worker-0 as Not Ready

after 40 seconds.
3. Node Health Check Operator detected the failure and triggered remediation 1 second

later (configurable).
4. Self Node Remediation Operator applied the Out-of-Service taint, forcing the deletion of:

■ The VM pod.

■ The Volume Attachments for the PVCs.

■ The stale node entry.

5. The volume detachment process along with the other resource deletion took ~90
seconds.

6. Once detachment and resource deletion were completed, the control plane rescheduled
the VM on worker-1.

7. The VM started on worker-1 in ~30 seconds, depending on HSPC attachment speed.

The following illustration shows the sequence of events after host failure (with remediation
operator).

Resiliency to host failure
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The following is an OpenShift events log for host failure (with remediation operator).

Failback process

1. After worker-0 has recovered and rejoined the cluster, the VM can be migrated back
from worker-1 to worker-0. The failback process can be performed in the following ways.

2. To ensure that the VM automatically migrates back to worker-0 when it becomes
available, update the VM manifest to include node affinity rules.

affinity: nodeAffinity:
preferredDuringSchedulingIgnoredDuringExecution:
- weight: 100 preference:
matchExpressions:
- key: kubernetes.io/hostname
operator: In
values:
- worker-0

Tip: preferredDuringSchedulingIgnoredDuringExecution: This
section defines preferred node affinity rules. These rules are considered by
the scheduler when placing the pod, but they are not strictly enforced. If the
preferred nodes are not available, the pod can still be scheduled on other
nodes.

3. Apply the updated VM configuration.

$ oc apply -f postgres-vm.yaml

Resiliency to host failure
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4. Delete the VM instance.

$ oc delete vmi postgres-vm

Summary of host failure resiliency

Scenario Failure Behavior Outcome

Without Remediation
Operator

VM pod stuck in "Terminating" state
indefinitely

Database never
recovers

With Remediation
Operator

VM successfully failed over to worker-

1 in approximately 3 minutes

Minimal downtime,
database recovers

Key takeaways:
■ Automated remediation significantly reduces downtime (from infinite to ~3 minutes).
■ Failover speed depends on storage volume detachment/attachment times.
■ Without remediation, OpenShift does not automatically recover from host failure.

Resiliency to storage network failure
At the start of the test, the VM is running on worker-0 (site1)with a 10 GiB OS disk (dm-0) and
a 1GiB data disk (dm-1 for PostgreSQL). Both disks are backed by Hitachi Stretched PV,
ensuring redundancy across two storage systems.

The local data paths (to VSP E1090) and the cross-data paths (to VSP 5200) are all active,
ready, and running.
■ OS Disk (dm-0):

● sdb and sdc → Local paths to VSP E1090

(FC-1, FC-2)
● sdd and sde → Cross paths to VSP 5200

(FC-1, FC-2)
■ Data Disk (dm-1):

● sdf and sdg → Local paths to VSP E1090

(FC-1, FC-2)
● sdh and sdi → Cross paths to VSP 5200

(FC-1, FC-2)

Initially, all four data paths are active, ready, and running.

Resiliency to storage network failure
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Partial storage network failure

To simulate a partial network failure, we disable port 30 of the SAN switch, effectively
disconnecting VSP E1090 (site1) from the cluster. As a result, worker-0 (site1)loses local
paths to VSP E1090. Multipathd must detect this failure and fail over to use the cross paths
(to VSP 5200 in site 2) without causing downtime.

Observations
■ OS Disk (dm-0):

● sdb and sdc (local paths) are now failed and faulty.
● sdd and sde (cross paths) remain active.

■ Data Disk (dm-1):
● sdf and sdg (local paths) are now failed and faulty.
● sdh and sdi (cross paths) remain active.

Despite the loss of local paths, the database continues running on worker-0 smoothly, as
confirmed by the Monitor App.

After disconnecting VSP E1090, the database remains online because of automatic path
failover.

Resiliency to storage network failure
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Restoring connectivity

We re-enable port 30 on the SAN switch and observe the following:
■ Local data paths (sdb, sdc, sdf, sdg) are automatically restored. VM remains on worker-0

without requiring a failover.
■ No downtime occurs during the restoration process.

After reconnecting VSP E1090, local data paths are restored without downtime.

Resiliency to storage network failure
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Summary of network failure resiliency

Scenario Failure Behavior Outcome

SAN switch port
disabled

Local paths to VSPE 1090 failed,
cross paths to VSP 5200 used

No downtime, automatic
path failover

SAN switch port
enabled

Local paths restored, VM remains on
worker-0

No downtime, paths
restored automatically

Key takeaways:
■ Multipathd ensures seamless failover when paths fail.
■ Hitachi Stretched PV provides redundancy across storage systems.
■ Database continues running without downtime during path loss and restoration.

Resiliency to storage outage

Storage outage

To test storage resiliency, we turned off both power supplies to VSP E1090, as illustrated in
the following figure. As a result, VSP E1090 became unavailable, confirmed by failed ping
responses to both of its controllers, and the local paths to VSP E1090 failed, affecting the
PVOLs of both the OS and data disks.

However, despite the storage outage , the database remained online and continued running
on worker-0. This was because Hitachi global-active device managed the storage failover by
continuing to present the volume from site 2 storage without any disruption, ensuring no
downtime or VM failover.

Resiliency to storage outage

Reference Architecture Guide
Deploy Red Hat OpenShift Stretched Clusters with VSP One Block 26



Storage failover mechanism

Upon detecting a failure:
■ The SVOL in VSP 5200 (in site2) switched to Local I/O mode, allowing worker-0 (in site1)

to continue accessing data seamlessly from the cross-path.
■ The PVOL in VSP E1090 (site1) switched to Block I/O mode, confirming the storage

failover.

Upon failure, PVOLs enter Block I/O mode, while SVOLs enter Local I/O mode, enabling
seamless failover. This behavior is illustrated in the following figure.

Resiliency to storage outage

Reference Architecture Guide
Deploy Red Hat OpenShift Stretched Clusters with VSP One Block 27



Storage failback process

The failback process for storage recovery is non-disruptive and follows the standard global-
active device pair resynchronization process. Because the VM remains running on worker-0
(site 1), no VM migration or failback is necessary. VSP E1090 can be brought back online
and resynchronized with VSP 5200 without affecting the database.

Summary of storage outage resiliency

Scenario Failure Behavior Outcome

VSP E1090
powered off

Storage paths to VSP E1090 (site 1)
became unavailable.

No downtime, no VM
failover

Storage failover VSP 5200 (site2) SVOL switched to
Local I/O mode.

Database remains online

Storage failback VSP E1090 can be resynchronized
without impact post outage.

Non-disruptive.recovery

Key takeaways:
■ Storage failover via Hitachi global-active device ensures uninterrupted operation.
■ No downtime or VM failover occurs when a single storage system fails.
■ Failback is non-disruptive and can be performed seamlessly.

Resiliency to site failure

Simulating site failure

To evaluate the cluster's resilience to site failure, we turned off the power to master-0,
worker-0, and VSP E1090 in Site-1 simultaneously. As a result:
■ Master-0 and worker-0 went down, and the control plane labeled them as Not Ready.
■ VSP E1090 became unreachable, confirmed by failed ping requests to both of its

controllers.

Despite losing Site-1, the cluster remained operational because the majority of control plane
nodes were still running in Site-2 and another in AWS EC2. However, the PostgreSQL
workload went offline temporarily.

The failover process took approximately 14 minutes, after which the following occurred:
■ The VM was rescheduled to worker-1 in Site-2.

I/O operations switched to VSP 5200, as paths to VSP E1090 were no longer available.

Upon site failure, the cluster remains operational, the VM fails over to Site-2, and I/O
operations continued on VSP 5200. This behavior is illustrated in the following figure.

Resiliency to site failure
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Site failover mechanism

When site failure occurs, the following sequence of events takes place:

1. The control plane detects that master-0 and worker-0 are down and marks them as Not
Ready.

2. Node Health Check Operator initiates remediation using the Self Node Remediation
template, applying an Out-of-Service taint.

3. The Out-of-Service taint forces the control plane to clean up resources associated with
Site-1, including volume attachments.

4. The VM is rescheduled on worker-1 in Site-2, and new volume attachments are created.
5. The only available paths are to VSP 5200, so all I/O operations shift to Site-2.
6. Storage failover occurs when:

■ The SVOL in VSP 5200 switches to Local I/O mode, allowing worker-1 to access
data seamlessly.

■ The PVOL in VSP E1090 switches to Block I/O mode, confirming the failover.

Site failback process

After Site-1 is restored, the failback process can be initiated. The site failback consists of two
phases:
■ Storage failback

● The storage resynchronization process follows the standard Hitachi global-active
device resync mechanism.

● Data replication resumes between VSP 5200 and VSP E1090, restoring the original
storage setup.

■ Host failback
● The VM is migrated back to worker-0 in Site-1.
● This process follows the failback procedure.

Resiliency to site failure
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Summary of site failure resiliency

Scenario Failure Behavior Outcome

Site-1 powered
off

master-0, worker-0, and VSP E1090
go down

Cluster remains operational, VM
goes offline temporarily

Site failover VM rescheduled to worker-1, I/O
switches to VSP 5200

Failover completes in
approximately14 minutes, storage
switches to Site-2

Site failback Storage resynchronized, VM
migrated back to worker-0

Original setup is restored without
downtime

Key takeaways:
■ Cluster remains operational even after a full site failure.
■ Workloads experience minimal downtime (~14 minutes) before failover completes.
■ Storage and VM failback restore the original configuration seamlessly.

Summary and future research
Summary

This paper presented a validated reference architecture and evaluated the resiliency of a
stretched OpenShift cluster leveraging Hitachi storage and the latest Hitachi CSI plugin
(HSPC), providing insights into its design, deployment, and operational characteristics. The
series of validation tests demonstrated zero downtime during disruptive events such as site/
storage failures or partial network failures, as long as at least one path to the global-active
device pair that backs the stretched PV remains active. In contrast, host failures, total
network failures, and site failures result in minimal downtime—typically a few minutes—
because VMs on a new host must be restarted.

We have included 4 sections in Appendix A: Deploying a stretched OpenShift cluster with a
master node in a public cloud VM (on page 31) that detail all the deployment steps that were
taken to allow customers to recreate the deployments in their environment.

Summary and future research
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Future research

While this validation demonstrates the resiliency of a stretched OpenShift cluster with Hitachi
Stretched PV, several areas require further research and improvements to enhance
automation, scalability, and multi- tenancy support.
■ Currently, the detection and failover process when all data paths fail is manual, leading to

increased downtime. Future work will focus on automating this failover process by
integrating path monitoring mechanisms with automated recovery strategies.

■ A scale test is necessary to evaluate how the system handles the failover of hundreds of
VMs from one site to another. Special attention will be given to the performance of HSPC
during mass attach/detach operations, ensuring that storage reconnections occur
efficiently under high load conditions.

■ Review and provide a blueprint for multi-tenancy and business continuity combining the
collective capabilities for multi-tenancy that both OpenShift and VSP One Block Storage
can provide.

By addressing these challenges, we aim to further enhance the availability, scalability, and
multi-tenancy capabilities of stretched OpenShift clusters with Hitachi Stretched PV.

Appendix A: Deploying a stretched OpenShift cluster with a
master node in a public cloud VM

A stretched OpenShift cluster typically spans three sites. However, many enterprises
migrating from vSphere Metro Storage Cluster (MSC) might only have two available sites. To
accommodate such scenarios, we propose relocating one control plane node to the public
cloud on a lightweight VM.

Objective
We will deploy an OpenShift cluster spanning an Equinix data center and AWS.
■ The Equinix data center hosts four bare metal servers.
■ AWS hosts one EC2 VM.
■ Control Plane: Two bare metal servers from Equinix and one AWS EC2 VM.
■ Data Plane: The remaining two bare metal servers in Equinix.

The following illustration shows a stretched OpenShift cluster with a master node in an AWS
EC2 VM.
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Even though this guide demonstrates deployment in a single on-premises data center, the
same methodology applies if there are two on-premises data centers instead of one.

Challenges
Deploying a hybrid bare metal + cloud VM cluster presents several challenges:
■ The on-premises sites use bare metal servers, while the public cloud uses a VM, requiring

different methods for generating ISO files for bare metal installation and VM provisioning.
■ The on-premises and cloud subnets differ, preventing the machine network from being

expressed within a single subnet.
■ Essential infrastructure components such as load balancers, DNS servers, and NTP

servers must be manually configured in advance.

Prerequisites
Before proceeding, ensure the following requirements are met:
■ All bare metal servers and the VM in the public cloud must be IP reachable.
■ The maximum latency between the on-premises bare metal servers and the VM in the

public cloud must be less than 500 ms.

Challenges
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Decide on a base domain name and cluster name

Before beginning the deployment, determine the base domain name and cluster name. In this
guide, we use the following:
■ Base domain: halipsl.com
■ Cluster name: gad-ocp

This results in the following:
■ API server domain name: api.gad-ocp.halipsl.com
■ Applications domain name: *.apps.gad-ocp.halipsl.com

The API server and applications are exposed using a load balancer (see Set up a load
balancer (on page 34)), and the DNS records are created in the DNS server (see Set up the
DNS server (on page 34)).

Note the MAC address and IP address of nodes

The MAC address, IP address, and domain name for each master and worker node must be
recorded. The DNS records for these nodes should be created in the DNS server (see Set up
the DNS server (on page 34)).

MAC address IP address Domain name

master-0 84:16:0c:05:64:f0 x1.x2.x3.219 master0.gad-ocp.halipsl.com

master-1 84:16:0c:05:83:f2 x1.x2.x3.220 master1.gad-ocp.halipsl.com

master-2* 02:79:6e:82:26:a3 y1.y2.y3.101 master2.gad-ocp.halipsl.com

worker-0 84:16:0c:05:76:3c x1.x2.x3.221 worker0.gad-ocp.halipsl.com

worker-1 84:16:0c:05:71:98 x1.x2.x3.222 worker0.gad-ocp.halipsl.com

Note: For AWS, create an EC2 Network Interface with IP y1.y2.y3.101 and note
its MAC address, as it will be required in agent-config.yaml when creating the ISO
file.

Deployment procedure
Complete the following procedures to deploy a hybrid bare metal + cloud VM cluster:
■ Set up a load balancer (on page 34)
■ Set up the DNS server (on page 34)
■ Set up an NTP server (on page 37)
■ Create an ISO file for booting bare metal servers (on page 38)
■ Create an AMI for booting AWS EC2 VMs (on page 42)

Deployment procedure
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Set up a load balancer

If you already have a load balancer, configure it to listen at the specified ports and direct
traffic according to the following table:

k8s component Listen Protocol: Port Targets

Api Server TCP: 6443 ■ x1.x2.x3.219: 6443 (master-0)
■ x1.x2.x3.220: 6443 (master-1)
■ y1.y2.y3.101: 6443 (master-2)

Ingress Router (insecure) TCP: 80 ■ x1.x2.x3.221: 80 (worker-0)
■ x1.x2.x3.222: 80 (worker-1)

Ingress Router (secure) TCP: 443 ■ x1.x2.x3.221: 443 (worker-0)
■ x1.x2.x3.222: 443 (worker-1)

Machine Config Server TCP: 22623 ■ x1.x2.x3.219: 6443 (master-0)
■ x1.x2.x3.220: 6443 (master-1)
■ y1.y2.y3.101: 6443 (master-2)

If you do not have a load balancer, you can create one using the following steps.

Procedure

1. Deploy an AWS NLB (Network Load Balancer) in a private subnet with IP address
y1.y2.y3.100.

2. Register the listeners and their corresponding targets according to the table above.
3. Confirm accessibility:

■ The API server should be reachable at y1.y2.y3.100:6443.

■ Applications should be accessible at y1.y2.y3.100:80 and y1.y2.y3.100:443.

Set up the DNS server

Before you begin

You will need a running EC2 instance with SSH access. A t2.large instance with IP address
y1.y2.y3.102 is used in this example.

If you already have a DNS server, configure it with the necessary DNS records:
■ Create DNS records for the OpenShift cluster.
■ Create reverse DNS records.

If you do not have a DNS server, set one up on an EC2 VM following this procedure.

Set up a load balancer
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Procedure

1. Install BIND.

$ sudo dnf install bind

2. Edit /etc/named.conf:

■ To make it listen at 00/23

■ To allow queries from y1.y2.y3.0/23 and x1.x2.x3.0/23

options {
listen-on port 53 { 127.0.0.1; y1.y2.y3.0/23; };
allow-query { localhost; y1.y2.y3.0/23; x1.x2.x3.0/23; };
};

■ Add a zone for DNS records of the OpenShift cluster

zone "halipsl.com" IN { type master;
file "/var/named/halipsl.com.zone";
};

■ Add a zone for reverse DNS records of the OpenShift cluster (for on-prem subnet).

zone "31.23.172.in-addr.arpa" IN { type master; file "/var/named/
172.23.31.rev";
};

■ Add a zone for reverse DNS records of the OpenShift cluster (for the AWS subnet).

zone "25.77.10.in-addr.arpa" IN { type master; file "/var/named/10.77.25.rev";
};

3. Create DNS records for the OpenShift cluster. You might have to change the records to
match your cluster name, base domain name, and IP addresses of your DNS server,
api- server, master and worker nodes.

Set up the DNS server
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4. Create reverse DNS records for the OpenShift cluster (on-prem subnet). You might have
to change the records to match your cluster name, base domain name, and IP
addresses of your DNS server, api-server, master and worker nodes.

5. Create reverse DNS records for the OpenShift cluster (AWS subnet). You might have to
change the records to match your cluster name, base domain name, and IP addresses
of your DNS server, api-server, master and worker nodes.

Set up the DNS server
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6. Change the ownership and permission of the files.

$ cd /var/named
$ sudo chown root:named halipsl.com.zone 172.23.31.rev 10.77.25.rev
$ sudo chmod 640 halipsl.com.zone 172.23.31.rev 10.77.25.rev

7. Restart and check status.

$ systemctl restart named
$ systemctl status named

8. Check the DNS lookup and reverse DNS lookup.

$ dig @y1.y2.y3.102 api.gad-ocp.halipsl.com
$ dig @y1.y2.y3.102 -x y1.y2.y3.100

Set up an NTP server

Before you begin

A running EC2 instance with SSH access. We used the same VM that was used for setting
up the DNS server.

If you already have an NTP server, configure it to allow network access from:
■ On-premises: x1.x2.x3.0/23
■ AWS: y1.y2.y3.0/23

If you do not have an NTP server, install one on an EC2 VM. You can use the same VM as
the DNS server.

Procedure

1. Edit '/etc/chrony.conf' to allow network from on-premises (x1.x2.x3.0/23) and AWS
(y1.y2.y3.0/23).

allow y1.y2.y3.0/23 allow x1.x2.x3.0/23

Set up an NTP server
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2. Restart and check the status.

$ sudo systemctl restart chronyd
$ sudo systemctl status chronyd

Create an ISO file for booting bare metal servers

Before you begin

You will need the following:
■ A Red Hat account to access Red Hat Customer Portal and Red Hat Console.
■ A Linux system
■ MAC addresses (for AWS, pre-create a network interface to obtain the MAC address)

Follow this procedure to create an ISO file for booting bare metal servers.

You can generate the ISO file on any Linux system. The process requires nmstate, which is
not available on MacOS or Windows, making these platforms unsuitable for this task.

Procedure

1. Download the binaries for OpenShift Installer and OpenShift Clients from the Red Hat
Customer Portal. OpenShift v4.16.27 Installer and OpenShift v4.16.27 Clients were
used for this validation. Extract the binaries from the downloaded zipped files, and
include them in PATH or simply place them under /usr/local/bin so that they are readily
executable.

2. Install nmstate.

sudo dnf install /usr/bin/nmstatectl -y

3. Create a directory to create the ISO file, and cd into it.

mkdir ~/ocp-installation cd ~/ocp-installation

4. Note your pull secret from Red Hat Console. You will need to provide this in install-
config.yaml.

5. Create SSH keys. Note your public key. You will need to provide this in install-
config.yaml.

ssh-keygen -t rsa -b 2028 -C "email@domain.com"

6. Create install-config.yaml as shown. You will have to change the information on the
commented lines according to your set up.

apiVersion: v1
baseDomain: halipsl.com    # Domain name of the cluster compute:
- hyperthreading: Enabled name: worker
replicas: 2    # Number of worker nodes controlPlane:
hyperthreading: Enabled name: master
replicas: 3    # Number of master nodes metadata:
name: gad-ocp    # Name of the cluster networking:

Create an ISO file for booting bare metal servers
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clusterNetwork:
-    cidr: 10.128.0.0/14    # Network CIDR for the cluster network hostPrefix: 23
networkType: OVNKubernetes serviceNetwork:
-    172.30.0.0/16    # Network CIDR for the service network platform:
none: {} fips: false
pullSecret: 'YOUR PULL SECRET' # Pull secret for the cluster sshKey: 'YOUR 
PUBLIC KEY'    # SSH key for the cluster

7. Create agent-config.yaml. You will have to change the information on the commented
lines according to your setup.

Important: Pay attention to the root device name for AWS EC2 instances. It
will be the second block device because the first one is the boot device.
Depending on the instance, it can be /dev/sdb or /dev/xvdb or /dev/
nvme1n1.

Important: To get the MAC address of EC2, you need to create a Network
Interface with an IP address assigned to it and use it in the following setting.

apiVersion: v1beta1 kind: AgentConfig metadata:
name: gad-ocp    # Name of the cluster #rendezvousIP: x1.x2.x3.219    # If 
unset, the rendezvous IP is the first IP address of the first host
additionalNTPSources:
-    y1.y2.y3.102    # NTP server IP
hosts:
-    hostname: master-0 role: master interfaces:
-    name: eno1
macAddress: 84:16:0c:05:64:f0    # MAC address of the interface rootDeviceHints:
deviceName: /dev/sda    # Root device name networkConfig:
interfaces:
-    name: eno1 type: ethernet state: up
mac-address: 84:16:0c:05:64:f0    # MAC address of the interface ipv4:
enabled: true address:
-    ip: x1.x2.x3.219    # IP address of the interface prefix-length: 23    # 
Prefix length of the IP address
dhcp: false dns-resolver:
config: search:
-    halipsl.com    # Domain name
-    gad-ocp.halipsl.com    # Domain name server:
-    y1.y2.y3.102    # DNS server IP routes:
config:
-    destination: 0.0.0.0/0
next-hop-address: 172.23.30.1 # Gateway IP next-hop-interface: eno1
table-id: 254
-    hostname: master-1 role: master interfaces:
- name: eno1
macAddress: 84:16:0c:05:83:f2    # MAC address of the interface rootDeviceHints:
deviceName: /dev/sda    # Root device name networkConfig:
interfaces:
-    name: eno1 type: ethernet state: up
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mac-address: 84:16:0c:05:83:f2    # MAC address of the interface ipv4:
enabled: true address:
 
-    ip: x1.x2.x3.220    # IP address of the interface prefix-length: 23    # 
Prefix length of the IP
dhcp: false dns-resolver:
config: search:
-    halipsl.com    # Domain name
-    gad-ocp.halipsl.com    # Domain name server
-    y1.y2.y3.102    # DNS server IP routes:
config:
-    destination: 0.0.0.0/0
next-hop-address: 172.23.30.1    # Gateway IP next-hop-interface: eno1
table-id: 254
- hostname: master-2 role: master interfaces:
- name: eno1
macAddress: 02:b0:41:0e:c1:ef    # MAC address of the interface rootDeviceHints:
deviceName: /dev/nvme1n1    # Second block device for m5.2xlarge
networkConfig: interfaces:
-    name: eno1 type: ethernet state: up
mac-address: 02:b0:41:0e:c1:ef # MAC address of the interface ipv4:
enabled: true address:
- ip: y1.y2.y3.101    # IP address of the interface prefix-length: 23    # 
Prefix length of the IP address
dhcp: false dns-resolver:
config: search:
-    halipsl.com    # Domain name
-    gad-ocp.halipsl.com    # Domain name server:
-    y1.y2.y3.102    # DNS server IP routes:
config:
-    destination: 0.0.0.0/0
next-hop-address: 10.77.24.1    # Gateway IP next-hop-interface: eno1
table-id: 254
-    hostname: worker-0 role: worker interfaces:
- name: eno1
macAddress: 84:16:0c:05:76:3c    # MAC address of the interface rootDeviceHints:
deviceName: /dev/sda    # Root device name networkConfig:
 
interfaces:
-    name: eno1 type: ethernet state: up
mac-address: 84:16:0c:05:76:3c    # MAC address of the interface ipv4:
enabled: true address:
- ip: x1.x2.x3.221    # IP address of the interface prefix-length: 23    # 
Prefix length of the IP address
dhcp: false dns-resolver:
config: search:
-    halipsl.com    # Domain name
-    gad-ocp.halipsl.com    # Domain name server:
-    y1.y2.y3.102    # DNS server IP routes:
config:
-    destination: 0.0.0.0/0
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next-hop-address: 172.23.30.1    # Gateway IP next-hop-interface: eno1
table-id: 254

8. Create cluster manifests.

$ openshift-install agent create cluster-manifests --dir

Important: The installer creates the manifests with machine network
settings. Because we are installing using two different subnets, one in on-
premise and one in AWS, we must disable this setting.

9. To do disable cluster-manifests, uncomment cluster-manifests/agent-cluster-
install.yaml.

apiVersion: 
extensions.hive.openshift.io/v1beta1 
kind: AgentClusterInstall
metadata: 
  creationTimestamp: null 
  name: gad-ocp
spec:
  clusterDeploymentRef:
  name: gad-ocp 
  imageSetRef:
  name: openshift-4.17.9 
  networking:
  clusterNetwork:
  - cidr: 10.128.0.0/14
  hostPrefix: 23 
  #machineNetwork:
  #- cidr: 10.0.0.0/16
  networkType: OVNKubernetes 
  serviceNetwork:
  - 172.30.0.0/16
  userManagedNetworking: true 
  platformType: None 
  provisionRequirements:
  controlPlaneAgents: 3
  workerAgents: 2 
  sshPublicKey: <SSH PUBLIC KEY> 
  status:
 
debugInfo: eventsURL: "" 
logsURL: ""
progress: totalPercentage: 0

10. Create an ISO file.

$ openshift-install agent create image --dir

Create an ISO file for booting bare metal servers
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11. Using this ISO file boot all of the bare metal servers. To boot the AWS EC2 instance,
you will need to create an AMI as explained in Creating AMI for booting AWS EC2 VM.
After the EC2 instance is running, attach another EBS volume of size at least 120GB at
sdb. This volume will be used for the installation of the cluster as it was specified as root
device in agent-config.yaml.

Create an AMI for booting AWS EC2 VMs

Before you begin

You will need the following:
■ A running AWS EC2 instance with SSH access
■ The ISO file instance is copied into the VM at ~/agent.x86_64.iso.

Procedure

1. Create an AWS EBS volume of size 10GB, and attach it to the AWS EC2 instance. Note
the number of the device file. In this case it was sdc which means the third device.

2. After logging into the instance, confirm the device file. Depending on the instance type
the third device might be created as /dev/sdc, /dev/xvdc, or /dev/nvme3n1. In this
example /dev/xvdc was used.

lsblk -f

3. Create a GUID partition table.

sudo fdisk /dev/xvdc

Type g and then type w.

4. Using fdisk, create three different partitions that are 1M, 100M and the rest. The first
partition that is BIOS boot type, the second is EFI system type, and the third Linux
filesystem type.

5. Format the second partition with FAT16.

sudo mkfs.fat -F 16 /dev/xvdc2

6. Mount the ISO file at /mnt/iso as a loop device.

sudo mkdir -p /mnt/iso
sudo mount -o loop ~/agent.x86_64.iso /mnt/iso

7. Copy the content of the /mnt/iso/images/efiboot.img into the second partition
of /dev/xvdc.

sudo dd if=/mnt/iso/images/efiboot.img of=/dev/xvdc2 bs=4M status=progress

8. Copy the content of the ISO file into the third partition of /dev/xvdc.

sudo dd if=~/agent.x86_64.iso of=/dev/xvdc3 bs=4M status=progress
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9. Create a snapshot of the volume.
10. Create an AMI from the snapshot of the volume.

Appendix B: Storage system configuration using Hitachi
Stretched PVs

Follow the procedures in this section to configure storage systems using Hitachi Stretched
PVs.

Objective
We will configure a VSP E1090 and a VSP 5200 so that they can be used to create stretched
PVCs. Consider that the VSP E1090 is the primary storage system and the VSP 5200 is the
secondary storage system, and their REST API server is running at x1.x2.x3.12 and
x1.x2.x3.10, respectively. The user has defined a storage class called sc_stretched_pvc
in OpenShift.

The following illustration shows a storage system configuration for using Hitachi Stretched PV
(pink section).
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Configuration procedure
Complete the following procedures to configure storage systems in this solution:
■ Create a VSM (on page 44)
■ Create a user group and a user (on page 45)
■ Create a pool (on page 47)
■ Assign LDEVs to the VSM (on page 47)
■ Assign host group Ids (on page 48)
■ Create remote paths (on page 49)
■ Create quorum disks (on page 49)

Create a VSM

Create a VSM in each storage system with same serial number and model type. There are
multiple ways to configure VSP storage. In this validation, the REST API was used as an
example.

Procedure

1. Create a VSM.
The following REST API creates a VSM with serial number 712345, model type VSP
E1090 and resource group name sc_stretched_pvc in the primary storage system.

curl --location 'http://x1.x2.x3.12/ConfigurationManager/v1/objects/virtual- 
storages' \
--header 'Authorization: Session eb3eb78c30c04b8ca771fc7f187319ad' \ (1)
--header 'Content-Type: application/json' \
--data '{
      "virtualSerialNumber": "712345",                               (2)
      "virtualModel": "VSP E1090",                                   (3)
      "resourceGroupName": "sc_stretched_pvc"                        (4)
}'

The following REST API creates a VSM with serial number 712345, model type VSP
E1090 and resource group name sc_stretched_pvc in the secondary in the
secondary storage system.

curl --location 'http://x1.x2.x3.10/ConfigurationManager/v1/objects/virtual- 
storages' \
--header 'Authorization: Session 30734e69-65f4-49cd-b70e-198a7894e0e8' \ (1)
--header 'Content-Type: application/json' \
--data '{
      "virtualSerialNumber": "712345",                                   (2)
      "virtualModel": "VSP E1090",                                       (3)
      "resourceGroupName": "sc_stretched_pvc"                            (4)
}'
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Legend:

1. This is the session token obtained in advance. Replace it with the appropriate token
for each system.

2. This is the serial number for the VSM. It must be the same for VSMs created in both
the primary and secondary storage systems.

3. This specifies the model of the VSM. It must match between the primary and
secondary storage systems.

4. This specifies the name of the resource group associated with the VSM. While this
name can differ between the primary and secondary storage systems, it is
recommended to use the same name across both systems and name the resource
group after the storage class to simplify tracking.

Create a user group and a user

Create a user group that has access permissions only for the resource group of the created
VSM. In addition, create users to which only the created user group is assigned.

Procedure

1. Create a user group.
The following REST API creates a user group called sc_stretched_pvc in the
primary storage system and configures it to have access permissions only for the
resource group of the created VSM.

curl --location 'http://x1.x2.x3.12/ConfigurationManager/v1/objects/user-groups'
\
--header 'Authorization: Session eb3eb78c30c04b8ca771fc7f187319ad' \
--header 'Content-Type: application/json' \
--data '{
      "userGroupId": 
      "sc_stretched_pvc", 
      "roleNames": [
      "Storage Administrator (Provisioning)",
      "Storage Administrator (Remote Copy)", 
      "Storage Administrator (View Only)"
],
      "resourceGroupIds": [2], 
      "hasAllResourceGroup": false
},

The following REST API creates a user group called sc_stretched_pvcin the
secondary storage system and configures it to have access permissions only for the
resource group of the created VSM.

curl --location 'http://x1.x2.x3.10/ConfigurationManager/v1/objects/user-groups'
\
--header 'Authorization: Session 30734e69-65f4-49cd-b70e-198a7894e0e8'
\                                #1

Create a user group and a user
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(1)        
--header 'Content-Type: application/json'    \    
--data '{        
      "userGroupId": "sc_stretched_pvc",        #2
(2)        
      "roleNames": [                    #3
(3)        
      "Storage Administrator (Provisioning)",        
      "Storage Administrator (Remote Copy)",        
      "Storage Administrator (View Only)"        
],        
      "resourceGroupIds": [1],               #4
(4)        
      "hasAllResourceGroup": false             #5
(5)        
}'        

Legend:

1. This is the session token obtained in advance. Replace it with the appropriate token
for each system.

2. This is the name of the user group. While this name can differ between the primary
and secondary storage systems, use the same name across both systems and name
the user group after the storage class to simplify tracking.

3. This is a list of roles that are required for stretched PV. This example uses the
minimum set of roles.

4. This is the Id of the resource group that was created for the VSM. This can be fetched
using the REST API to get the details of the VSM.

5. This limits the access to all the resource groups. This must always be false.

2. Create a user.
The following REST API creates a user called sc_stretched_pvc_user with a
password in the primary storage system, and assigns the user group
sc_stretched_pvc which was created previously.

curl --location 'http://x1.x2.x3.12/ConfigurationManager/v1/objects/users' \
--header 'Authorization: Session eb3eb78c30c04b8ca771fc7f187319ad' \     #1
--header 'Content-Type: application/json' \
--data '{
      "userId": "sc_stretched_pvc_user",                       #2
      "authentication": "local",                             #3
      "userPassword":" averycrypticpasswordFor$ure7",               #4
      "userGroupNames": [                                 #5
      "sc_stretched_pvc"
]
}'
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The following REST API creates a user called sc_stretched_pvc_user with a
password in the secondary storage system, and assigns the user group
sc_stretched_pvc which was created previously.

curl --location 'http://x1.x2.x3.10/ConfigurationManager/v1/objects/users' \
--header 'Authorization: Session 30734e69-65f4-49cd-b70e- 198a7894e0e8' \    #1
--header 'Content-Type: application/json' \
--data '{
      "userId": "sc_stretched_pvc_user",                        #2
      "authentication": "local",                              #3
      "userPassword":" averycrypticpasswordFor$ure7",                #4
      "userGroupNames": [                                  #5
      "sc_stretched_pvc"
]
}'

Legend:

1. This is the session token obtained in advance. Replace it with the appropriate token
for each system.

2. This is the name of the user. While this name can differ between the primary and
secondary storage systems, use the same name across both systems and prefix the
user after the storage class to simplify tracking.

3. This is the authentication type. local means that the authentication is done by storage
system itself.

4. This is the password of the user.

5. This is a list of user groups that should be assigned to this user. It must be ensured
that only one user group is assigned, and this user group is the one that was created
previously.

Create a pool

Create a pool from the pool volumes in the created virtual storage machines.

Note the following:
■ Decide the size of the pool depending on your usage of the stretched PV.
■ Ensure that the capacity of the pool in the secondary storage system is at least the same

size as the pool in the primary storage system.
■ If the storage system already has unallocated pool volumes, you can use them to create a

pool or you can create new pool volumes for the pool depending on your operation policy.

Assign LDEVs to the VSM

Assign the necessary number of unused LDEV IDs to the virtual storage machines. For the
assigned LDEVs, change the virtual LDEV ID to unassigned (65534).

Create a pool
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We confirmed that LDEV IDs from 43520 to 43529 are unused. Depending on your needs,
you might have to assign more unused LDEV IDs to the VSM. The following REST APIs
illustrates the operation for 43520. You will have to repeat this for other IDs as well.

Assign host group Ids

For each port that you want to use, assign the required number of unused host group Ids for
the virtual storage machines. The number of host group Ids must be at least the total number
of hosts + 1.

Procedure

1. The following REST API assigns the host group to the resource group of the VSP
created in the primary storage system.

curl --location 'http://x1.x2.x3.12/ConfigurationManager/v1/objects/resource- 
groups/2/actions/add-resource/invoke' \   #1
--header 'Authorization: Session fbcbbf8287a746a9b416512f1c337774' 
\                                                             #2
--header 'Content-Type: application/json' \
--data '{
      "parameters": {
      "hostGroupIds": 
[                                                                                
                          #3
      "CL7-A,4",
      "CL7-A,5",
      "CL7-A,6"
]
}
}'

2. The following REST API assigns the host group to the resource group of the VSP
created in the secondary storage system.

curl 
--location 'https://x1.x2.x3.10/ConfigurationManager/v1/objects/resourcegroups/ 
1/actions/add-resource/invoke' \  #1
--header 'Authorization: Session 28436f22-d4c5-4d81-945a- 3cc404b0e85b' 
\                                         #2
--header 'Content-Type: application/json' \
--data '{
      "parameters": {
      "hostGroupIds": 
[                                                                                
           #3
      "CL7-A,4",
      "CL7-A,5",
      "CL7-A,6"
]

Assign host group Ids
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}
}'

Legend:

1. The resource group of the VSM is specified in the path.

2. This is the session token obtained in advance. Replace it with the correct token for
each system.

3. A list of host groups. This should be one more than the number of hosts.

Create remote paths

Create remote paths. The same path group ID must be used for both the primary site and the
secondary site. We used the iSCSI ports 1B and 1C of VSP E1090 and VSP 5200
respectively to create a remote copy path group using Storage Navigator.

Create quorum disks

Create quorum disks. The same quorum disk ID must be used for both the primary site and
thesecondary site. A quorum disk can easily be created using a managed service called GAD
Cloud Quorum from AWS marketplace. See Global-ActiveDevice Quorum on AWS Cloud for
more information.

Create remote paths
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Appendix C: Sample application
File Name: postgres-app.yaml

apiVersion: kubevirt.io/v1
kind: VirtualMachine
metadata:
  name: postgres-vm
  labels:
    app: postgres-vm
spec:
  dataVolumeTemplates:
    - metadata:
        name: postgres-vm
      spec:
        preallocation: false
        source:
          registry:
            url: 'docker://quay.io/containerdisks/centos-stream:9'
        storage:
          resources:
            requests:
              storage: 10Gi
          storageClassName: sc-stretched-pvc
          accessModes:
            - ReadWriteOnce
    - metadata:
        name: postgres-disk
      spec:
        source:
          blank: {}
        storage:
          resources:
            requests:
              storage: 1Gi
          storageClassName: sc-stretched-pvc
          accessModes:
            - ReadWriteOnce
  running: true
  template:
    metadata:
      labels:
        kubevirt.io/domain: postgres-vm
        network.kubevirt.io/headlessService: headless
    spec:
      architecture: amd64
      domain:
        cpu:
          cores: 1
          sockets: 4
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          threads: 1
        devices:
          disks:
            - bootOrder: 1
              disk:
                bus: virtio
              name: rootdisk
            - bootOrder: 2
              disk:
                bus: virtio
              name: cloudinitdisk
            - disk:
                bus: virtio
              name: postgresdisk
          interfaces:
            - macAddress: '02:5b:cd:00:00:17'
              masquerade: {}
              model: virtio
              name: default
          logSerialConsole: false
          rng: {}
        memory:
          guest: 16Gi
        resources: {}
      networks:
        - name: default
          pod: {}
      terminationGracePeriodSeconds: 180
      volumes:
        - dataVolume:
            name: postgres-vm
          name: rootdisk
        - name: cloudinitdisk
          cloudInitNoCloud:
            userData: |
              #cloud-config
              user: centos
              password: pass
              chpasswd: { expire: False }
              runcmd:
                - sudo dnf install -y postgresql-server
                - sudo mkfs.ext4 /dev/vdc
                - sudo mkdir -p /mnt/postgresql_data
                - sudo mount /dev/vdc /mnt/postgresql_data
                - echo '/dev/vdc /mnt/postgresql_data ext4 defaults 0 0' | sudo tee -
a /etc/fstab > /dev/null
                - id postgres || sudo useradd -r -g postgres -d /var/lib/pgsql -
s /bin/bash postgres
                - sudo mkdir -p /mnt/postgresql_data/data
                - sudo chown -R postgres:postgres /mnt/postgresql_data
                - sudo chmod -R 700 /mnt/postgresql_data                
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                - sudo semanage fcontext -a -t postgresql_db_t "/mnt/
postgresql_data(/.*)?"
                - sudo restorecon -Rv /mnt/postgresql_data
                - sudo touch /.autorelabel
                - sudo sed -i 's|^Environment=PGDATA=.*|Environment=PGDATA=/mnt/
postgresql_data/data|' /usr/lib/systemd/system/postgresql.service
                - sudo systemctl daemon-reload
                - sudo -u postgres initdb -D /mnt/postgresql_data/data
                - sudo sed -i "s/^#listen_addresses.*/listen_addresses = '*'/" /mnt/
postgresql_data/data/postgresql.conf
                - sudo sed -i "s/^listen_addresses.*/listen_addresses = '*'/" /mnt/
postgresql_data/data/postgresql.conf
                - echo "host all all 0.0.0.0/0 md5" | sudo tee -a /mnt/
postgresql_data/data/pg_hba.conf
                - sudo systemctl enable --now postgresql
                - sudo setsebool -P postgresql_enable_tcp 1
                - sudo -u postgres psql -c "CREATE USER admin WITH PASSWORD 
'Ipsl@Hitachi123';"
                - sudo -u postgres psql -c "ALTER USER admin CREATEDB;"
                - sudo -u postgres psql -c "CREATE DATABASE my-demo-db;"
                - sudo -u postgres psql -d my-demo-db -c "CREATE TABLE tbl_time_seq 
(count SERIAL PRIMARY KEY, timestamp TIMESTAMP DEFAULT CURRENT_TIMESTAMP);"
                - sudo -u postgres psql -d my-demo-db -c "CREATE TABLE 
tbl_time_seq_for_monitor (count SERIAL PRIMARY KEY, timestamp TIMESTAMP DEFAULT 
CURRENT_TIMESTAMP);"
        - name: postgresdisk
          dataVolume:
            name: postgres-disk
---
apiVersion: v1
kind: Service
metadata:
  name: postgres
spec:
  selector:
    kubevirt.io/domain: postgres-vm
  ports:
    - protocol: TCP
      port: 5432
      targetPort: 5432
  type: ClusterIP

Appendix D: Monitor application
File Name: monitor-app.yaml

apiVersion: v1
kind: ConfigMap
metadata:
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  name: fastapi-streaming
data:
  server.py: |
    from fastapi import FastAPI, BackgroundTasks
    from fastapi.responses import StreamingResponse, HTMLResponse, JSONResponse
    import psycopg2
    import os
    import time
    import datetime
    import json
    import threading
    from jinja2 import Template

    app = FastAPI()

    DB_CONFIG = {
        "dbname": os.getenv("DB_NAME", "mydatabase"),
        "user": os.getenv("DB_USER", "myuser"),
        "password": os.getenv("DB_PASSWORD", "mypassword"),
        "host": os.getenv("DB_HOST", "localhost"),
        "port": os.getenv("DB_PORT", "5432")
    }

    TABLE_NAME = os.getenv("DB_TABLE", "tbl_time_seq")
    GRAPH_WINDOW_MINUTES = int(os.getenv("GRAPH_WINDOW_MINUTES", 10))

    last_counter = 0
    status_history = []
    downtime_intervals = []

    def check_database_status():
        global status_history, downtime_intervals
        last_status = None
        while True:
            try:
                conn = psycopg2.connect(**DB_CONFIG)
                cursor = conn.cursor()
                
                cursor.execute(f"INSERT INTO {TABLE_NAME} DEFAULT VALUES")
                conn.commit()
                
                cursor.execute(f"SELECT count, timestamp FROM {TABLE_NAME} ORDER BY 
RANDOM() LIMIT 1")
                row = cursor.fetchone()
                
                cursor.close()
                conn.close()
                
                if row:
                    read_counter, read_timestamp = row
                    status = 1 if read_timestamp else 0
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                else:
                    status = 0
            except Exception:
                status = 0

            now = datetime.datetime.now()
            status_history.append((now.isoformat(), status))
            status_history[:] = [
                (t, s) for t, s in status_history
                if now - datetime.datetime.fromisoformat(t) <= 
datetime.timedelta(minutes=GRAPH_WINDOW_MINUTES)
            ]
            if last_status is not None and last_status != status:
                downtime_intervals.append(now.isoformat())
            downtime_intervals[:] = [
                t for t in downtime_intervals
                if now - datetime.datetime.fromisoformat(t) <= 
datetime.timedelta(minutes=GRAPH_WINDOW_MINUTES)
            ]
            last_status = status
            time.sleep(1)

    threading.Thread(target=check_database_status, daemon=True).start()

    def fetch_new_records():
        """Fetch only new records from the database every second and stream them."""
        global last_counter
        while True:
            try:
                conn = psycopg2.connect(**DB_CONFIG)
                cursor = conn.cursor()
                query = f"SELECT count, timestamp FROM {TABLE_NAME} WHERE count > %s 
ORDER BY count ASC"
                cursor.execute(query, (last_counter,))
                rows = cursor.fetchall()

                if rows:
                    last_counter = rows[-1][0]  # Update last fetched counter

                cursor.close()
                conn.close()

                for row in rows:
                    yield f"data: {json.dumps({'counter': row[0], 'timestamp': 
row[1].isoformat()})}\n\n"

            except Exception:
                yield f"data: {json.dumps({'error': 'Database is not online'})}\n\n"

            time.sleep(1)
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    @app.get("/stream")
    def stream_records():
        """Stream new records from PostgreSQL every second."""
        return StreamingResponse(fetch_new_records(), media_type="text/event-stream")

    @app.get("/update_status")
    def update_status():
        """API to return the latest database status and downtime intervals in JSON 
format."""
        return JSONResponse(content={
            "timestamps": [x[0] for x in status_history],
            "statuses": [x[1] for x in status_history],
            "downtime_intervals": downtime_intervals
        })

    @app.get("/status", response_class=HTMLResponse)
    def get_graph():
        """Serve an interactive, auto-updating graph with vertical lines on status 
change."""
        html_template = Template("""
        <!DOCTYPE html>
        <html lang="en">
        <head>
            <meta charset="UTF-8">
            <meta name="viewport" content="width=device-width, initial-scale=1.0">
            <title>Live Database Status</title>
            <script src="https://cdn.plot.ly/plotly-latest.min.js"></script>
        </head>
        <body>
            <h2>Live Database Status (Last {{ graph_window_minutes }} Minutes)</h2>
            <div id="graph"></div>

            <script>
                function fetchData() {
                    fetch('/update_status')
                    .then(response => response.json())
                    .then(data => {
                        let timestamps = data.timestamps;
                        let statuses = data.statuses;
                        let downtime_intervals = data.downtime_intervals;

                        let trace = {
                            x: timestamps,
                            y: statuses,
                            type: 'scatter',
                            mode: 'lines+markers',
                            line: {color: 'black'},
                            marker: {size: 4}
                        };

                        let layout = {
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                            title: 'Database Status Over Time (Last ' + 
{{ graph_window_minutes }} + ' Minutes)',
                            xaxis: { title: 'Time' },
                            yaxis: { title: 'Status (0 = Dead, 1 = Live)', tickvals: 
[0, 1], ticktext: ['Dead', 'Live'] },
                            showlegend: false
                        };

                        Plotly.newPlot('graph', [trace], layout);
                    });
                }

                fetchData();
                setInterval(fetchData, 1000);
            </script>
        </body>
        </html>
        """)
        
        return html_template.render(graph_window_minutes=GRAPH_WINDOW_MINUTES)
---
apiVersion: apps/v1
kind: Deployment
metadata:
  name: fastapi-streaming
  labels:
    app: fastapi-streaming
spec:
  replicas: 1
  selector:
    matchLabels:
      app: fastapi-streaming
  template:
    metadata:
      labels:
        app: fastapi-streaming
    spec:
      nodeSelector:
        kubernetes.io/hostname: worker-1
      containers:
        - name: fastapi-streaming
          image: python:3.9
          command: ["/bin/sh", "-c"]
          args:
            - pip install --no-cache-dir fastapi uvicorn psycopg2 matplotlib plotly 
jinja2 &&
              cd /app &&
              uvicorn server:app --host 0.0.0.0 --port 8000 --reload;
          ports:
            - containerPort: 8000
          env:
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            - name: DB_NAME
              value: "my_demo_db"
            - name: DB_USER
              value: "admin"
            - name: DB_PASSWORD
              value: "Ipsl@Hitachi123"
            - name: DB_HOST
              value: "postgres.default.svc.cluster.local"
            - name: DB_PORT
              value: "5432"
            - name: DB_TABLE
              value: "tbl_time_seq"
            - name: GRAPH_WINDOW_MINUTES
              value: "60"
          volumeMounts:
            - name: app-code
              mountPath: /app
      volumes:
        - name: app-code
          configMap:
            name: fastapi-streaming
---
apiVersion: v1
kind: Service
metadata:
  name: fastapi-streaming
spec:
  selector:
    app: fastapi-streaming
  ports:
    - protocol: TCP
      port: 8000
      targetPort: 8000
  type: ClusterIP
---
kind: Route
apiVersion: route.openshift.io/v1
metadata:
  name: fastapi-streaming
  annotations:
    openshift.io/host.generated: 'true'
spec:
  host: fastapi-streaming-default.apps.gad-ocp.halipsl.com
  path: /
  to:
    kind: Service
    name: fastapi-streaming
    weight: 100
  port:
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    targetPort: 8000
  wildcardPolicy: None

References
1. REST API Reference Guide
2. Remediating nodes with Node Health Checks
3. Using Self Node Remediation Operator
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