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Reference Architecture Guide
This paper demonstrates a reference configuration for running Cloud Native PostgreSQL
(CNP) on the Red Hat OpenShift Container Platform (OCP) environment deployed on Hitachi 
Virtual Storage Platform One SDS Block (VSP One SDS Block). It leverages the latest 
capabilities of data storage integrations and services to create, protect, and manage on-
premises Kubernetes clusters and distributed workloads including those application services 
that require persistent storage. These capabilities are relevant to deployment configurations 
with Hitachi Advanced Server in a hybrid converged/hyperconverged configuration and SDS 
Block offering with OpenShift based on bare metal configurations. This paper covers 
persistent storage options that are available to deploy PostgreSQL database using well-
known and supported storage integrations between Hitachi Vantara and Red Hat OpenShift.
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A key element in the successful deployment of a container platform is having a robust and
flexible infrastructure that meets the wide variety of requirements in a highly dynamic
environment. Hitachi Vantara with Red Hat provides highly available and high-performance
infrastructures for container applications. Some specific challenges of providing an
infrastructure for container platforms are the following:
■ Data persistence

Data is at the core of any application. Many applications require data persistence, such as
PostgreSQL, MongoDB, and MySQL, among others. Continuous integration and
continuous delivery (CI/CD) pipelines require data persistence at every level.

Hitachi Virtual Storage Platform One SDS Block solutions include a Hitachi Storage CSI
driver supported with Hitachi Storage Plug-in for Containers that integrates SDS Block
with Red Hat OpenShift Platform to provide persistent storage for stateful container
applications. This combination of integrations can meet most persistent storage
configurations and data services that are encountered. Hitachi Advanced Server with Red
Hat OpenShift provides the infrastructure and integrations needed for your organization to
successfully provide container services to your application teams.

■ Compute platform

With a wide range of applications that are stateful or stateless, a wide range of flexible
computing platforms are also necessary to match memory requirements as well as CPU
requirements.

The type of computing technology is also a consideration for licensing costs. Hitachi
Vantara provides different computing options from the 1U/2U dual socket Hitachi
Advanced Server DS120/DS220 G2 or Hitachi Advanced Server HA800 series server
models HA810 and HA820 that deliver compute density and efficiency to meet the needs
of most demanding high-performance applications in the data center.

■ Network connectivity

As with any infrastructure, a reliable network is needed to provide enough bandwidth and
security for container architectures. Hitachi Advanced Server uses a spine and leaf design
using Cisco Nexus or Arista switches.

■ Infrastructure management

Having a robust and flexible infrastructure without efficient management only increases
operational inefficiencies. This affects the ability to increase innovation and agility.

This reference architecture also provides the reference design for a build-your-own EDB
PostgreSQL cluster on the Red Hat OpenShift Container Platform environment using Hitachi
Virtual Storage Platform One SDS Block. While this reference design is specific to SDS Block
storage solutions, it can easily be used for building your own container platform with other
Hitachi Virtual Storage Platform solutions.

The intended audience of this document is IT administrators, system architects, consultants,
and sales engineers to assist in planning, designing, and implementing Hitachi Virtual
Storage Platform One SDS Block with OpenShift Container Platform running EDB
PostgreSQL.

Reference Architecture Guide
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PostgreSQL overview
PostgreSQL is a powerful, open-source object-relational database system that uses and
extends the SQL language combined with many features that safely store and scale the most
complicated data workloads. It has earned a strong reputation for its proven architecture,
reliability, data integrity, robust feature set, extensibility, and the dedication of the open-source
community behind the software to consistently deliver high performance and innovative
solutions.

In terms of architecture, PostgreSQL natively supports the primary/standby architecture, with
optional and multiple replicas. The technology behind it is very robust and it is the evolution of
crash recovery and point in time recovery.

Further improvements include cascading replication to replicate from a standby, synchronous
replication to enable RPO=0 clusters and backups at transaction level, and logical replication.
Considering that streaming replication has been around for more than 10 years, the
technology is very stable and guarantees high availability in terms of business continuity,
usually measured by recovery point objective (RPO) and recovery time objective (RTO).

The following are the key features of PostgreSQL:
■ Native streaming replication, both physical and logical
■ Parallel queries for vertical scalability
■ Declarative partitioning for horizontal table partitioning
■ JSON support, which enables the multi-model hybrid database to store both structured/

relational and unstructured data and query them via standard SQL
■ Extensibility, with extensions like PostGIS for geographical databases
■ Continuous hot backup and point-in-time recovery

PostgreSQL overview
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Running PostgreSQL on Kubernetes
There are two primary approaches to running PostgreSQL on Kubernetes.
■ Approach 1: Basic deployment

● This basic approach uses the self-healing capabilities of Kubernetes by having a pod,
which is the smallest unit of deployment in Kubernetes, running a PostgreSQL
container with no replica.

● The volume hosting the PostgreSQL data directory is mounted on the pod and it
usually resides in network storage. Kubernetes simply restarts the pod if there is a
problem or moves it to another Kubernetes node.

● The main limitation in this case is represented by the storage system, which is the
single point of failure. Also, the results are generally not good for business continuity.

■ Approach 2: Using an Operator
● This extension of the Kubernetes controller defines how a complex application works in

business continuity contexts. An operator is currently the state of the art in Kubernetes
for this purpose. It simulates the work of a human operator, in an automated and
programmatic way.

● PostgreSQL can be classified as a complex application and as such would benefit from
an operator. An operator not only needs to deploy a cluster (which is the first step), but
also to properly react after unexpected events. The typical example is that of a failover.

● An operator relies on Kubernetes for capabilities such as self-healing, scalability, high
availability, updates, access, resource control, and so on. It is designed to be fully
automated and to support declarative configuration.

Cloud Native PostgreSQL
Cloud Native PostgreSQL (CNP), is an operator for Kubernetes and OpenShift environments,
distributed by EDB, that implements the primary/standby architecture using native streaming
replication. It works with both PostgreSQL and EDB PostgreSQL Advanced and it is designed
to deploy and manage your PostgreSQL clusters in production environments.

Although Cloud Native PostgreSQL is primarily designed to work with containerized
applications that run in the same Kubernetes cluster and that rely on a PostgreSQL database
as their backend, you can also use it with applications that are not in a container.

Hitachi Virtual Storage Platform One SDS Block overview
Hitachi Virtual Storage Platform One SDS Block (SDS Block) is a storage software product
that builds and sets up a virtual storage system from multiple general-purpose servers. The
SDS Block storage system is a two-layer software-defined storage (SDS) in which storage
nodes are separated from the compute nodes (disaggregated storage).

The following figure shows the configuration of SDS Block.

Running PostgreSQL on Kubernetes
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To maximize return on investment (ROI) and deliver long-term scaling, Hitachi has
redesigned Storage Virtualization Operating System (SVOS) to run on Hitachi Advanced
Server. By running virtualized, you can integrate your core enterprise storage platform with
your existing hypervisor. This gives you the ability to run the latest distributed application
alongside traditional business applications on a scale-out infrastructure, allowing you to scale
performance and capacity independently to consolidate even more workloads.

The following figure shows an architectural diagram of Hitachi Virtual Storage Platform One
SDS Block.

The Hitachi SDS Block offering is an enterprise solution. With years of research and
development, our patented Hitachi Polyphase Erasure Coding brings our reliability into the
SDS marketplace. By allowing data to be balanced across the entire cluster, SDS reduces
the cost and complexity of management while offering the most resilient solution. Integration
with a hypervisor allows you to automate and simplify daily tasks and guarantee uptime.

Hitachi Virtual Storage Platform One SDS Block overview
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Use cases
To modernize the digital core, the Hitachi Virtual Storage Platform One SDS Block provides
an SDS option along with the typical Hitachi Virtual Storage Platform (VSP) to drive customer
expectations of data mobility for multi-site environments, expanding on Hitachi enterprise
storage capabilities to continue to deliver enterprise reliability and performance you can
expect from the Hitachi brand.

Key features
Traditional storage solutions for distributed containerized workloads such as OpenShift are
too complex and have numerous limitations such as a limited number of volumes and
automatic provisioning of storage to meet the dynamic needs of containers. The Hitachi SDS
solution targets these limitations by abstracting storage software from its hardware and
providing key features that enables a cloud-native storage solution tightly integrated into
container orchestration frameworks optimized for distributed workloads.

Distributed storage

Running on x86 servers inside your hypervisor and powered by Hitachi Storage Virtualization
Operating System (SVOS) continues to be on the leading edge of storage virtualization,
pools, tiering, deduplication or compression, and storage replication technologies. It
demonstrates our ability to evaluate an underlying hardware technology and conceptualize its
implementation across different industries before bringing it to market.

Use cases

Reference Architecture Guide
Cloud Native PostgreSQL DB on OpenShift and SDS Block Storage 10



Scale-out by design

Linearly scale performance and capacity starting from 37 TB all the way up to 3.38 PB using
a disaggregated (non-HCI) storage cluster. Resources can be added to an existing cluster by
scaling out (adding more nodes) to increase aggregate IOPS and capacity.

Key features
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Fault domains

Fault domains are groups of storage nodes that share hardware such as the same power
supply and network switches. Having fault domains enables storage systems to continue
operations if a failure occurs in one of the fault domains.

I/O flow read/write optimization

Hitachi Virtual Storage Platform One SDS Block is designed to take full advantage of data
localization to improve performance for both reads and writes.

The following illustration shows I/O read optimization.

Key features
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The following illustration shows I/O write optimization.

Key features
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Flexible data protection
■ Hitachi Polyphase Erasure Coding

Hitachi Polyphase Erasure Coding (HPEC) features a different approach to adapting
software data protection. Hitachi carefully evaluated erasure coding through years of
research and developed a unique patented approach (US# 10,185,624 B2 and
10,496,479 B2). This approach improved crucial elements of data and parity placement,
which efficiently improved latency within Hitachi Polyphase Erasure Coding, accelerated
read performance, and lowered storage resource overhead. These necessary
enhancements provide a place where your data can be synthesized so you can create
more value, while increasing the reliability of a Hitachi-based software-defined storage
solution.

HPEC can be configured in a 4D+1P RAID configuration, which protects against a single
node failure and 4D+2P, which protects against double node failures.

■ Mirroring

Mirroring mode is also available where all data is stored multiple times resulting in low-
capacity efficiency but high read and write performance, which is ideal when performance
matters.

Key features
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Standard front-end protocols and multipathing

Proprietary host drivers are not required because standard 32 Gbps Fibre Channel and 10/25
Gbps iSCSI protocols are natively supported. OS Native Multipath (Device Mapper, MPIO) is
supported.

Hitachi Polyphase Asymmetric Logical Unit Access (ALUA)

Using Pseudo Active/Active configuration, I/O can be sent to ports on any storage processor
that defines the ownership of the LUN and therefore its optimized path. Non-owner
processors can send and receive I/O to a given LUN as well. However, traffic must first be
sent from the optimized path. In addition, true Pseudo Active/Active I/O can be sent from a
back-end channel, which in our case can be the SDS Block internode network.

Compute host I/O forwarding

I/O forwarding is available so compute hosts can perform I/O operations to non-priority paths
in case of failures.

Reserve rebuild capacity

The policy for fixed rebuild capacity can be specified so rebuilds are always possible and are
not being used for user data such as with a variable policy. Also, the number of drives for
rebuild capacity can be specified. For example, in a mirrored configuration with three nodes,
four disks per node, and the fixed rebuild policy set to two drives, two drive failures can be
sustained before the node is lost.

Seamless data migration across Hitachi storage systems

With HPEC-enabled minimally disruptive migration from existing Hitachi storage systems
using Fibre Channel, copying data is offloaded to the storage layer so compute workloads are
unimpeded. Single data paths can be cut over ensuring I/O continues even during migrations.

Key features
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Auto-recovery

By default, storage nodes perform self-diagnosis and auto-recovery from a server failure
caused by software components (such as firmware or drivers) or by a temporary failure of the
internode network.

Storage-ready nodes
Hitachi Virtual Storage Platform One SDS Block ready nodes are a quick, simple to deploy,
and reliable way of building your new distributed storage platform. They combine pre-
configured and validated Hitachi HA servers powered by Intel® Xeon® processors, and the
software-defined storage ability of SDS Block. Remove the guesswork of building an SDS
infrastructure and accelerate your deployment of new applications.

Hitachi Advanced Server HA810

Purpose-built for better performance, high density and power efficiency, this general-purpose
dual-processor server delivers a balance of compute and storage capacity with the flexibility
to power a wide range of solutions and applications.

Storage-ready nodes
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Hitachi Advanced Server HA820

Adaptable for diverse workloads and environments, the secure 2U Hitachi HA820 delivers
world-class performance with the right balance of expandability and scalability. Designed for
supreme versatility and resiliency while being backed by a comprehensive warranty makes it
ideal for multiple environments from containers to cloud to big data.

Hitachi Advanced Server HA820 G2

HA820 G2 provides flexible memory and storage options to meet the needs of modern
infrastructure solutions, as well as for dedicated application platforms and high-performance
data appliances.

Hitachi Storage Plug-in for Containers
Hitachi Storage Plug-in for Containers is a software component that contains libraries,
settings, and commands that you can use to create a container to run your stateful
applications. It enables stateful applications to persist and maintain data after the lifecycle of
the container has ended. Hitachi Storage Plug-in for Containers provides persistent volumes
from Hitachi Dynamic Provisioning (HDP) or Hitachi Thin Image (HTI) pools to bare metal or
hybrid deployments via the Fibre Channel protocol. Storage Plug-in for Containers can also
provide virtual environments with persistent storage if iSCSI is used.

Storage Plug-in for Containers integrates Kubernetes or OpenShift with Hitachi storage
systems such as SDS Block or VSP systems using Container Storage Interface (CSI).

Hitachi Storage Plug-in for Containers
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The following diagram illustrates a container environment where Storage Plug-in for
Containers is deployed.

Red Hat OpenShift overview
Red Hat OpenShift Container Platform (OCP) provides a single platform to build, deploy, and
manage applications consistently across on-premises and hybrid cloud deployments. OCP
provides the control plane and data plane within the same interface. OCP provides
administrator views to deploy operators, monitor container resources, manage container
health, manage users, work with operators, manage pods and deployment configurations, as
well as define storage resources.

Deployment methods

There are multiple deployment methods for Red Hat OCP based on the hardware
configuration supporting the environment. These deployment methods include manual
deployments using the User Provisioned Infrastructure (UPI) for customized deployments or
fully automated deployments using the Installer Provisioned Infrastructure (IPI).

Hitachi validated OpenShift deployments

Hitachi has tested and validated various deployments of OpenShift on bare metal hosts,
virtualized hosts and mixed hybrid hosts backed with storage systems from the Hitachi Virtual
Storage Platform family.

Red Hat OpenShift overview
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Solution overview
This reference architecture demonstrates a reference configuration to run cloud native
PostgreSQL with high availability (2 node fault tolerance) on Hitachi Advanced Server and
Hitachi Virtual Storage Platform One SDS Block (SDS Block) with Red Hat OpenShift
Container Platform (OCP).

Red Hat OpenShift is a successful container orchestration platform that is available with
Hitachi Advanced Server models for running enterprise application/database workloads such
as PostgreSQL.

The following figure shows a high-level diagram of OpenShift managing containers and
persistent volumes on the Hitachi Advanced Server stack with Hitachi Virtual Storage
Platform systems.

You can deploy OpenShift on bare metal hosts and virtual hosts, or both. Depending on the
deployment purposes, different deployments can be used. For this reference architecture, the
OpenShift cluster uses bare metal servers and persistent storage for PostgreSQL that will be
provisioned from SDS Block with a 4D+2P configuration.

Solution overview
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Solution components
These are the key hardware and software components used for this environment.

Hardware components

The following tables list the versions of hardware and software tested in this reference
architecture.

The solution tested used specific features based on the following hardware. You can use
either Hitachi Advanced Server DS120/DS220/DS225/DS240/HA810/HA820 G1 or G2, or
any qualified server platform.

Vendor Hardware Detail Description Version Quantity

Hitachi
Vantara

HA820 server
(SDS Block
storage nodes)

■ 2 × Intel Xeon Gold 6226
12-core, 2.70GHz
processors

■ 12 × 16 GB DIMMs, 192
GB memory

■ 2 × 1.6 TB SAS SSDs for
boot

■ 12 × 800 GB SAS SSDs

iLO: 2.55

BIOS: U30

v2.54

6

Hitachi
Vantara

DS220 G2
server (OCP
compute node
1)

■ 2 × Intel(R) Xeon(R)
Silver 4310 CPU @
2.10GHz, 12 Cores, 24
Logical Processors

■ 64 GB (32GB * 2) DIMM
DDR4 Synchronous
Registered (Buffered)
2666 MHz

Firmware:
3.16.06

BIOS:
S5XH3A12.H03

1

Hitachi
Vantara

Hitachi
Advanced
DS220 G1
Server (OCP
compute node
2)

■ 2 × Intel(R) Xeon(R)
Platinum 8176 CPU @
2.10GHz, 28 Cores, 56
Logical Processors

■ 768 GB (32 GB * 24)
DIMM DDR4
Synchronous Registered
(Buffered) 2666 MHz

Firmware:
4.77.06

BIOS:
S5BH3B25.H00

1

Solution components
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Vendor Hardware Detail Description Version Quantity
■ 2 × 64 GB SATADOM
■ 1.9 TB HDD for boot

Hitachi
Vantara

Hitachi
Advanced
DS220 G1
Server (OCP
compute node
3)

■ 2 × Intel(R) Xeon(R)
Platinum 8176 CPU @
2.10GHz, 28 Cores, 56
Logical Processors

■ 384 GB (64GB * 6) DIMM
DDR4 Synchronous
Registered (Buffered)
2666 MHz

■ 2 × 64 GB SATADOM
■ 3.8 TB HDD for boot

Firmware:
4.69.06

BIOS:
S5BH3B21.H01

1

Cisco Nexus
93180YC-EX

■ 48 × 10/25 GbE
■ 6 × 40/100 Gbps

BIOS: 07.65

NXOS 9.3.5

2

Cisco Nexus
93180YC-FX
switch

■ 48-port 10/25 GbE
■ 6-port 40/100 GbE

NXOS 9.3.5 2

Cisco Nexus
C92348GC-X

■ 1 GE 48-Port Gb
Ethernet Switch

NXOS 9.3(3) 1

Broadcom Broadcom
ICX-6430

■ 1 GE 48-Port Gb
Ethernet Switch

07.4.00T310 1

Note: Compute nodes considered in this testing (DS220 servers) for OpenShift
cluster had inconsistent configurations because of available bare metal hardware
in the lab. The requirement for this lab setup is to run a minimum of 3 control
nodes for the OCP cluster.

The following table describes the minimum configuration for control plane nodes.
For more details see the Red Hat OpenShift Container Platform documentation at
https://docs.redhat.com/en/documentation/openshift_container_platform.

Machine Operating System CPU RAM Storage IOPS

Control plane RHCOS 4 16 GB 100 GB 300

Worker RHCOS, RHEL 8.6, RHEL 8.7, or RHEL
8.8

2 8 GB 100 GB 300

Solution components

Reference Architecture Guide
Cloud Native PostgreSQL DB on OpenShift and SDS Block Storage 21

https://docs.redhat.com/en/documentation/openshift_container_platform


Software components

The following table lists the key software components.

Software Version Function

Compute Nodes

Red Hat OpenShift Container Platform
(OCP)

4.12 Container Orchestration Platform

Hitachi Storage Plug-in for Containers 3.12 Container Storage Interface (CSI)
driver

EDB PostgreSQL for Kubernetes 1.20.2 Cloud Native PostgreSQL Operator

PostgreSQL 15.3 PostgreSQL

Storage Nodes

Hitachi Storage Virtualization Operating
System

8.x Operating System

Hitachi Virtual Storage Platform One SDS
Block

1.12 SDS Block software

Solution design
This is a detailed solution example of Hitachi Advanced Server, Hitachi Virtual Storage
Platform One SDS Block, and Red Hat OpenShift cluster set up to run Cloud Native
PostgreSQL.

Solution infrastructure components

The following hardware components were used for testing:

Compute nodes
■ 3 × Hitachi Advanced Server DS220 G1/G2 for OCP cluster compute nodes
■ 2 × Cisco 93180-YC-EX Ethernet switches
■ 1 × Broadcom ICX-6430 management switch

Storage nodes
■ 6 × Hitachi Advanced Server HA820 G1 for SDS Block storage nodes
■ 2 × Cisco Nexus 93180YC-FX Ethernet switches
■ 1 × Cisco Nexus 92348 switch management switch

The following figure shows the high-level physical architecture diagram of this architecture.

Note: An existing SDS Block cluster was used for this testing purposes, therefore
compute nodes and SDS Block storage nodes are in different racks.

Solution design
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For simplification, the diagram shows direct connectivity to the same ToR switch.

Note: The network layout shown was used for testing purposes only. For a
production environment and complete configuration of SDS Block, the
recommended network components are as follows:
■ Four Cisco 93180-YC-FX Ethernet switches
■ Two Cisco 92348 management switches

The following figure shows the high-level logical architecture diagram.

Solution design
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EDB PostgreSQL for Kubernetes is certified to run on Red Hat OpenShift Container Platform
(OCP) version 4.x and is available directly from the Red Hat Catalog.

EDB PostgreSQL for Kubernetes supports all available install modes defined by OpenShift:

1. Cluster-wide, in all namespaces
2. Local, in a single namespace
3. Local, watching multiple namespaces (only available using oc)

As highlighted in the logical diagram, the default cluster-wide installation of EDB PostgreSQL
for Kubernetes is recommended and we will follow the same process in this setup.
■ One primary and two standby DB instances are configured as part of HA cluster

deployment.
■ All compute nodes in the OCP cluster are connected to SDS Block storage over an iSCSI

channel using StorageClass, which is configured with Storage Plug-in for Containers CSI
provisioner.

■ Three different services are exposed for PostgreSQL client access:
● readwrite — This service will route traffic to the primary instance only
● readonly — This service will route traffic to the standby instance only
● read — This service will route traffic to any instance, primary or standby

Solution validation

Note: Installation of OpenShift can be done on compute nodes with different
methods and therefore it is not described in this section. For more information see
the Red Hat OpenShift Container Platform documentation at https://
docs.redhat.com/en/documentation/openshift_container_platform.

Solution validation
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The following high-level activities need to be completed to validate this solution after you
have OpenShift platform for compute nodes and SDS Block for storage nodes already
configured.
■ Install and configure the Storage Plug-in for Containers CSI driver operator to enable

dynamic storage provisioning from Hitachi Virtual Storage Platform One SDS Block (SDS
Block) storage.

■ Add compute nodes on SDS Block storage.
■ Install EDB PostgreSQL for Kubernetes operator (Cloud Native PostgreSQL).
■ Deploy a PostgreSQL cluster with 3 node (1 primary and 2 standby) configuration.
■ Connect to the DB through services.
■ Validate test cases:

● Online expansion of PostgreSQL data volumes.
● 2 node fault tolerance tests on the compute cluster and storage cluster.

Install and configure Hitachi Storage Plug-in for Containers
Hitachi Storage Plug-in for Containers is easily deployed to OpenShift using the Operator,
which can be installed from OperatorHub. Take the following steps to:
■ Install Hitachi Storage Plug-in for Containers Operator
■ Configure Secret settings to access Hitachi Virtual Storage Platform One SDS Block
■ Configure StorageClass settings
■ Configure Multipathing (Fibre Channel or iSCSI)

Note: If there is a previous version of Storage Plug-in for Containers, remove it
before starting the installation procedure.

Procedure

1. Log in to the console of your OCP cluster, select OperatorHub under Operators, and
then search for Hitachi.

Install and configure Hitachi Storage Plug-in for Containers
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2. Click Hitachi Storage Plug-in for Containers, and then click Install.

Note: Select the following settings in Operator Subscription:

■ Installation Mode: A specific namespace on the cluster and <any
namespace>

■ Approval Strategy: Manual and Approve the Install Plan (see https://
docs.openshift.com/)

3. Confirm the Operator status is Succeeded either using the console or the oc get
pods -n <namespace> command.

4. On the console, click Installed Operators under Operators and you will see the status
of the plug-in.

5. Create the Storage Plug-in for Containers instance using the Operator Details.
a. Select Hitachi Storage Plug-in for Containers, and then click Create Instance on

the Operator Details.
b. Click Create.

Install and configure Hitachi Storage Plug-in for Containers
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6. Verify that the status READY is true for the Storage Plug-in for Containers instance with
the $oc get hspc -n <namespace> command.

$oc get hspc -n <namespace> NAME READY AGE hspc true 30s

7. Verify that all the Storage Plug-in for Containers pods are in the Running status using
the oc get pods -n <namespace> command.

Result

Hitachi Storage Plug-in for Containers has been successfully installed.

Configure the secret

The secret contains storage system information that enables access to the Storage Plug-in
for Containers. It contains the storage URL, user, and password settings. The following is an
example of the manifest file:

The URL, user, and password are base64 encoded. The following is an example of how to
get the base64 encoded information of a user called ocpusr1. Repeat this for the URL and
password:

#echo -n "<username>" | base64

One way to create a secret is using the following command:

#oc create -f <secret-manifest-file>

You can also create a secret using the OpenShift console as follows.

Procedure

1. Log in to the OCP console, and then select Workloads > Secrets.

Configure the secret
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2. Confirm the namespace in which you are creating the secret, for example hspc was
used as the namespace earlier.

3. Click Create and then select From YAML. Then, either copy/paste the content of the
secret manifest file or set the URL, user, and password in base64 encoded, and assign
a name and corresponding namespace.

4. Click Create.

Configure StorageClass

The StorageClass contains storage settings that are necessary for Storage Plug-in for
Containers to work with your environment. The following manifest file provides information
about the required parameters:

The following are additional details about some of these parameters:
■ provisioner: For Storage Plug-in for Containers, the default is hspc.csi.hitachi.com.
■ storageType: Must be set to vssb.
■ connectionType: The connection type between storage and nodes, fc and iscsi are

supported. If blank, fc is set.

■ fstype: Set filesystem type to ext4.
■ secret-name: Define the SDS Block secret name.
■ secret-namespace: Enter the same namespace used for the secret.

You can create a StorageClass using the following command:

#oc create -f <storage-class-manifest-file>

You can also create a StorageClass using the OpenShift console as follows:

Configure StorageClass
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Procedure

1. Log in to the OCP console, and then select Storage > StorageClasses.
2. Click Create StorageClass, and then click Edit YAML. Then, either copy/paste the

content of the StorageClass manifest file or enter each of the corresponding settings.
3. Click Create.

Configure multipathing

For compute nodes connected to Hitachi Virtual Storage Platform One SDS Block (SDS
Block) storage using Fibre Channel or iSCSI, multipathing should be enabled. Create the
multipath.conf and ensure that the user_friendly_names option is set to yes and
the multipathd.service is enabled. This can be done by applying an MCO (Machine
Config Operator) to the OCP cluster after it has been deployed.

Note: Applying the machine config will restart the nodes one at a time.

Consider the following before applying the multipath configuration:
■ For Fibre Channel, ensure that Fibre Channel switches are configured with correct zoning

for the compute nodes and SDS Block storage system are accessible to each other.
■ For iSCSI, ensure the SDS Block storage is correctly configured for iSCSI and the

compute nodes can access the iSCSI targets.
■ RedHat CoreOS (RHCOS) already includes the device-mapper-multipath package,

which is required to support multipathing. For solutions with iSCSI, RHCOS already has
the iSCSI initiator tools installed by default. There is no need to install an additional
package, just apply the configurations indicated in this section.

Configure multipathing for OCP worker nodes using MachineConfig

To enable multipath for Storage Plug-in for Containers, apply the following MachineConfig to
the cluster. This enables multipathd (for FC and iSCSI) needed by the Hitachi Virtual
Storage Platform One SDS Block storage and Storage Plug-in for Containers integration on
each worker node. It targets the worker nodes by using the label
machineconfiguration.openshift.io/role: worker.

The following YAML file can be used for both Fibre Channel and iSCSI configurations with
multipathing.

A MachineConfig can be created directly from the command line using the oc create -f
<MachineConfigFile.yaml> command or by using the OpenShift console.

Configure multipathing using the OCP console

Procedure

1. To apply a MachineConfig using the OCP console, log in to the OCP web console and
navigate to Compute > Machine Configs.

2. Click Create Machine Config, and then copy and paste the contents of the YAML file
and click Create.

Configure multipathing
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For iSCSI without multipathing, use the following MachineConfig.

Note: The source data string located after the line source: data:text/
plain;charset=utf-8;base64, for the multipath.conf file is base64
encoded. If you need to update the multipath.conf file to suit your
environments needs, you can run the echo -n “<string>” | base64
-d command to decode the contents of the config file. If you want to update
it, make your changes, then re-encode it using base64.

After the MachineConfig is created, every worker node is rebooted one at a time after
the configuration is applied, and it could take from 20 to 30 minutes or more to apply the
configuration to the worker nodes based on the cluster size.

Configure multipathing using the OCP console
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3. To verify that the machine config is applied use the oc get mcp command and ensure
that the machine config pool for workers is updated. In addition, ssh to the worker nodes
to confirm that the /etc/multipath.conf file has been created and the
multipathd service is running. For iSCSI, verify that the iscsid service is running.

Storage Plug-in for Containers and Hitachi Virtual Storage Platform One SDS
Block host groups

Host groups required for Storage Plug-in for Containers are automatically created. Storage
Plug-in for Containers automatically searches host groups and iSCSI targets based on the
name.

To use existing host groups, rename them according to the naming rule.

Note: Storage Plug-in for Containers will overwrite host mode options even if
existing host groups have other host mode options.

Storage Plug-in for Containers and Hitachi Virtual Storage Platform One SDS Block host groups
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Add compute nodes

To provision persistent storage on Hitachi Virtual Storage Platform One SDS Block, OCP
nodes must be added as compute nodes on SDS Block. After the OCP nodes are configured
in SDS Block, Storage Plug-in for Containers enables provisioning of PVs directly onto SDS
Block.

The iSCSI Initiator Name for the OCP nodes can be found in the /etc/iscsi/
initiatorname.iscsi file.

Use the identified iSCSI Initiator Name to add the OCP node as a compute node to SDS
Block storage. Log in to the SDS Block web UI and select Register Compute Node.

After adding all the OCP nodes, your compute nodes should look like the following.

Add compute nodes
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Install EDB PostgreSQL for Kubernetes Operator

Procedure

1. Log in to the console of your OCP cluster and select OperatorHub > EDB > EDB
PostgreSQL for Kubernetes operator and click Install.

2. Select Update channel as fast and Installation mode as All namespaces on the
cluster (default).

3. Verify that the operator is successfully installed using the oc get operator command
and that the controller manager pod is in Running state using the oc get pods -n
openshift-operators command.

Install EDB PostgreSQL for Kubernetes Operator
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See https://www.enterprisedb.com/docs/postgres_for_kubernetes/latest/ for information
about installing Cloud Native PostgreSQL.

Deploy a PostgreSQL cluster

You can deploy a PostgreSQL cluster using a Cluster manifest file or through the OCP GUI
as shown.

Procedure

1. Navigate to EDB PostgreSQL for Kubernetes operator under Installed Operators and
select Create instance.

2. Fill in the name and number of instances required.

3. Select the StorageClass created for SDS Block storage and specify the size required to
provision the volume.

Deploy a PostgreSQL cluster
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4. Click Create Instance and wait for all 3 pods to be in a running state. It will take a few
minutes to bootstrap the cluster.
The operator will first bootstrap a primary node and then will set up other standby nodes
to join the cluster.
If the persistent volumes are not provisioned dynamically during primary node setup, the
cluster setup will be stuck waiting for the persistent volume to be available.
The following is a sample screenshot of the cluster ready and in a healthy state.

You can validate cluster status using the following CLI commands:

oc get cluster -n <namespace> 
oc get pods -n <namespace>

Deploy a PostgreSQL cluster
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5. Install the kubectl-cnp plugin to see the cluster status from the CLI using the
following commands:

$curl -sSfL https://github.com/EnterpriseDB/kubectl-cnp/raw/main/install.sh | 
sudo sh -s -- -b /usr/local/bin $oc cnp status <cluster-name>

Note: By default, the operator will install the latest available minor version of
the latest major version of PostgreSQL when the operator was released. You
can override this by setting the imageName key in the spec section of the
Cluster definition. Using a specific version is recommended for production
deployments.

Because all three PODs are in running state that means the persistent volumes were
successfully provisioned through the SDS Block storage class.
You can validate the persistent volumes on OCP as well as on SDS Block GUIs.

Note: Two persistent volumes are required for each PostgreSQL instance
when walStorage is enabled, one for data and the other for wal. Therefore, a
total of six volumes are auto-provisioned for a three node cluster.

Deploy a PostgreSQL cluster
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Result

With this configuration we have successfully deployed a three node PostgreSQL cluster on
OCP with SDS Block storage and the Storage Plug-in for Containers CSI driver dynamic
provisioning feature.

Services for Cloud Native PostgreSQL

When accessing a PostgreSQL database from an application in a traditional VM/physical
environment, you normally need an IP address or a host name. In Kubernetes/OpenShift, this
is done through services.

Cloud Native PostgreSQL automatically provides and creates 3 services for each cluster that
you can view under Networking > Services > Filter Project Name.

The following are service host names:
■ demo-cluster-rw (readwrite) — This service will route traffic to only primary instance.
■ demo-cluster-ro (readonly) — This service will route traffic to only standby instance.
■ demo-cluster-r (read) — This service will route traffic to any primary or standby instance.

Services for Cloud Native PostgreSQL
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Use these service host names to connect to the required instance.

Solution test cases
These are the solution test cases used to validate this solution.

Online expansion of PostgreSQL data volume
Edit the PostgreSQL cluster yaml file and update the size parameter under storage to expand
the data mount point.

After the update, the Storage Plug-in for Containers CSI driver will extend the persistent
volumes and the filesystem.

Solution test cases
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This can be verified from the SDS Block GUI.

High availability tests
This section details the high availability tests that were used for validation. Both compute
nodes and storage nodes are configured as highly available with 2 node fault tolerance.

Compute node failure

For testing purposes we cordoned two nodes (ocpmaster2 and ocpmaster3) in the OCP
cluster so that no new services could be scheduled on these nodes.

Then we deleted PostgreSQL Primary (demo-cluster-1) and one Standby (demo-cluster-2)
instance PODs from the three-node cluster to demonstrate the instance going down because
of any reason and services resume on the other available node.

High availability tests
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The PostgreSQL operator detected that the cluster was unhealthy and that two instances
were not available. It tried to recover the state by first electing the remaining node in the
cluster, that is, configuring demo-cluster-3 as Primary so that the write operation is resumed
instantly. It then also started the other two instances (demo-cluster-1 and demo-cluster-2) on
the available node in the OCP cluster, that is, ocpmaster1.

As shown, all three DB instance pods are started on a single available node ocpmaster1, and
demo-cluster-3 is elected as Primary.

Time recorded for Primary instance failover

The time required to initiate failover depends on different conditions and configurations. As
observed in the previous test scenario logs, the demo-custer-3 instance took over as the
primary instance within seconds after detecting the connection lost with the Primary. This is
because we performed a POD deletion operation, which is notified to the operator instantly.

In the case of worker node failures, when kubelet will not execute the liveliness and the
readiness probes, the pods will be marked for deletion according to the toleration seconds
configured by the Kubernetes cluster administrator for that specific failure cause. The default
value for tolerationSeconds parameter in a Kubernetes cluster is five minutes.

The following are sample logs for failover time recorded to approximately five minutes when
the worker node is powered off/shut down where the primary instance is running.

For other failure modes such as a readiness probe or liveliness probe, self-healing happens
after three probe failures and therefore the maximum time taken to self-heal is based on
timeout seconds and the period configured between the probes.

See https://www.enterprisedb.com/docs/postgres_for_kubernetes/latest/failure_modes/ for
more details on the failure modes in Kubernetes environment for PostgreSQL EDB
documentation.

Also see https://www.enterprisedb.com/docs/postgres_for_kubernetes/latest/failover/ for
automated failure details.

High availability tests
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Storage node failure

If a storage node is down because of failure or maintenance, regular operations continue
because of the highly available design of SDS Block. With our 4D+2P configuration, regular
operations will continue even with a two-storage node failure.

As shown, the 10 GB data disk path is faulty from two nodes and the PostgreSQL cluster is
healthy and running fine because the disk is available through other paths/nodes.

High availability tests
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Summary of test cases performed

Test Case Steps Performed Status Remark

Persistent
Volume
dynamic
provisioning
during
PostgreSQL
deployment

■ Configure StorageClass with
Storage Plug-in for Containers
CSI driver.

■ During PostgreSQL instance
deployment with one Primary
and two Secondary, the
persistent volumes should be
auto-provisioned from the
configured StorageClass.

■ Validate the volumes
provisioned on SDS Block
storage.

Passed

Persistent
Volume online
storage
expansion
without
impacting the
PostgreSQL
service

■ Update the cluster configuration
to increase the storage.

■ Validate the PostgreSQL data
mountpoint being extended
without any impact to the DB.

■ Validate the volumes being
extended on SDS Block
storage.

Passed

HA testing of
compute node

PostgreSQL
Primary
instance down

■ Stop the Primary instance POD.
■ Validate self-healing of the

PostgreSQL operator where
one of the standby DB
instances is elected as the new
Primary and failover is
performed.

■ The new Standby instance is
auto-created to bring the three
node cluster back into a healthy
state.

Passed

PostgreSQL
Standby
instance down

■ Stop one of the standby POD
instances.

■ Validate self-healing of the
PostgreSQL operator where the
new Standby instance is auto-
created to bring the 3-node
cluster back into a healthy
state.

Passed

High availability tests
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Test Case Steps Performed Status Remark
■ No failover initiated.

PostgreSQL
Primary and
one standby
down (two node
fault tolerance
of PostgreSQL
cluster)

■ Cordon two nodes in the OCP
cluster where Primary and one
standby DB instance are
running.

■ Stop the Primary and one of the
Standby instance PODs running
on the cordoned node.

■ Validate self-healing of the
PostgreSQL operator where the
existing standby instance is
promoted to Primary, and auto
failover is performed.

■ Two new standby instances are
created to bring the 3-node
cluster back into a healthy
state.

Passed Time taken to failover
Primary instance to
Standby was within a few
seconds, because
deleting the POD notifies
the operator instantly.

In case of node shutdown
instead of POD deletion,
the failover time is
approximately 5 minutes
because the default
tolerationSeconds in
Kubernetes environment
is 5 minutes.

HA testing of
storage node

(2 node fault
tolerance)

■ Shut down two nodes from the
SDS Block storage cluster.

■ Validate that the PostgreSQL
cluster status is healthy and
there is no impact on the read/
write operation.

Passed

Conclusion
Hitachi Advanced Server, Hitachi Virtual Storage Platform One SDS Block, Hitachi Storage
Plug-ins for Containers, Red Hat OpenShift Container Platform, and Cloud Native
PostgreSQL operator combine to create a powerful and flexible Kubernetes ecosystem to run
PostgreSQL workloads.

This reference architecture highlights recommended components for deploying PostgreSQL
workloads on a Red Hat OpenShift container platform in a Hitachi infrastructure environment
(Hitachi Advanced Server or SDS Block) while taking advantage of various Hitachi data
storage integrations to achieve a highly resilient and a protected platform to deliver
Kubernetes clusters and containers at scale.

Conclusion
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