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Virtual Storage Platform One SDS Cloud v1.18 Deployment on 
Google Cloud Platform  
VSP One SDS Cloud is a Distributed Software-Defined Solution tailored to enhance shared-nothing architectures and 
modern applications driving digital transformation. VSP One SDS Cloud adds resiliency, improves performance, and 
reduces infrastructure complexities of hybrid cloud environments. The following document highlights the general steps 
needed to deploy the VSP One SDS Cloud solution on GCP. 

For details, see the Hitachi Virtual Storage Platform One SDS Cloud for Google Cloud Platform v1.18 Setup and 
Configuration.  

 

 

 

 

 

 

 

 

 

Choosing a region for deployment 
Deployment is possible in regions that meet either of the following criteria: 

1.     Regions verified by Hitachi Vantara (In V1.18, supported regions are listed as verified regions.) 

2.     Regions where Cloud Compute Engine supports the following resources: 

 a. GC Machine Type: n4-standard-32 / n4-highmem-32 /  n4-highmem-4 

 b. Disk Type:  Hyperdisk-balanced 
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Configurations 
The software can be deployed in the following two configurations. 

• Single-AZ configuration supports mirroring and 4D+2P. 
 

 
 
• Multi-AZ configuration supports mirroring only. 
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Step 1: Configure fault tolerance settings 
1. Configure the following functions to create the fault tolerance of the storage cluster, based on whether you have a 

single-AZ configuration or a multi-AZ configuration: 

• User data protection method 
• Redundancy of the storage controller 
• Redundancy of the cluster primary node 
• Spread placement group 
• Fault domain 
• Shared Nothing Architecture with Data Localization regardless of Plus-1 or Plus-2 

 
The following table shows the redundant configurations: 

Configuration Function 

Plus-1 redundant configuration • More volumes can be created 
• Higher write performance 
• Shorter time required to complete rebuilding 

Plus-2 redundant configuration settings • Higher fault tolerance 
• Optimized for read 

   

The following table shows the settings for a single-AZ configuration: 

Configuration Function settings 

User data 
protection method 

Redundancy 
of the storage 
controller (1) 

Number of 
cluster 
master 
nodes 

Node counts Number 
of fault 

domains 

Plus-1 
redundant 
configuration (2) 

• Mirroring 
• Duplication 

OneRedundant 
StorageNode 
(degree = 2) 

3 nodes 3, 6, 9, 12, 
15, 18 

1 

Plus-2 
redundant 
configuration (2) 

• HPEC 4D+2P 
 

TwoRedundant 
StorageNodes 
(degree = 3) 

5 nodes 6, 12, 18 1 

1. Do not explicitly specify the degree of redundancy of the storage controller, because it is automatically 
determined depending on the user data protection method. The tiebreaker node does not contribute to the 
storage capacity of the SDS Cloud cluster. 

2. In the following cases, only one failure is assumed to have occurred irrespective of the number of failures: 

• One or more drive failures occurred on a faulty storage node. 
• Drive failures occurred on a single storage node. 

You can use a fixed reserve rebuild policy to protect against drive failures of GCP hyperdisks in the above two 
use cases. 
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The following table shows the settings for a multi-AZ configuration: 

Configuration Function settings 

User data 
protection method 

Redundancy 
of the storage 
controller (1) 

Number of 
cluster 
primary 
nodes 

Node counts 
(with 

Tiebreaker) 

Number 
of fault 

domains 

Plus-1 
redundant 
configuration (2) 

• Mirroring 
• Duplication 

OneRedundant 
StorageNode 
(degree = 2) 

3 nodes 2, 4, 6, 8, 10, 
12, 14, 16, 18 
Nodes with 1 
tiebreatker 

 3 

1. Do not explicitly specify the degree of redundancy of the storage controller, because it is automatically 
determined depending on the user data protection method. 

2. In the following cases, only one failure is assumed to have occurred, irrespective of the number of failures: 

• One or more drive failures occurred on a faulty storage node. 
• Drive failures occurred on a single storage node. 

You can use a fixed reserve rebuild policy to protect against drive failures of GCP hyperdisks in the above two 
cases. 

 

Step 2: Confirm the prerequisites 
Work with your administrator to set up these privileges. 

1. Check the downloaded files to confirm that all necessary files exist. 

• EULA documentation on SUSE Linux Enterprise and Cavium SPDK FC Target Driver used by the storage node: 
EULA_for_SLE_for_StorageNode.txt and EULA_for_SPDK.txt. 

• If you are communicating with SDS Cloud in SSL/TLS: server certificate to import into the storage node 
 
For more information, see Installing OpenSSL to Verifying and canceling passphrases for private keys in the  
VSP One SDS Block and SDS Cloud System Administration. 

2. Create a GCP account with administrative privileges. 

3. Install the following tools in the controller node.  

The gcloud CLI is available from Google. The Terraform files are available from Terraform. 

• gcloud CLI: Version 498.0.0 or later (Available from Google.) 
• Terraform: Version 1.5.7 or later (Available from Terraform.) 
• Terraform-provider-google: Version 6.12.0 or later 
• terraform-provider-null: Version 3.2.3 or later 
• terraform-provider-random: Version 3.7.1 or later 

4. Create a Google Cloud project.  

5. Verify that the controller node can access the GCP services.  

If the controller node is a Compute Engine instance, configure it to run the gcloud CLI and Terraform (set Access 
scopes to allow full access to all cloud APIs). 

6. Create storage buckets and folders for storing error message files and dump log files.  

Go to GCP Console -> Cloud Storage -> Buckets. 

7. Create a role for storage cluster management. 

For this step and the subsequent steps, refer to VSP One SDS Cloud for GCP Setup and Configuration for details on 
the backend.auto.tfvars and terraform.tfvars files. 

8. Assign the cluster management role to the Google account created earlier in this process. 

9. Create a VPC network. 
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10. Create subnets. 

Step 3: Install prerequisite packages on the controller nodes, and configure and 
deploy controller nodes 
A controller node is required to perform cluster maintenance.  

This node is a VM where the hsds CLI and the hsdsinstall CLI is deployed if you do not use REST API for maintenance 
tasks. This node can also be an existing Linux VM, where the python WHL files are installed.  
 
Storage node options 
The following table lists the options for the SDS Cloud storage node. 

Item Option Remarks 

Instance type • n4-highmem-32 
• n4-standard-32 

• You can change the setting value only 
at the time of initial configuration. Do 
not change the setting value after initial 
configuration. The system might 
become inoperable. 

• When you create a volume with data 
reduction enabled, set the instance 
type n4-highmem-32. 

• In the case of Multi-AZ configuration, 
n4-highmem-4 is always set for 
tiebreaker node. 

• The number of threads per core is set 
to 1. 

User data drive Number of units 6 to 24 In the case of Multi-AZ configuration, no user 
data drive is created for the tiebreaker node. 

Hyperdisk 
capacity 

Mirroring 

duplication: 

1,579 GiB 

3,155 GiB 

4,730 GiB 

6,405 GiB 

8,473 GiB 

HPEC 4D+2P: 

1,480 GiB 

2,661 GiB 

3,843 GiB 

5,025 GiB 

6,650 GiB 

• When a Single-Zone configuration and 
HPEC 4D+2P are used: 6, 12, 18 

• When Single-Zone configuration and 
mirroring are used: 3, 6, 9, 12, 15, 18 

• When Multi-Zone configuration and 
mirroring are used: 2, 4, 6, 8, 10, 12, 
14, 16, 18 

 

Data encryption 
types 

• Default encryption with Google 
Cloud disk 

• User encryption key (CMEK) 
• Data at rest encryption with 

SDS Cloud 

 

Supported 
Regions 

See the Product Compatibility Guide.  

 

https://compatibility.hitachivantara.com/
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Step 4: Configure a storage cluster 
1. Log in to the Google Cloud Marketplace and search for “VSP One SDS.” 

 
 

2. Click on the product page link. 
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3. Launch the offering. 

 
 

4. Click the Download button to download configuration files. 
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5. Locate the configuration files of the in any empty directory of the controller node VM and upload them. 

 
6. Edit the backend.auto.tfvars, terraform.tfvars, and main.tf files. 

See the Hitachi Virtual Storage Platform One SDS Cloud for Google Cloud Platform v1.18 Setup and Configuration for 
details. 

7. Initialize Terraform. 

terraform init -backend-config="backend.auto.tfvars" 

8. Confirm the changes. 

terraform plan 

9. Apply the terraform plan. 

terraform apply 

Upon successful completion, storage bucket will have a text file named “Completed.” 

10. Confirm the VM instance that forms the storage cluster. 

11. Confirm the network service load balancing. 

12. Install the cluster license and the encryption license. 

Once you create the storage pool, you cannot enable Data at rest encryption.  
 

Step 5: Log in to the SDS Block UI 
1. In the web browser, enter the following URL: 

https://<<IP-address-or-corresponding-FQDN>>[:443]/hsds/ 

Specify the IP address of the load balancer confirmed in Step 3: Configure a storage cluster or the FQDN that 
corresponds to that IP address. 
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2. When the login window is displayed, enter the default username and password. 

 
3. In the Change Password window, specify a new password, and click Submit. 

Step 6: Verify the storage cluster configuration 
1. Obtain a list of event logs, and then verify that the storage cluster has started up. 

 
2. Verify the configuration. 

storage_show 

Step 7: Create initial users 
1. In the CLI or REST API, configure SSL/TLS, and then import server certificates.  

2. Create a user that belongs to the SecurityAdministrators group and a user that belongs to the ServiceAdministrators 
group. Or create one user that belongs to both groups. 

3. Change the default passwords for those users. 

4. For security purposes, invalidate the default user (userid: admin). 

5. As the ServiceAdministrators user, verify that the storage cluster has started up. 
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Step 8: Issue an authentication ticket 
1. In the CLI or REST API, as the ServiceAdministrators user, issue the authentication ticket for dumping in case of 

failure. 

2. Create an authentication ticket file. 

Step 9: Register the service ID of the storage cluster 
1. If you are performing the task from the controller node, start the terminal. 

2. Register the service ID of the storage cluster. 
 

 
 
 

 
 

3. Verify the state of the job. 

4. Verify the registered ID. 

Step 10: Set Data at rest encryption 
Data at rest encryption with the storage software (SDS Cloud) is disabled by default. If you intend to enable Data at rest 
encryption, do so before expanding a storage pool. 

For details about how to enable Data at rest encryption, see Using Data at rest encryption in VSP One SDS Block and 
SDS Cloud System Administration. 

Step 11: Expand empty storage pools 
When you configure a storage cluster, a storage pool is created. The storage pool is empty. Therefore, you must add 
drives to the storage pool. For details, see Expanding empty storage pools (Cloud) in VSP One SDS Block and SDS 
Cloud System Administration. 

1. Before you expand a storage pool, verify the logical capacity, free capacity, ID, rebuild capacity policy, and tolerable 
number of drive failures of the intended storage pool. 

2. Change the rebuild capacity policy and tolerable number of drive failures as necessary to suit your operation. 

3. Verify the status of the storage node containing the drive you want to add. 

4. Verify drive IDs. 

5. Add drives to the storage pool. 

6. Verify the state of the job by specifying the job ID. 

7. Obtain event logs to verify that the drives specified in step 5 can now be used as storage pool capacity. 

8. Obtain information about the storage pool that has the newly-added drives. 
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Reference 
VSP One SDS Cloud  

 

 

 

   

https://docs.hitachivantara.com/p/vsp-one-sds-cloud
https://docs.hitachivantara.com/p/vsp-one-sds-cloud
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