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Preface 

About this document 
This document describes storage best practices for deploying and managing Hitachi VSP 
One Block shared storage with Proxmox Virtual Environment (Proxmox VE). 

Document conventions 
This document uses the following typographic convention: 
 

Convention Description 

Bold • Indicates text in a window, including window titles, menus, 
menu options, buttons, fields, and labels.  Example: Click OK.  

• Indicates emphasized words in list items. 

Italic Indicates a document title or emphasized words in text.  

Monospace Indicates text that is displayed on screen or entered by the user.  

Example: pairdisplay -g oradb 

Intended audience 
This document is intended for customers, field teams, virtualization and storage 
administrators, infrastructure consultants, and solution architects responsible for planning or 
managing Proxmox VE clusters with Hitachi block storage. 

Accessing product downloads 
Product software, drivers, and firmware downloads are available on Hitachi Vantara Support 
Connect:  https://support.hitachivantara.com/.  
 
Log in and select Product Downloads to access the most current downloads, including 
updates that may have been made after the release of the product. 
 

Getting Help 
Hitachi Vantara Support Connect is the destination for technical support of products and 
solutions sold by Hitachi Vantara. To contact technical support, log on to Hitachi Vantara 
Support Connect for contact information: https://support.hitachivantara.com/en_us/contact-
us.html. 

https://support.hitachivantara.com/
http://support.hitachivantara.com/
https://support.hitachivantara.com/en_us/contact-us.html
https://support.hitachivantara.com/en_us/contact-us.html
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Hitachi Vantara Community is a global online community for customers, partners, 
independent software vendors, employees, and prospects. It is the destination to get 
answers, discover insights, and make connections. Join the conversation today! Go to 
community.hitachivantara.com, register, and complete your profile. 

Feedback 
Hitachi Vantara welcomes your feedback. Please share your thoughts by sending an email 
message to Docs-Feedback@hitachivantara.com. To assist the routing of this message, use 
the document number in the subject and the title of this document in the text. 
 
Thank you! 
 

  

http://community.hitachivantara.com/
http://community.hitachivantara.com/
mailto:Docs-Feedback@hitachivantara.com
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Overview 
Hitachi Virtual Storage Platform (VSP) One Block provides shared storage for clustered 
virtualized environments that require resilient host connectivity, consistent storage access, 
and predictable operational management. 
 
The guide covers Fibre Channel and iSCSI connectivity, Linux multipath, shared LVM-
backed storage, direct-attached dedicated VM disks, virtual machine lifecycle operations, 
high availability, data protection, capacity management, automation, and troubleshooting. It 
complements the Integrating Hitachi VSP One Block Shared Storage with Proxmox VE 
Reference Architecture Guide. The reference architecture describes the validated solution 
and use cases; this guide provides the corresponding design and operational best practices. 

 

 
Figure 1: Proxmox VE cluster connectivity to Hitachi VSP One Block storage over iSCSI and Fibre Channel 

Solution scope, validation basis, and storage models 
The best practices in this guide are based on a three-node Proxmox VE cluster using Hitachi 
VSP One Block shared storage. The validated architecture uses Linux multipath on the 
Proxmox VE nodes to manage VSP One Block volumes before they are configured for use 
with Proxmox VE. 
 
This guide separates validated behavior from design guidance. Validated behavior refers to 
workflows tested in the lab configuration. Design guidance refers to storage practices aligned 
with Proxmox VE documentation, Hitachi storage design principles, and common SAN 
operational practices. The recommended design should be validated in the customer 
environment prior to production deployment.  
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Validated lab configuration: 
 
Component Validated configuration 
Virtualization platform Proxmox VE 9.1.1 
Cluster size Three Proxmox VE nodes 
iSCSI storage system Hitachi VSP One Block 28 
Fibre Channel storage system Hitachi VSP One Block 85 
Host path management Linux multipath 
Guest OS used for validation Red Hat Enterprise Linux 9.7 
 
Validated storage configuration: 
 
Storage 
configuration Storage model Protocol Proxmox VE storage model 

hitachi-iscsi-shared Hitachi VSP One 
Block 28 iSCSI Shared LVM-backed Proxmox 

VE storage 

hitachi-fc-shared Hitachi VSP One 
Block 85 Fibre Channel Shared LVM-backed Proxmox 

VE storage 

Direct-attached 
dedicated VM disks 

Hitachi VSP One 
Block 28 and VSP 
One Block 85 
 

Fibre Channel 
and ISCSI 

Raw LUNs attached directly to a 
VM through stable Linux 
multipath device identities 

 

Note: The protocol-to-storage-system mappings reflect the validated lab configuration only. 
These mappings do not imply limitations on the protocols supported by either storage system 
or by other VSP One Block models. For production deployments, confirm the supported 
protocols, port configuration, licensing, firmware levels, host mode settings, and product 
support requirements for the applicable VSP One Block model and SVOS version. 
 
Storage consumption models: 

 
Proxmox VE supports both KVM-based virtual machines and Linux containers. This guide 
focuses on KVM-based virtual machine lifecycle operations using Hitachi VSP One Block. 
Container storage consumption depends on the selected Proxmox VE storage backend and 
supported content type. Container lifecycle workflows such as snapshot, clone, backup, 
restore, migration, and high-availability should be validated separately when containers are 
part of the production design. 

Storage model Description Validated workflows 

Shared LVM-backed 
Proxmox VE storage 

Proxmox VE-
managed storage 
backed by a 
shared LVM 
volume group. 

VM provisioning, live migration, active I/O 
migration, snapshot rollback, full clone, 
backup and restore, and restart-based HA. 

Direct-attached dedicated 
VM disks 

One or more raw 
FC or iSCSI LUNs 
attached directly to 
a VM through 
stable Linux 
multipath device 
identities. 

Use as VM boot, application, or data disks; 
live migration when the same multipath LUN is 
presented to every participating node and the 
disk is configured with shared=1. 
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Ceph, ZFS, NFS, SMB, NVMe-oF, Proxmox Backup Server architecture, automated storage 
replication, global-active device, ransomware recovery, immutable recovery, and third-party 
backup integrations were not part of this validation.  
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Storage architecture and consumption guidance 
Proxmox VE provides the virtualization and cluster management layer. Hitachi VSP One 
Block provides persistent block storage for virtual machines. Linux multipath provides 
redundant path management and stable block device identities on the Proxmox VE nodes. 
 
For any VM disk that must remain available after migration, restart, or HA recovery, present 
the corresponding Hitachi volume consistently to every eligible Proxmox VE node. Each 
node must discover the same volume through Linux multipath. This requirement applies 
whether the VM uses shared LVM-backed storage or direct-attached LUNs. The design must 
account for LUN presentation, Fibre Channel zoning or iSCSI connectivity, multipath 
configuration, and the selected VM storage model. 

Shared LVM-backed Proxmox VE storage 
In the shared LVM model, Hitachi VSP One Block volumes are presented to Proxmox VE 
node, discovered through Linux multipath, initialized as LVM physical volumes, organized 
into an LVM volume group, and registered in Proxmox VE as shared LVM storage. 
In the validated configuration, shared LVM-backed VM disks supported VM creation, guest 
boot, live migration, migration during active guest I/O, snapshot rollback, backup and restore, 
full cloning, and restart-based HA. Linux multipath provided storage path resiliency for the 
underlying Hitachi volumes. 
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Figure 2: Shared LVM-backed Proxmox VE storage model using VSP One Block shared volumes, Linux 
multipath, and LVM. 

Direct-attached dedicated VM disks 
Direct-attached dedicated VM disks provide an alternative storage model where a VM disk 
requires one-to-one alignment with a dedicated Hitachi volume. A direct-attached Fibre 
Channel or iSCSI LUN can serve as a VM boot, application, or data disk. This alignment 
extends applicable VSP One Block functionality to the individual VM disk level. 
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Figure 3: Direct-attached dedicated VM disk model using dedicated Hitachi LUNs and stable Linux multipath 
device identities. 
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Proxmox VE cluster foundation best practices 
Before introducing shared storage, confirm that the Proxmox VE cluster is fully deployed and 
operational. Establishing cluster readiness first helps distinguish cluster, network, or time-
synchronization issues from shared-storage configuration issues. 

1. Install the same, supported Proxmox VE version on all cluster nodes.  

2. Confirm consistent node naming and DNS resolution.  

3. Confirm management IP address consistency and network reachability between nodes.  

4. Confirm time synchronization across all nodes.  

5. Confirm that the cluster is healthy, quorate, and all expected nodes are online.  

6. Confirm that required host packages are installed on each node.  

7. Record hostname, management IP address, iSCSI initiator IQN, Fibre Channel WWPNs 
where applicable, and intended storage access role of each host node.  

8. Create or boot a baseline VM to confirm guest console access, guest networking, and 
basic VM lifecycle operations before introducing shared storage. 

Confirm cluster readiness 
Run pvecm status from a Proxmox VE cluster node and timedatectl on each cluster node: 
 

pvecm status 
 
timedatectl 

 
Confirm that Quorate is reported as Yes, all expected nodes appear under Membership 
information, and the system clock is synchronized on every node. 
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Hitachi volume and LUN provisioning best 
practices 

Provision Hitachi volumes with clear workload purpose, consistent host access, and 
predictable operational ownership. For shared LVM-backed storage and direct-attached 
dedicated VM disks, present each required Hitachi volume consistently to every eligible 
Proxmox VE node that may host, migrate, restart, or recover the VMs that use it. 

Shared LVM-backed storage provisioning 
• Use dedicated Hitachi volumes for Proxmox VE shared storage and keep shared 

storage separate from unrelated workloads.  

• Use separate Proxmox VE storage objects when workload separation, protocol 
separation, service-level separation, capacity management, or operational ownership 
is required. 

• For most deployments, use one appropriately sized Hitachi volume for each LVM 
volume group. This provides the simplest operational model for storage mapping, 
capacity management, monitoring, troubleshooting, and VM lifecycle operations. 

• When additional storage capacity is required, expanding the existing Hitachi volume 
is the preferred approach supported by the deployed Hitachi storage platform and 
operational policy. After expansion, confirm the updated device size across every 
eligible node, Linux multipath, LVM, and Proxmox VE before allocating  additional 
capacity. 

• Provision additional shared LVM volume groups and Proxmox VE storage objects 
when workload isolation, operational ownership, service-level separation, or 
independent capacity management is required. 

 
By default, LVM creates linear logical volumes and does not stripe data across physical 
volumes. When a volume group contains multiple physical volumes, LVM generally uses 
available extents from one physical volume before allocating extents from another. A logical 
volume can span multiple physical volumes when additional capacity is required. Use 
available capacity in the existing physical volumes before adding another Hitachi volume. If 
striping is required, configure it explicitly and validate the design. 

Direct-attached dedicated VM disk provisioning 
• Use one dedicated Hitachi volume for each direct-attached VM disk that requires 

one-to-one VM-disk-to-storage-volume alignment. A direct-attached Fibre Channel or 
iSCSI LUN can serve as a VM boot, application, or data disk. 

• Present each dedicated volume to every Proxmox VE node that may host, migrate, 
manually restart, or HA-restart the VM. Keep the corresponding host group, server 
object, iSCSI target, and LUN presentation configuration consistent across all eligible 
nodes. 
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• Confirm that the same Hitachi volume WWID is visible through Linux multipath on 
every eligible node before mapping the volume to the VM. 

• Reserve the dedicated volume for direct attachment to the VM. Do not initialize it as 
a host-side LVM physical volume, create a host file system or mount point on it, or 
register it as a Proxmox VE storage backend. 

• Map the volume by using its stable /dev/disk/by-id/dm-uuid-mpath-<WWID> identity. 
Configure shared=1 only after confirming that the same volume is accessible through 
Linux multipath on every eligible node. 
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Host access, host groups, and LUN 
presentation best practices 

Host mode and Host Mode Option (HMO) settings are configured on the Hitachi storage 
system, not in Proxmox VE. In both shared LVM-backed storage and direct-attached 
dedicated VM disk configurations, the Hitachi volumes are accessed through the Proxmox 
VE Linux host I/O stack.  
 
For Proxmox VE hosts connected to VSP One Block 28 or VSP One Block 85, use host 
mode 00 [Standard] and HMO 2, 22, 25, and 68. Do not use VMware-specific host modes or 
HMO. Before production use, confirm the required settings for the specific storage system 
model, SVOS version, protocol, host operating system, and workload. For more information, 
see Hitachi host modes and host mode options. 
 

• Register every eligible Proxmox VE node. 

• Use WWPN-based access for Fibre Channel. 

• Use IQN-based access for iSCSI. 

• Present the same shared volumes to all eligible Proxmox VE nodes. 

• Confirm redundant storage paths before configuring LVM. 

• Confirm that each node sees the same shared Hitachi volume through Linux 
multipath. 

• Create host-side LVM objects only after the intended Hitachi volume is visible 
through Linux multipath on all eligible Proxmox VE nodes. 

• Where practical, use the same LUN ID for a shared volume across all eligible 
Proxmox VE nodes to simplify storage identification and troubleshooting. 

• Maintain a storage-mapping record for each Hitachi volume that includes its host 
group or server object, host mode and HMOs, LUN ID, storage-port identifiers, 
WWID, and the Proxmox VE nodes that can access it.  

  

https://docs.hitachivantara.com/r/en-us/mk-90rd7037/latest/host-modes-and-host-mode-options/host-modes-and-host-mode-options-for-vsp-one-block-20
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Fibre Channel SAN design and zoning best 
practices 

For Fibre Channel-backed Proxmox VE storage, use a resilient SAN design with redundant 
fabrics, consistent zoning, consistent host group mappings, and consistent LUN 
presentation. Fibre Channel storage must be visible through Linux multipath on every 
Proxmox VE node that may host, migrate, restart, or recover a VM. 
 

• Use redundant Fibre Channel fabric, where available. 

• Configure paths from multiple host HBA ports, across redundant SAN fabrics, to 
multiple Fibre Channel ports on the Hitachi storage system. 

• Use single-initiator zoning as the preferred zoning model unless the SAN standard at 
the customer site supports an equivalent model such as Brocade Peer Zoning or 
Cisco Smart Zoning. 

• Avoid multi-initiator zoning.  A faulty initiator can affect other initiators in the same 
zone. 

• Present the same shared LUNs to all eligible Proxmox VE nodes. 

• Keep host group or server mappings consistent across eligible nodes. 

• Design for two to four usable paths per LUN for most environments, unless the 
validated design requires otherwise. 

• Keep HBA queue depth and related queue settings at their vendor-recommended 
defaults unless a change is recommended by Hitachi Support or validated through 
performance testing. 

• Validate path visibility using the command multipath -ll before creating LVM or 
attaching direct disks to VMs. 

• Maintain a Fibre Channel configuration record that includes the initiator WWPNs, 
storage-port WWPNs, zoning configuration, host groups, LUN IDs, volume WWIDs, 
and eligible Proxmox VE nodes  

Confirm FC HBA state 
ls /sys/class/fc_host 
 
for h in /sys/class/fc_host/host*; do 
  echo "=== $h ===" 
  echo -n "Port name: " 
  cat $h/port_name 
  echo -n "Port state: " 
  cat $h/port_state 
  echo -n "Speed: " 
  cat $h/speed 
done 
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Example expected output: 
 

=== /sys/class/fc_host/host16 === 
Port name: <WWPN-1> 
Port state: Online 
Speed: 32 Gbit 
 
=== /sys/class/fc_host/host17 === 
Port name: <WWPN-2> 
Port state: Online 
Speed: 32 Gbit 

 
Rescan the SCSI bus and refresh multipath 

for host in /sys/class/scsi_host/host*; do 
  echo "- - -" > $host/scan 
done 
 
udevadm settle 
systemctl restart multipathd 
 
multipath -r 
multipath -ll 
 
lsblk 
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iSCSI network and session design best 
practices 

For iSCSI-backed Proxmox VE storage, separate iSCSI storage traffic from management, 
cluster, and VM traffic. Use redundant host network paths and redundant Hitachi target 
paths, so that a single network port, adapter, switch path, or target path event does not 
remove storage access from the Proxmox VE node. 
 

• Separate iSCSI storage traffic from management, cluster, and VM traffic  

• Use multiple host iSCSI interfaces or IP paths, and multiple Hitachi target IP paths. 

• Use separate VLANs or subnets for independent iSCSI paths supported by the 
customer network design. 

• Keep VLAN, IP, routing, and MTU settings consistent across all nodes. 

• Use the default MTU size of 1500 unless the storage network has been specifically 
designed, configured, and validated for jumbo frames. Use MTU 9000 when the 
Proxmox VE host interfaces, VLANs, switches, routing path, and Hitachi iSCSI target 
ports are configured consistently and validated end to end. 

• Discover the same iSCSI target portals and configure automatic login on all eligible 
Proxmox VE nodes. 

• Do not use network bonding, port channel, or LAG as a replacement for Linux 
multipath. Multipath should manage redundant iSCSI storage paths. 

• Validate sessions using the iscsiadm -m session commabd and validate device paths 
with the multipath -ll command before creating LVM. 

Confirm the local iSCSI initiator name 
cat /etc/iscsi/initiatorname.iscsi 

Discover the Hitachi iSCSI target portals 
iscsiadm -m discovery -t sendtargets -p <iscsi-target-ip-1> 
iscsiadm -m discovery -t sendtargets -p <iscsi-target-ip-2> 
iscsiadm -m node 

Enable automatic login and validate sessions 

iscsiadm -m node -o update -n node.startup -v automatic 
iscsiadm -m node --loginall=all 
iscsiadm -m session 

Validate multipath 
multipath -ll 
lsblk 
ls -l /dev/disk/by-id/ | grep dm-uuid-mpath 
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Linux multipath configuration best practices 
Linux multipath should be configured consistently on each Proxmox VE node that 
participates in the placement, migration, restart, recovery, or high availability of a virtual 
guest (VM or container). Multipath must be active before a shared Hitachi volume is 
consumed by LVM. For the direct-attached disk workflow validated in this guide, multipath 
must also be active before a dedicated Hitachi volume is attached directly to a KVM VM. 

• Configure Linux multipath on every eligible Proxmox VE node before creating an 
LVM physical volume. 

• Use the applicable Hitachi-recommended Linux Device Mapper Multipath settings for 
VSP One Block volumes presented through iSCSI or Fibre Channel, and apply them 
consistently on every eligible Proxmox VE node.  

• Exclude local boot and local NVMe devices from multipath. 

• Validate that the same Hitachi volume WWID is visible on every eligible node. 

• Create LVM physical volumes on stable multipath devices, not on individual /dev/sdX 
paths. 

• Use stable /dev/disk/by-id/dm-uuid-mpath-<WWID> paths for direct-attached 
dedicated VM  disks. 

• Auto-generated names such as /dev/mapper/mpatha can be used for local validation. 
Use the volume WWID in configuration records because it provides a consistent 
identifier across Proxmox VE nodes. 

• Use custom multipath aliases only when each alias is mapped to the same WWID on 
every Proxmox VE node that accesses the shared LUN. Document and maintain 
these mappings consistently across the cluster. 

• Run the multipath -ll command to verify the multipath device and path status after 
initial LUN presentation, a host reboot, iSCSI login, fibre channel rescan, zoning or 
LUN-masking configuration changes, or path recovery. 

Install required host packages 
apt update 
apt install -y multipath-tools open-iscsi sg3-utils 

 
Enable the multipath service 

 
systemctl enable --now multipathd  
systemctl status multipathd --no-page 

 

For iSCSI deployments only  
apt install -y open-iscsi  
systemctl enable --now iscsid  
systemctl status iscsid --no-pager 

 
The open-iscsi package and iscsid service are required only on Proxmox VE nodes that use 
iSCSI. They are not required for Fibre Channel-only deployments. 
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Update /etc/multipath.conf file on each Proxmox VE 
node 
Update the /etc/multipath.conf file on all Proxmox VE nodes with the following configuration. If the 
file does not exist, create it. 

defaults { 

    find_multipaths yes 

    user_friendly_names yes 

} 

blacklist { 

} 

devices { 

    device { 

        vendor "HITACHI" 

        product "OPEN-*" 

        path_grouping_policy "multibus" 

        path_checker "tur" 

        features "0" 

        no_path_retry 10 

        hardware_handler "0" 

        prio "const" 

        rr_weight "uniform" 

    } 

} 

 
Note: Where required, add site-specific device-exclusion rules to prevent local or unsupported 
devices from being managed by Linux multipath. Verify that these rules do not exclude Hitachi VSP 
One Block volumes intended for multipath management.  
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Reload and validate multipath 

multipathd reconfigure 

multipath -r 

systemctl status multipathd --no-pager 

 

multipath -ll 

lsblk 

ls -l /dev/disk/by-id/ | grep dm-uuid-mpath 
 

Use Linux multipath devices for shared LVM-backed storage. For direct-attached dedicated VM 
disks, use the persistent /dev/disk/by-id/dm-uuid-mpath-<WWID> path. Individual /dev/sdX paths are 
not persistent and can change after a host reboot, storage rescan, or path event. 

 

Note: The Hitachi shared volume appears in multipath output only after storage-side presentation 
and protocol-specific discovery are complete. For iSCSI, this includes target discovery and login. For 
Fibre Channel, this includes zoning, host mapping, LUN masking, SCSI rescan, and multipath 
refresh. 
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Shared LVM-backed Proxmox VE storage best 
practices 

When using shared LVM-backed storage in Proxmox VE, present the Hitachi shared 
volumes to all  nodes, claim them through Linux multipath, initialize them as LVM physical 
volumes, organize them into volume groups, and register the volume groups in Proxmox VE 
as shared LVM storage. 
 
For Hitachi VSP One Block volumes presented through Fibre Channel or iSCSI, use the 
Proxmox VE LVM storage backend with the Shared option enabled after confirming that the 
same multipath LUN and volume group are accessible from each cluster node. LVM-thin is 
not a supported cluster-shared storage option for this design. 
 
VSP One Block provides the shared block volume and array-side capacity, performance, 
monitoring, and storage-efficiency services. Proxmox VE consumes the volume through 
Linux multipath and the LVM storage backend. 

• Use standard shared LVM for Hitachi iSCSI or Fibre Channel shared block storage. 

• Do not use LVM-thin for the shared Hitachi cluster datastore model. 

• Create LVM physical volumes on stable Linux multipath devices. 

• Run the pvcreate and vgcreate commands from one designated Proxmox VE node. 

• Refresh LVM metadata on the remaining nodes as needed and confirm that the 
existing volume group is visible before creating or migrating VMs. After the storage is 
marked as shared, rely on the Proxmox VE LVM backend for cluster-wide locking. 

• Mark the Proxmox VE storage object as shared only after confirming that the same 
backing Hitachi volume is visible through Linux multipath on all eligible nodes. 

• Keep iSCSI-backed and Fibre Channel-backed storage in separate LVM volume 
groups and separate Proxmox VE storage objects. 

• Use descriptive Proxmox VE storage IDs that identify the storage protocol and LVM 
backend, such as hitachi-iscsi-shared and hitachi-fc-shared. 

• Before using the shared LVM storage for production workloads, run pvecm status, 
pvs, vgs, lvs, multipath -ll, and lsblk to verify cluster health, LVM configuration, and 
storage visibility on every eligible Proxmox VE node. 

• Do not attach the same LVM logical volume (VM disk) concurrently to multiple 
running VMs unless the guest operating systems, applications, and filesystems are 
explicitly designed for shared-disk clustering. 

Shared LVM operational guidance 
Operation Guidance 
Configuration 

• Use standard LVM on the stable Linux 
multipath device. 
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Operation Guidance 
• Create the physical volume and volume 

group  from a designated Proxmox VE 
node. 

• Confirm that the same multipath device 
and volume group are visible on every 
eligible node. 

• When adding the LVM storage to Proxmox 
VE, select the Shared option after 
confirming that the same multipath LUN 
and volume group are accessible from 
every eligible cluster node. 

Cloning 
• Use the Proxmox VE full-clone workflow 

when an independent VM copy is 
required. 

• Standard LVM does not support linked 
clones. 

• Confirm that the volume group has 
sufficient free capacity before starting the 
full clone. 

Snapshots 
• For the validated Proxmox VE 9.1.1 

configuration, enable Allow Snapshots as 
Volume-Chain before creating VM disks 
that require snapshot support. 

• Validate snapshot creation and rollback 
using a test VM. 

• Do not use snapshots as a replacement 
for backups. 

Expansion 
• Expand the Hitachi volume. 

• Rescan the device and refresh the 
multipath device size on every eligible 
Proxmox VE node. 

• Update the LVM physical-volume capacity 
once from a designated node. 

• Confirm that the increased volume-group 
capacity is visible across all eligible nodes 
before allocating additional space. 

• Validate the complete expansion workflow 
before using it in production. 
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Validate shared LVM visibility in Proxmox VE 
Before placing production VMs, confirm that each Proxmox VE node detects the same Hitachi 
WWID through Linux multipath, reports consistent physical-volume and volume-group identities and 
capacity, and shows the Proxmox VE storage object as active. Perform migration and HA validation 
only after consistent cluster-wide visibility is confirmed. 
 

 
Figure 4. Hitachi-backed shared LVM storage visible across all three Proxmox VE nodes. 
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Direct-attached dedicated VM disk best 
practices 

Direct-attached dedicated VM disks provide an alternative storage model when one-to-one 
alignment between a VM disk and a dedicated Hitachi volume is required. A direct-attached 
Fibre Channel or iSCSI LUN can serve as a VM boot, application, or data disk. Unlike a disk 
created on a Proxmox VE storage backend, the LUN is presented to the eligible Proxmox VE 
nodes, claimed through Linux multipath, and mapped to the VM as a raw SCSI disk. 
 
Create the KVM virtual machine, present each dedicated Hitachi volume to every eligible  
Proxmox VE node, verify the volume through Linux multipath, and map it to the VM using its 
stable multipath by-id identity. The guest operating system manages the partitions, 
filesystems, boot configuration, mount points, and data on the disk. 
 
Note: This validated workflow applies to KVM virtual machines. Direct attachment to 
Proxmox VE containers was not validated and is outside the scope of this guide. 
 
Boot-disk consideration: A direct-attached LUN can be used as the VM boot disk; however, 
its lifecycle differs from that of a Proxmox VE-managed disk. In the tested raw-LUN 
configuration, Proxmox VE snapshot creation and the standard full-clone workflow were 
unavailable for direct-attached VM disks. If a direct-attached boot disk is excluded from 
backup, the backup does not contain the VM operating system. Before production use, 
validate backup, restore, cloning, expansion, migration, HA restart, and recovery procedures 
for the complete VM. 
 

• Use one dedicated Hitachi volume for each direct-attached VM disk. A direct-
attached LUN can be assigned as the VM boot, application, or data disk. 

• Present the dedicated volume to every Proxmox VE node that may host, migrate, 
manually restart, or HA-restart the VM. 

• Use the stable /dev/disk/by-id/dm-uuid-mpath-<WWID> device identity when 
mapping the disk. Do not use host /dev/sdX names because device enumeration can 
change. 

• Before mapping the volume, confirm that it is not being used as a host-side LVM 
physical volume, filesystem, mount point, or Proxmox VE storage object. 

• Use custom multipath aliases only when the same alias-to-WWID mapping is 
configured consistently on every eligible node and is documented. 

• Set shared=1 on a direct-attached VM disk only after verifying that the same 
multipath LUN, identified by the same WWID, is accessible on every Proxmox VE 
node eligible to run the VM. This setting informs Proxmox VE that the disk is already 
accessible from those nodes; it does not present the LUN or configure Linux 
multipath. 

• Do not attach the same volume concurrently to multiple running VMs unless the 
guest operating systems, applications, and filesystems are explicitly designed for 
shared-disk clustering. 

• Validate guest disk discovery, partition and filesystem visibility, mount behavior, and 
read/write activity before production use. 
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• Validate live migration, active-I/O migration, manual restart, and the planned HA 
workflow before relying on this storage model. 

• Define backup, restore, cloning, expansion, and recovery procedures appropriate to 
the role of each direct-attached VM disk. 

• Document the VM ID, guest disk name, Hitachi volume ID, WWID, stable by-id path, 
eligible nodes, backup scope, and recovery owner. 

Map direct-attached dedicated disks to a VM 

Create the VM configuration without a Proxmox VE-managed disk. Present each dedicated 
Hitachi LUN to every Proxmox VE node eligible to run the VM, and verify that the same 
WWID is visible through Linux multipath on each node. Map each LUN to the VM by using its 
stable Linux multipath by-id path. 
 
A direct-attached LUN can be used as a VM boot, application, or data disk. In this example, 
a 200 GB LUN is mapped to scsi0 as the VM boot disk, and two 100 GB LUNs are mapped 
to scsi1 and scsi2 as data disks.  

 
qm set <vmid> --scsihw virtio-scsi-single 
 
qm set <vmid> \ 
  --scsi0 /dev/disk/by-id/dm-uuid-mpath-<BOOT-WWID>,shared=1 
  
 
qm set <vmid> \ 
  --scsi1 /dev/disk/by-id/dm-uuid-mpath-<DATA-WWID-1>,shared=1 
  
 
qm set <vmid> \ 
  --scsi2 /dev/disk/by-id/dm-uuid-mpath-<DATA-WWID-2>,shared=1 
qm set <vmid> --boot 'order=scsi0' 

 
 
Set shared=1 only after verifying that the same multipath LUN, identified by the same WWID, 
is accessible on every eligible Proxmox VE node. This setting informs Proxmox VE that the 
disk is already accessible from those nodes; it does not present the LUN or configure Linux 
multipath. 
 
When a direct-attached LUN is used as the VM boot disk, map it to scsi0 and include scsi0 in 
the VM boot order. During operating-system installation, select only the intended boot LUN 
as the installation destination and leave the direct-attached data LUNs unmodified. 
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Figure 5. Proxmox VE VM Hardware view showing a 200 GB direct-attached boot disk on scsi0 and two 100 
GB direct-attached data disks on scsi1 and scsi2, mapped through stable Linux multipath by-id paths. 

Validate the direct-attached disks inside the VM 
In the guest operating system, confirm that the direct-attached disks are detected with the 
expected capacities. In this example, the 200 GB boot disk contains the guest operating 
system, and the two 100 GB direct-attached data disks are partitioned and mounted at /data-
direct01 and /data-direct02.  
 
Configure partitions, filesystems, and mount points according to the guest operating system 
and application requirements. Repeat disk discovery and capacity validation after live 
migration, VM restart, and storage path recovery. 
 

Figure 6. RHEL guest operating system view confirming the 200 GB direct-attached boot disk and two 100 
GB direct-attached data disks mounted at /data-direct01 and /data-direct02.  
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Direct-attached VM disk operational guidance 

Operation Guidance 

Configuration 

• Provision one dedicated Hitachi volume for each direct-attached VM 
disk. 

• Present the volume to every eligible Proxmox VE node and confirm 
consistent WWID visibility through Linux multipath. 

• Map the volume using its stable /dev/disk/by-id/dm-uuid-mpath-
<WWID> path. 

• Set shared=1 only after confirming that the same multipath LUN, 
identified by the same WWID, is accessible from every eligible node. 
This setting identifies the disk as already accessible; it does not 
present the LUN or configure Linux multipath. 

• When the LUN is used as the VM boot disk, map it to the intended 
system-disk slot and include it in the VM boot order. 

• Do not initialize the direct-attached volume as a host-side LVM 
physical volume or volume group, and do not register it as a Proxmox 
VE storage backend. 

Cloning 

• In the tested direct-attached raw-LUN configuration, the standard 
Proxmox VE full-clone workflow was not available while direct-
attached VM disks were attached. 

• When an independent copy of a VM using direct-attached disks is 
required, use a separately designed and validated backup-and-restore, 
guest/application, or Hitachi storage-side copy workflow. 

• Provision separate Hitachi volumes for the destination VM, present 
them to every eligible Proxmox VE node, and map them using their 
unique stable Linux multipath identities. 

• Validate the VM boot process, disk identities, filesystems, mount 
configuration, and application consistency before operating the source 
and destination VMs concurrently. 

Snapshots 

• In the tested direct-attached raw-LUN configuration, Proxmox VE 
snapshot creation was not available for direct-attached VM disks. 

• If Proxmox VE-managed snapshot rollback is required, use shared 
LVM-backed storage as the VM’s storage model. 

• When storage-side protection is required, use VSP One Block 
snapshot capabilities through a separately designed and validated 
application-consistent workflow. 

Expansion • Use VSP One Block Administrator to expand the Hitachi volume 
assigned to the direct-attached VM disk. 
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Direct-attached dedicated VM disks are not managed through a Proxmox VE storage 
backend. Each Hitachi volume is presented to all eligible Proxmox VE nodes, claimed 
through Linux multipath, and mapped to the VM using its stable multipath device identity. 
Lifecycle operations for these disks differ from those for Proxmox VE-managed shared LVM 
disks. 

  

• Rescan the block device and refresh its Linux multipath size on every 
eligible Proxmox VE node. 

• Inside the guest operating system, rescan the disk and extend the 
partition, guest LVM layer, and filesystem as applicable. 

• Confirm the updated capacity and read/write access. 

• Validate the complete expansion workflow before production use. 
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Virtual machine placement and lifecycle best 
practices 

For the default design, use a single storage model for each VM. Place all VM disks either in 
the same shared LVM storage object or use one or more direct-attached dedicated VM 
disks. Mixing shared LVM and direct-attached disks within the same VM is technically 
possible, but should be limited to documented workload requirements for which the complete 
lifecycle workflow has been validated. 
 

• Ensure that each direct-attached volume is accessible through a consistent Linux 
multipath identity on every Proxmox VE node eligible to run the VM. 

• Avoid local-only storage dependencies for VMs that require live migration or HA 
restart. 

• Remove local ISO images, CD/DVD devices, and local-disk dependencies from HA-
managed VMs. 

• Confirm that every VM disk is associated with its intended shared LVM storage 
object or direct-attached LUN. 

• Confirm that the guest operating system installs and boots successfully from the 
configured system disk. 

• Inside the guest operating system, confirm that each expected disk is detected with 
the correct capacity and that the intended partitions, filesystems, and mount points 
are available. 

• Perform read/write testing on the intended guest filesystem before testing migration, 
backup, snapshots, cloning, or HA operations. 

• For direct-attached VM disks, repeat disk-discovery and read/write validation after 
migration, VM restart, and storage path failure and recovery. 

• Document the VM ID, SCSI slot, volume WWID, disk role, guest device or mount 
point, eligible nodes, backup method, and recovery owner for each direct-attached 
volume. 
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Live migration and active-I/O migration best 
practices 

Validate live migration only after VM creation, guest boot, guest filesystem validation, and 
basic read/write testing are complete. Live migration and active-I/O migration were validated 
for VMs using shared LVM-backed Proxmox VE storage. Live migration was also validated 
for a VM using direct-attached boot and data LUNs when the same multipath LUNs were 
presented to the participating nodes and configured with shared=1. 

• Validate normal live migration before active-I/O migration. 

• Validate active guest write activity during migration. 

• Confirm the VM remains reachable after migration. 

• Confirm guest disks remain visible after migration. 

• Confirm guest filesystems remain mounted after migration. 

• Confirm post-migration write validation succeeds. 

• After migration, confirm that every VM disk remains accessible through its intended 
storage model. For shared LVM disks, verify the Proxmox VE storage object. For 
direct-attached disks, verify the expected WWID and Linux multipath device. 

• For direct-attached dedicated VM disks, confirm that the same multipath LUN, 
identified by the same WWID, is visible on both the source and destination nodes. 

• Migrate VMs with direct-attached dedicated disks only to nodes that have access to 
the backing Hitachi volumes. 

• Record migration results, observed downtime, and any storage or guest operating 
system errors. Host-side migration validation. 
qm status <vmid> 
qm config <vmid> 
multipath -ll 
pvesm status 

 
Guest-side active-I/O validation 
lsblk 
df -h 
timeout 10m sh -c 'while true; do date >> 
/mnt/<mountpoint>/active-io-test.log; sleep 1; done' 

 
Run the active-I/O test only on a designated test filesystem. After migration, confirm that the 
VM remains reachable, the filesystem remains mounted, and the test log continues to 
receive updates. 
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Storage path resiliency best practices 
Use Linux Device Mapper Multipath for Hitachi volumes presented to Proxmox VE hosts 
through multiple Fibre Channel or iSCSI paths. Multipath presents these paths as a single 
storage device and maintains access during a path failure by routing I/O through the 
remaining active paths.  

• Configure at least two redundant storage paths from every Proxmox VE node to each 
shared Hitachi volume. 

• Distribute redundant paths across separate host interfaces, switches or fabrics, and 
VSP One Block storage ports to minimize common points of failure. 

• For Fibre Channel configurations, use separate HBA ports and SAN fabrics for 
redundant paths. 

• For iSCSI configurations, use separate host network interfaces and network paths to 
redundant VSP One Block target ports. Isolate iSCSI storage traffic from general-
purpose network traffic. 

• Install, enable, and configure Linux Device Mapper Multipath on each Proxmox VE 
node. 

• Apply the applicable Hitachi-recommended Linux Device Mapper Multipath settings 
for VSP One Block volumes consistently on every Proxmox VE cluster node.  

• Resolve missing, failed, or inconsistent paths before configuring shared LVM storage 
or mapping a direct-attached disk to a VM. 

• Configure shared LVM storage and direct-attached VM disks by using stable Linux 
multipath device identities 

• Configure path timeout and retry behavior according to the supported Hitachi and 
Linux multipath recommendations and the workload recovery requirements. 

• Monitor multipath health and generate alerts when a path fails, recovers, or remains 
unavailable. 

• Treat the loss of a storage path as a degraded condition, even when I/O continues 
through the remaining paths. 

• Verify single-path failover before production deployment and after changes to host 
interfaces, switches, SAN fabrics, storage ports, zoning, network configuration, 
firmware, or multipath settings. 

• Validate fibre channel and iSCSI path resiliency separately when both protocols are 
used. 

• Perform resiliency testing under an approved change plan with representative guest 
I/O active. Test one path failure at a time and confirm that guest storage access 
remains available through the remaining healthy paths. 

• Restore full path redundancy after testing and confirm that all expected paths return 
to a healthy state. 

• Review host, multipath, and storage logs for path, timeout, or I/O errors before 
returning the environment to normal operation. 

• Document the expected path count, host interfaces, switches or fabrics, storage 
ports, and recovery procedures for each production storage configuration. 
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Snapshot rollback best practices 
Proxmox-managed snapshot rollback was validated on shared LVM-backed Proxmox VE 
storage after enabling the applicable Proxmox VE volume-chain snapshot capability. 
Snapshot capability should be treated as a design-time storage decision because VM disks 
created before enabling the required option may not support the intended snapshot workflow. 

• Use Proxmox VE snapshots as short-term operational rollback points before planned 
guest operating system updates, application updates, configuration changes, or other 
controlled maintenance activities. Do not treat snapshots as a replacement for 
backup or application-consistent data protection. 

• Treat snapshot support as a design-time decision for each Proxmox VE storage 
object. 

• Enable snapshot support for shared LVM-backed storage where the workflow is 
required and validated. 

• Enable the required snapshot option before creating VM disks that require snapshot 
rollback. 

• Validate snapshot support using a test VM before enabling it for production 
workloads. 

• Keep snapshot lifetime short. 

• Monitor available capacity before, during, and after snapshot operations. 

• Remove snapshots after rollback, validation, or maintenance activity is complete. 

• Use marker files or application-level checks inside the guest to validate rollback 
behavior. 

• Use backup and restore workflows for long-term recovery and data protection. 

• Do not rely on generic host-level LVM snapshots as the production VM protection 
method for this design. 

 
Validated snapshot testing confirmed that the Proxmox VE Allow Snapshots as Volume-
Chain option must be enabled before creating VM disks that require snapshot rollback 
support. Existing VM disks created before enabling this option did not support snapshot 
operations in the validated configuration. After the option was enabled and a new VM disk 
was created on the updated shared LVM-backed storage object, snapshot creation and 
rollback completed successfully. 
 
In the tested direct-attached raw-LUN configuration, Proxmox VE snapshot creation was not 
available for direct-attached VM disks. If Proxmox VE-managed snapshot rollback is 
required, use shared LVM-backed storage as the VM’s storage model. 
 
Hitachi VSP One Block snapshot capabilities may be included in a broader data protection 
design. These workflows were outside the validated scope of this guide and require separate 
design and validation. The design should address application consistency, VM quiescence, 
restore procedures, host access, and operational ownership.  
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Backup and restore best practices 
Backup and restore were validated for virtual machines using Proxmox VE shared LVM 
storage. The validation covered native Proxmox VE VM backup and restore workflows. 
Proxmox Backup Server was not included in the validated scope. 

• Keep backup storage logically separate from production storage where practical. 

• Maintain tested backups for production VMs. 

• Validate backup and restore before relying on the design for production recovery. 

• Validate restore workflows regularly. 

• Restore test VMs using a new VM ID to avoid confusion with the source VM. 

• Select the intended Proxmox VE shared LVM storage object as the restore target. 

• Confirm that the restored VM boots successfully. 

• Confirm that validation data is present after restore. 

• Validate backup windows, restore duration, and application recovery expectations. 

• Define RPO and RTO expectations before production deployment. 

• Document which disks are included in Proxmox backup. 

• For each direct-attached VM disk, confirm whether the disk is included in the 
selected Proxmox VE backup workflow and validate the resulting restore procedure.  

• If a direct-attached data disk is excluded from the VM backup, protect it separately 
and document how it will be presented and reattached after recovery.  

• Do not exclude a direct-attached boot disk unless a separate recovery method is 
available; otherwise, the backup does not contain the guest operating system.  

• When a direct-attached disk is included, validate the restore destination, storage 
presentation, Linux multipath configuration, disk mapping, and VM boot order before 
relying on the workflow for production recovery. 

Example: Restore a new VM ID to shared LVM storage: 
qmrestore /var/lib/vz/dump/<backup-file>.vma.zst <new-vmid> \ 
--storage <hitachi-shared-storage-id> \ 
--unique 1 

 
qm config <new-vmid> 

 
Restore validation commands: 
qm list 
qm status <vmid> 
qm config <vmid> 
pvesm status 

 
Restored VMs retain guest operating system identity from the source VM unless changed 
after restore. To avoid duplicate guest hostname or IP conflicts during validation, power off 
the original source VM before booting the restored copy or adjust guest identity and network 
configuration before connecting both VMs to the same network. 
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Templates, full clones, linked clones, and 
storage-side copy considerations 

Standard Proxmox full clone workflow was validated on shared LVM-backed Proxmox VE 
storage. This validation confirms functional full clone behavior and does not imply array-
offloaded clone, thin clone, linked clone, or plugin-based clone acceleration. 

• Use shared LVM-backed Proxmox VE storage for standard Proxmox full clone 
workflows. 

• Confirm that the source VM is hosted on the intended Proxmox VE shared LVM 
storage object. 

• Select the intended Proxmox VE shared LVM storage object as the clone target. 

• Boot and validate the cloned VM after clone completion. 

• Confirm guest filesystem and application-level data as required. 

• Run a post-clone write validation test. 

• Update guest hostname, IP address, application identity, and monitoring registration 
as required by the customer operating model. 

• Templates may be used as standardized VM sources for repeatable deployment 
workflows. Linked clone behavior depends on storage backend support and is not 
part of the shared LVM-backed Proxmox VE design in this guide. LVM-thin supports 
snapshots and linked clones for local storage use cases, but it is not a supported 
shared storage option for this the shared LVM design described in this guide. 

 
In the tested direct-attached raw-LUN configuration, the standard Proxmox VE full-clone 
workflow was not available while direct-attached VM disks were attached. If the standard 
Proxmox VE full-clone workflow is required, use shared LVM-backed storage as the VM’s 
storage model. 
 
Hitachi VSP One Block clone capabilities may be considered when a volume-level copy is 
required, but the clone workflow is managed at the storage layer and should be designed 
and validated separately with the application, virtualization, and storage owners. 
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Proxmox VE high availability and workload 
balancing best practices 

Proxmox VE high availability provides restart-based recovery for HA-managed virtual 
machines. When a node becomes unavailable, HA-managed VMs can restart on surviving 
eligible nodes when cluster quorum is maintained and the required storage remains 
accessible. 
 
The validated design uses the standard Proxmox VE HA model. A separate SAN device for 
heartbeat, quorum, or STONITH was not used in this validation. For HA-managed VMs, 
confirm that every eligible node can access all Hitachi volumes assigned to the VM through 
Linux multipath before enabling HA. 
 
Best practices 

• Use at least three Proxmox VE cluster nodes for reliable quorum. 

• Validate cluster quorum before enabling HA. 

• Keep Corosync cluster traffic reliable and separate from iSCSI storage traffic where 
practical. 

• Configure HA only after all Hitachi volumes assigned to the VM are visible through 
Linux multipath on every eligible HA node. 

• Avoid local-only VM dependencies such as local ISO images, local CD/DVD devices, 
local cloud-init media, or node-local disks for HA-managed VMs. 

• Confirm shared LVM-backed storage status with pvesm status. 

• Confirm Linux multipath visibility with multipath -ll. 

• For direct-attached dedicated VM disks, set shared=1 only after confirming that the 
same multipath LUN, identified by the same WWID, is visible on every eligible HA 
node. 

• Test HA restart behavior before production use. 

• Document HA groups, eligible nodes, storage dependencies, VM IDs, and recovery 
expectations. 

HA validation workflow 
• Confirm Proxmox VE cluster quorum. 

• Confirm shared storage visibility across eligible nodes. 

• Confirm Linux multipath health. 

• Remove local ISO, CD/DVD, cloud-init, or node-local disk dependencies from the 
VM. 

• Add the VM to Proxmox VE HA management. 

• Confirm the VM is running on the expected active node. 

• Simulate the approved host failure or HA validation event. 

• Confirm the cluster remains quorate. 
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• Confirm the VM restarts on a surviving eligible node. 

• Confirm guest network and storage availability after restart. 
Operational validation commands 
 
pvecm status 
pvesh get /cluster/status 
ha-manager status 
pvesm status 
multipath -ll 
qm config <vmid> 

 
Note: Proxmox VE 9.2 introduced Dynamic Load Balancer functionality and HA arm/disarm 
maintenance workflow updates. These features affect placement, balancing, and 
maintenance operations, but they do not change the storage fundamentals in this guide. 
Before enabling automated placement or workload balancing, confirm that every eligible 
target node can access all Hitachi volumes assigned to the VM through Linux multipath and 
that the VM does not depend on node-local storage. 
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Capacity, monitoring, and storage efficiency 
Capacity and performance management should be handled across both the Proxmox VE 
layer and the Hitachi VSP One Block layer. Proxmox VE provides VM placement, storage 
object visibility, and virtual machine lifecycle operations. Hitachi VSP One Block provides 
storage-side capacity, health, performance, and data-efficiency services. 
 
The guide covers two storage models - shared LVM-backed Proxmox VE storage and direct-
attached dedicated VM disks. Capacity, storage-efficiency, and performance management 
remain array-side responsibilities for the underlying Hitachi volumes. Proxmox VE manages 
shared LVM storage objects and VM configuration, while direct-attached disks are mapped 
by using their stable Linux multipath device identities. 

• Avoid running shared storage close to full capacity. 

• Monitor capacity at both Proxmox VE and Hitachi VSP One Block layers. 

• Monitor LVM volume group free space from the Proxmox VE hosts and Hitachi pool 
capacity from the Hitachi storage management interface. 

• Track VM disk placement by Proxmox VE storage object. 

• Keep naming consistent across Hitachi volumes, Linux multipath devices, LVM 
volume groups, and Proxmox VE storage IDs. 

• Record the WWIDs for shared LVM LUNs and direct-attached dedicated VM disks 

• Monitor host logs for multipath, iSCSI, Fibre Channel, and LVM events. 

• Review capacity growth before backup, restore, snapshot, clone, migration, or HA 
validation operations. 

• Keep storage firmware, server firmware, HBA firmware, drivers, and Proxmox VE 
package levels aligned with validated support guidance. 

• Use Hitachi VSP One Block Administrator for storage-side capacity, health, and host 
presentation visibility. 

• Use Proxmox VE GUI, CLI, and API-based tools for VM, storage, migration, backup, 
restore, clone, and HA operations. 

Storage mapping record template 
Item Description 
Proxmox VE storage ID Proxmox storage object name 
Hitachi volume ID Backing storage volume 
Protocol iSCSI or Fibre Channel 
Multipath device Stable multipath device or by-id path 
WWID Stable device identifier 
Volume group LVM VG name 
VM IDs VMs using the storage 
Eligible nodes Nodes that can host, migrate, restart, or recover the VM 
Protection workflow Snapshot, backup, restore, clone, or separate protection 

workflow 
Operational owner Storage, virtualization, or the platform team 
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Storage efficiency guidance 
Hitachi VSP One Block storage-efficiency settings should be selected based on workload 
behavior, capacity-saving expectations, and performance requirements. Storage-efficiency 
settings are managed at the Hitachi VSP One Block layer and apply according to the 
capabilities and policies of the volumes used by the supported storage model. 

• Select compression or deduplication and compression based on Hitachi product 
guidance and workload requirements. 

• Validate storage efficiency settings with representative workloads before production 
use. 

• Monitor capacity-saving ratios, host latency, and storage system performance. 

• Use deduplication primarily where data commonality is expected, such as multiple 
similar operating system images or templates. 

• Evaluate high-write database or application workloads carefully before enabling 
deduplication. 

• Validate discard, UNMAP, or space-reclamation behavior end-to-end before counting 
on automatic capacity reclamation in production. 
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Data protection and recovery planning 
The validated Proxmox VE workflows in this guide include snapshot rollback, native Proxmox 
VE backup and restore, standard full clone, and restart-based high availability using shared 
LVM storage backed by Hitachi VSP One Block volumes. 
 
A complete production protection design should also consider backup infrastructure, 
application consistency, guest-level protection, Hitachi storage-side protection capabilities, 
recovery point objectives, recovery time objectives, and operational ownership. 
 

• Use Proxmox VE snapshots for short-term operational rollback. 

• Use Proxmox VE backup and restore for VM recovery workflows. 

• Use standard full clones for independent VM copy workflows on shared LVM-backed 
storage. 

• Use restart-based HA for VM restart recovery across eligible Proxmox VE nodes. 

• Define RPO and RTO expectations for each workload. 

• Document which VM disks are protected by Proxmox-managed workflows. 

• Document the protection and recovery method for each direct-attached VM disk. 

• Validate restore and recovery procedures before production use. 

• Validate Proxmox Backup Server integration, global-active device, storage 
replication, ransomware recovery, immutable recovery, and third-party backup 
integrations separately before presenting those workflows as supported solution 
capabilities. 

 
Hitachi VSP One Block snapshot, clone, or replication capabilities may be considered as part 
of a broader data protection design, but these capabilities were not part of the validated 
Proxmox VE scope in this guide and should be designed and validated separately. 
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Troubleshooting and operational checklist 
Use this checklist when troubleshooting storage connectivity, shared LVM, direct-attached 
VM disks, or VM lifecycle issues in a Proxmox VE cluster.  
 
Check the following areas first: 

• Proxmox VE cluster quorum. 

• Node name resolution. 

• Time synchronization. 

• Hitachi LUN masking and host presentation. 

• iSCSI target discovery and active sessions. 

• Fibre Channel zoning and HBA port state. 

• SCSI rescan and device discovery. 

• Linux multipath device visibility. 

• Stable /dev/disk/by-id/dm-uuid-mpath-<WWID> path visibility. 

• LVM physical volume and volume group visibility. 

• Proxmox VE storage status. 

• VM configuration and storage placement. 

• Local ISO, CD/DVD, cloud-init, or node-local disk dependencies. 

• Direct-attached VM disk shared=1 configuration, where applicable. 

• Guest filesystem mounts. 

• Guest write validation. 

• Proxmox task logs. 

• Host dmesg, iSCSI, Fibre Channel, LVM, and multipathd logs. 

Troubleshooting workflow 
• Confirm cluster health and quorum. 

• Confirm the Hitachi LUN is presented to all eligible nodes. 

• Confirm iSCSI sessions or Fibre Channel path visibility. 

• Confirm Linux multipath claims the correct Hitachi devices. 

• Confirm stable multipath device identifiers are available. 

• Confirm LVM visibility and activation on all eligible nodes. 

• Confirm Proxmox VE storage status. 

• Confirm VM configuration does not include local-only dependencies. 
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• Confirm that direct-attached VM disks use their expected stable multipath by-id 
paths. 

• Review Proxmox task logs and host storage logs. 
Useful commands 
 
pvecm status 
pvesm status 
multipath -ll 
lsblk 
pvs 
vgs 
lvs 
iscsiadm -m session 
dmesg -T | tail -100 
journalctl -u multipathd --no-pager 
qm config <vmid> 
ha-manager status 
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Automation-assisted shared LVM preparation 
and validation 

Manually prepare Fibre Channel and iSCSI shared LVM storage using the commands 
provided in the previous sections. To support consistent and repeatable host-side 
preparation and validation across multiple Proxmox VE nodes, Hitachi provides example 
automation scripts at the following GitHub location:  
https://github.com/hitachi-vantara/hv-playbooks-vspone-block/tree/main/proxmox-vspone-
block 
 
Before using the scripts, complete the required Hitachi VSP One Block storage provisioning, 
host access configuration, LUN presentation, Fibre Channel zoning or iSCSI target 
configuration, and Linux multipath configuration. 

Fibre Channel shared LVM automation script 
Script name: configure-hitachi-fc-lvm.sh  
 
Run the script from one of the Proxmox VE nodes included in the script configuration after 
Fibre Channel zoning, Hitachi host-group configuration, and LUN presentation are complete. 
 
The script performs the following operations: 

• Validates access to the configured Proxmox VE nodes and confirms that the required 
commands are available. 

• Confirms that Fibre Channel hosts are detected and that at least one HBA port is 
online on every configured node. 

• Rescans the SCSI hosts and refreshes Linux multipath on every configured node. 

• Validates the configured or selected Hitachi LUN WWID and confirms that its stable 
multipath device path is visible on every configured node. 

• Checks for active mounts, filesystem or partition signatures, existing physical-volume 
ownership, and volume-group conflicts. 

• Creates or reuses the LVM physical volume and creates the configured volume 
group from the execution node. 

• Refreshes LVM metadata and activates the volume group on every configured node. 

• Displays a final per-node summary of the Fibre Channel HBA status, LUN WWID, 
volume group, and validation result. 

A successful run confirms that: 

• Fibre Channel HBA connectivity is available on every configured node. 

• The expected Hitachi LUN WWID and stable multipath device path are visible on 
every configured node. 

• The shared LVM volume group is active across all configured nodes. 

• Every configured node reports a final validation status of PASS. 

https://github.com/hitachi-vantara/hv-playbooks-vspone-block/tree/main/proxmox-vspone-block
https://github.com/hitachi-vantara/hv-playbooks-vspone-block/tree/main/proxmox-vspone-block
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iSCSI shared LVM automation script 
Script name: configure-hitachi-iscsi-lvm.sh 
 
Run the script from one of the Proxmox VE nodes included in the script configuration after 
the Hitachi iSCSI targets and LUN mappings are configured and the target portals are 
reachable from every configured node. 
 
The script performs the following operations: 

• Validates access to the configured Proxmox VE nodes and confirms that the required 
commands are available. 

• Enables the iSCSI service and discovers the configured Hitachi iSCSI target portals 
on every configured node. 

• Logs in to the discovered targets, configures automatic session startup, rescans the 
iSCSI sessions, and refreshes Linux multipath. 

• Validates the configured or selected Hitachi LUN WWID and confirms that its stable 
multipath device path is visible on every configured node. 

• Checks for active mounts, filesystem or partition signatures, existing physical-volume 
ownership, and volume-group conflicts. 

• Creates or reuses the LVM physical volume and creates the configured volume 
group from the execution node. 

• Refreshes LVM metadata and activates the volume group on every configured node. 

• Displays a final node summary of the iSCSI session status, LUN WWID, volume 
group, and validation result. 
 

A successful run confirms that: 

• The expected iSCSI sessions are active on every configured node. 

• The expected Hitachi LUN WWID and stable multipath device path are visible on 
every configured node. 

• The shared LVM volume group is active across all configured nodes. 

• Every configured node reports a final validation status of PASS. 

Script usage guidance 
Before using the automation script, review and follow the instructions in the README 
provided in the GitHub repository: 
https://github.com/hitachi-vantara/hv-playbooks-vspone-block/blob/main/proxmox-vspone-
block/README.md 
 
The README provides: 

• Fibre Channel and iSCSI prerequisites. 

• Instructions for downloading and verifying the repository files. 

https://github.com/hitachi-vantara/hv-playbooks-vspone-block/blob/main/proxmox-vspone-block/README.md
https://github.com/hitachi-vantara/hv-playbooks-vspone-block/blob/main/proxmox-vspone-block/README.md
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• Configuration guidance for the Proxmox VE nodes, Hitachi LUN WWID, volume-
group name, and iSCSI target portals. 

• Instructions for running the applicable Fibre Channel or iSCSI script. 

• Script safety checks and expected validation results. 

• Instructions for adding the successfully configured volume group to Proxmox VE as 
shared LVM storage. 

• Validate the script in a non-production environment first. 

• Add the volume group to Proxmox VE only after every configured node reports a 
validation status of PASS. 
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Reference documentation 
• For Proxmox VE installation, cluster configuration, storage administration, VM management, 

backup, restore, and HA configuration, refer to the official Proxmox VE documentation: 
 
https://pve.proxmox.com/pve-docs/ 

• For Hitachi VSP One Block storage provisioning, host connectivity, LUN mapping, and storage 
management procedures, refer to the applicable Hitachi VSP One Block product documentation: 
 
https://docs.hitachivantara.com/p/vsp-one-block 

• For Hitachi host mode and host mode option guidance, refer to: 
https://docs.hitachivantara.com/r/en-us/mk-90rd7037/latest/host-modes-and-host-mode-options 

• For automation of storage provisioning and repeatable operational workflows, customers can 
refer to Hitachi automation resources, including Ansible content for VSP One Block storage. 
These resources can help automate storage-side provisioning and configuration for Hitachi VSP 
One Block environments. 

https://galaxy.ansible.com/ui/repo/published/hitachivantara/vspone_block/docs/ 

• Integrating Hitachi VSP One Block Shared Storage with Proxmox VE Reference Architecture 
Guide  

https://docs.hitachivantara.com/v/u/en-us/mk-sl-480/latest 
  

https://pve.proxmox.com/pve-docs/
https://docs.hitachivantara.com/p/vsp-one-block
https://docs.hitachivantara.com/r/en-us/mk-90rd7037/latest/host-modes-and-host-mode-options
https://galaxy.ansible.com/ui/repo/published/hitachivantara/vspone_block/docs/
https://docs.hitachivantara.com/v/u/en-us/mk-sl-480/latest
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Appendix A: Validated scope and limitations 
The following table summarizes the validated storage models and their principal scope boundaries. 
Shared LVM-backed storage and direct-attached dedicated VM disks provide distinct storage-
consumption models. For default design, use one storage model per VM and validate the required 
lifecycle workflows before production use. 
 

Area Validated scope Guidance 
Shared LVM-backed 
VM workflows 

VM creation, guest boot, live 
migration, active-I/O migration, 
path resiliency, snapshot rollback, 
backup and restore, full cloning, 
and restart-based HA 

Use when the VM requires 
Proxmox VE-managed storage 
and lifecycle workflows. 

Direct-attached 
dedicated VM disk 
workflows 

VM boot, application, and data 
disks; guest disk discovery; 
read/write validation; live 
migration when the same 
multipath LUN is available on 
participating nodes; manual 
restart; and restart-based HA 

Use when one-to-one alignment 
between a VM disk and a 
dedicated Hitachi volume is 
required. 

Direct-attached 
workflow limitations 

Proxmox VE snapshot creation 
and the standard full-clone 
workflow were unavailable in the 
tested raw-LUN configuration. 
Backup and restore behavior 
depend on disk inclusion and the 
recovery design. 

Validate backup, restore, storage 
presentation, multipath 
configuration, disk remapping, 
boot order, cloning, expansion, 
and recovery procedures before 
production use. 

Additional solution 
capabilities 

Proxmox Backup Server 
architecture, storage replication, 
global-active device, ransomware 
recovery, immutable recovery, 
and third-party backup 
integrations 

These capabilities were not part of 
this guide’s validated scope and 
required separate design, 
validation, and documentation. 

 

Summary 
This guide provides a practical storage design and operating model for integrating Hitachi VSP One 
Block shared block storage with Proxmox VE. The validated configuration used VSP One Block 28 
over iSCSI and VSP One Block 85 over Fibre Channel, with Linux multipath providing resilient host 
access. 
 
The guide covers two storage models. Shared LVM-backed Proxmox VE storage provides Proxmox 
VE-managed VM provisioning and lifecycle workflows, including live migration, active-I/O migration, 
snapshot rollback, backup and restore, full cloning, and restart-based high availability. Direct-
attached dedicated VM disks provide one-to-one alignment between a VM disk and a dedicated 
Hitachi LUN and can be used as VM boot, application, or data disks. 
For default design, use one storage model per VM. Place all VM disks either in the same shared 
LVM storage object or use one or more direct-attached dedicated VM disks. Use mixed storage 
models only for documented workload requirements after validating the complete lifecycle workflow. 
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For either storage model, ensure that the required Hitachi volumes are presented consistently to all 
eligible Proxmox VE nodes, use persistent Linux multipath device identifiers, and validate migration, 
high availability, backup, restore, cloning, capacity expansion, and recovery procedures for the 
selected storage model before deploying to production. 
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