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Best Practices Guide
Hitachi Integrated Solutions integrates compute, storage, and networking into a single,
engineered solution.

This document provides detailed best practices for designing, deploying, and operating the
storage, network, and compute components of Hitachi Integrated Solutions. The following
illustration shows a common design implementation where Hitachi has used redundant
Ethernet and Fibre Channel paths ensuring the highest data and communication availability.
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Storage
Hitachi Vantara storage platforms, particularly the Virtual Storage Platform (VSP) family, are
designed to deliver high availability, predictable performance, and enterprise-grade data
services. These storage systems are commonly deployed as part of Hitachi Integrated
Solutions.

To fully realize the capabilities of Hitachi storage, it is critical to follow proven best practices
across the architecture design, provisioning, performance tuning, data protection, and
operations.

Storage
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This guide provides detailed recommendations and operational guidance for deploying and
managing VSP storage in production environments.

1. VSP uses an active-active controller architecture, ensuring uninterrupted access to data
even during component failures or maintenance. Best practices must therefore focus on
preserving symmetry across controllers, ports, and paths to avoid performance
imbalance.

2. VSP controllers share global cache resources. Proper workload placement ensures the
cache is used efficiently without creating contention. High-IOPS or low-latency
workloads should be evenly distributed across controller ports to prevent saturation.

3. Hitachi supports multiple media types, including:

■ NVMe SSD (TLC and QLC)

■ SAS SSD

■ HDD

Best practice is to use NVMe or SSD-only pools for performance-sensitive
workloads.

4. RAID selection directly affects performance, capacity, and resiliency.

Use Dynamic Drive Protection (DDP), which is equivalent to RAID‑6, as the standard
RAID protection for VSP One Block 20 series storage. It provides the best balance of
availability, rebuild speed, performance consistency, and operational simplicity, and is
the default best practice for VSP storage.

5. Dynamic Provisioning (DP) pools should be sized to do the following:

■ Avoid excessive rebuild times

■ Prevent metadata contention

■ Maintain consistent performance

Large pools must be carefully monitored to avoid over-subscription and performance
hotspots.

6. Volumes should be sized according to workload requirements, not maximum available
capacity. Oversized volumes increase operational risk and complicate recovery.

7. For Fibre Channel environments:

■ Both FC SCSI and FC NVMe protocols are supported.

■ Use dual fabrics (Fabric A and B) in SAN switches.

Storage
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■ Distribute host connections evenly across controller ports.

■ Enable a multipathing policy at the Operating System level using Hitachi Dynamic
Link Manager or a native path selection utility to ensure optimal performance and
path masking when multiple active paths to a LUN are created.

Each LUN should have at least 4 active paths from the host to storage. This will
accommodate multiple potential failures while still maintaining an active path to the
volume.

8. For iSCSI and NVMe over TCP environments (IP-based storage):

■ Use dedicated VLANs.

■ Enable Jumbo Frames end-to-end.

■ Avoid routing between storage subnets.

■ IP storage traffic must never share a congested or oversubscribed network.

9. Storage microcode upgrades must follow Hitachi’s recommended upgrade paths. Non-
disruptive upgrades should be planned during maintenance windows, even though VSP
supports online upgrades. Storage microcode and upgrade documentation can be
downloaded from the following link:

https://support.hitachivantara.com/en/user/answers/downloads.html

Storage
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Global-active device and Universal Replicator best practices
VSP replication technologies, global-active device (GAD) and Universal Replicator (UR),
provide high availability, disaster recovery, and continuous data protection for mission-critical
applications.
■ GAD provides synchronous active-active replication with zero data loss.
■ UR provides asynchronous long-distance replication for disaster recovery.

Together, they deliver resilient multi-site business continuity solutions.

Following best practices helps ensure reliable failover, improved resiliency, and strong
business continuity for enterprise workloads.

Global-active device
The following illustration is an example of a GAD best practices configuration.

Use Low-Latency Connectivity
■ Deploy GAD between metro-distance datacenters.
■ Use high-bandwidth, low-latency fiber networks.
■ Configure redundant communication paths.

Implement a Valid Quorum
■ Use an external quorum device or server.
■ Locate the quorum at an independent third location.
■ Prevent split-brain scenarios.

Maintain a Symmetrical Configuration
■ Use similar storage capacity and performance on both VSP storage systems.
■ Keep firmware and configurations consistent.

Global-active device and Universal Replicator best practices
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Configure Redundancy
■ Use dual SAN fabrics and multipathing.
■ Eliminate single points of failure.

Monitor Replication Continuously
■ Replication health
■ Latency
■ Bandwidth usage
■ Quorum status

Perform Regular Failover Testing
■ Test failover and failback procedures regularly.
■ Validate application and cluster recovery.

Universal Replicator
The following illustration provides a UR workflow example.

Use UR for Remote Disaster Recovery (DR)
■ Deploy UR for regional or global disaster recovery sites.
■ Protect against large-scale outages and regional disasters.

Size Journal Volumes Correctly
■ Size journals based on write workloads and WAN bandwidth.
■ Prevent journal overflow and replication delays.

Optimize WAN Connectivity
■ Use dedicated bandwidth for replication traffic.
■ Implement QoS and redundant WAN links.

Universal Replicator
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Monitor Replication Lag
■ Continuously monitor replication delay and journal usage.
■ Maintain acceptable RPO targets.

Use Consistency Groups
■ Protect databases and multi-volume applications by using consistency groups.
■ Ensure application-consistent recovery.

Regularly Test DR Recovery
■ Validate DR activation procedures.
■ Confirm application startup and data integrity at the DR site.

Note: Refer to the list of compatible Hitachi Storage systems provided in the
Product Compatibility Guide at https://compatibility.hitachivantara.com/.

Compute
The compute layer—typically based on Hitachi Advanced Server (HA and DS series)—plays
a critical role in delivering predictable performance, high availability, and operational stability.

1. The core principle of the Hitachi Integrated Solutions design is standardization. All
nodes within a cluster or workload domain should be identical in terms of CPU model,
memory capacity, NIC/HBA type, firmware baseline, and BIOS configuration. This
uniformity ensures consistent VM performance, predictable DRS behavior, and
simplified lifecycle management.

2. Hitachi servers support a wide range of Intel Xeon and AMD EPYC processors. When
selecting CPUs, it is essential to use the same processor family and stepping across all
nodes in a cluster. Mixing CPU generations, even within the same vendor family, can
lead to inconsistent performance and restricted VM migration capabilities.

Hyper-Threading should generally remain enabled, as it improves throughput for mixed
enterprise workloads. Disabling Hyper-Threading should only be considered for specific
latency-sensitive or licensing-constrained applications and must be validated through
performance testing.

Virtualization extensions such as Intel VT-x/VT-d or AMD-V/IOMMU must be enabled in
BIOS to support hardware-assisted virtualization and advanced I/O features.

3. Memory configuration has a significant impact on the performance of the integrated
solution. Memory must be populated symmetrically across CPU sockets and channels,
strictly following Hitachi’s memory population guidelines. Asymmetric memory layouts
can cause NUMA imbalance, increased latency, and unpredictable VM behavior.
Enterprise environments should maintain a minimum of 25–30% free memory at the
cluster level.

Compute

Best Practices Guide
Hitachi Integrated Solutions 11

https://compatibility.hitachivantara.com/


This headroom is required for the following:

■ VM migration operations

■ Host failure scenarios

■ Memory-intensive workload bursts

Overcommitting memory in production environments is strongly discouraged, because it
leads to ballooning and swapping, which severely impact application performance.

4. Hitachi Compute nodes rely on redundant, high-bandwidth network fabric. At a
minimum, single high-speed dual-port NICs (10/25GbE recommended) should be
deployed per host to support management, VM traffic, VM migration, and storage
access.

5. Traffic separation should be implemented using VLANs or overlay networks to isolate
different traffic types. This segregation enhances security, simplifies troubleshooting,
and reduces contention between critical workloads. A centrally managed switching or
networking construct should be used to ensure consistent network configuration and
policy enforcement across all hosts.

6. Jumbo Frames should be enabled end‑to‑end for storage and live‑migration traffic, as
long as the entire network path supports the required MTU configuration.

7. CPU overcommitment should be kept conservative in production environments. A ratio
of 3:1 or lower is recommended for mission-critical workloads. Memory overcommitment
should be avoided entirely.

8. Security must be embedded into the compute layer. Secure Boot and TPM should be
enabled where supported. Access to server management interfaces (BMC/IPMI) must
be tightly controlled and isolated from production networks.

Role-based access control should be enforced consistently across compute,
virtualization, and management platforms.

9. Capacity planning is an ongoing process. Quarterly reviews should assess CPU,
memory, and I/O consumption trends. Maintaining at least one spare node per cluster is
recommended to manage failures and maintenance activities without risking SLA
breaches.

Lifecycle planning must account for hardware EOL, firmware EOS, and hypervisor
support timelines to avoid forced upgrades.

Network (Ethernet/Fibre Channel)
This section provides detailed best practices for designing, configuring, and operating
Ethernet (LAN) and Fibre Channel (SAN) switches used in Hitachi Integrated Solutions.

Hitachi solutions follow a strict dual-fabric architecture for both Ethernet and Fibre Channel.
Each FC fabric must be completely independent, with no single point of failure. This principle
applies not only to switches but also to cabling, power supplies, management planes, and
firmware domains.

Network (Ethernet/Fibre Channel)
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1. Hitachi recommends using a leaf-spine architecture for Ethernet fabrics. Each compute
node must connect redundantly to two separate switches, ensuring that the loss of a
single switch or uplink does not create a total loss of host connectivity.

Access-layer switches should be deployed in pairs, with each server NIC connected to a
different switch. This design enables active-active uplink operations and avoids reliance
on a single switch.
Oversubscription ratios should be carefully controlled. When hosting enterprise
workloads, oversubscription should typically not exceed 3:1, and for storage-heavy or
latency-sensitive workloads, lower ratios are recommended.

2. Traffic segregation is mandatory in Hitachi Vantara Integrated Solutions. VLANs must be
used to separate:

■ Management traffic

■ Storage traffic

■ VM migration traffic

■ VM or application traffic

This segregation reduces broadcast domains, improves security, and prevents
contention between traffic types. VLAN IDs should be standardized.

Routing between VLANs should be minimized and, where required, performed at a
controlled layer with effective security controls.

3. Jumbo Frames (typically MTU 9000) are strongly recommended for storage and VM
migration traffic in Hitachi solutions. Larger frames reduce CPU overhead and improve
throughput, especially in high-bandwidth environments.

However, MTU settings must be consistent end-to-end for the following:

■ Server NICs

■ Hypervisor virtual switches

■ Physical Ethernet switches

■ Storage controllers (for IP storage)

Any MTU mismatch can cause silent packet drops and severe performance issues that
are difficult to troubleshoot.

4. Ethernet switches must run Hitachi-validated firmware versions which can be found in
the Product Compatibility Guide at https://compatibility.hitachivantara.com/. Firmware
consistency across paired switches is critical to avoid asymmetric behavior.
Configuration backups should be taken before and after any configuration change is
made.

5. Hitachi mandates a dual-fabric SAN design, commonly referred to as Fabric-A and
Fabric-B. Each fabric must be completely independent of each other including the
following:

■ Separate switches

■ Separate ISLs

Network (Ethernet/Fibre Channel)
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■ Separate management interfaces

■ No inter-fabric links

Each server HBA must connect to both fabrics, and each storage controller must
present ports to both fabrics. This design ensures continuous availability during switch
failures or maintenance activities.

6. Zoning is a critical control point in FC SANs. Hitachi strongly recommends single-
initiator, single-target zoning, where each zone contains:

■ One server HBA port (initiator)

■ One storage port (target)

This approach minimizes the impact of misbehaving devices and simplifies
troubleshooting. Zones should be grouped into well-named zone sets that clearly reflect
host and storage relationships.
Hard zoning (WWPN-based) should be used rather than soft zoning.

7. Direct connection of hosts to storage systems is possible, but it requires careful
configuration to avoid risks such as lack of redundancy, driver incompatibility, and
pathing issues. Best practices focus on driver compatibility, multipathing, redundancy,
and correct failover management as follows:

■ Validate Driver Compatibility

■ Configure Multipathing (MPIO)

■ Plan Redundancy and Failover

■ Secure and Monitor Connections

Direct-attached storage bypasses SAN fabrics, so monitoring and security must be
managed at the host level. Monitor logs for path failures.

8. Inter-Switch Links (ISLs) must be sized for peak I/O loads and failure scenarios.
Oversubscription within the SAN fabric should be avoided, as FC congestion can cause
increased latency and I/O timeouts at the host level.

Where possible, multiple ISLs should be trunked to provide both redundancy and
increased bandwidth. ISL use should be monitored continuously to detect saturation
trends early.

9. As with Ethernet, FC switches must run Hitachi-validated firmware. Firmware
mismatches between switches in the same fabric can lead to inconsistent behavior
during fabric events.

Security guidance
■ Isolate all management interfaces on a dedicated management network/VLAN, including

storage, compute BMC/IPMI, hypervisor, switch, and orchestration management.
■ Use enterprise authentication where supported and enforce least-privilege RBAC across

storage, compute, virtualization, and network layers.
■ Manage privileged/local administrative accounts through PAM where supported, especially

for storage systems and management software.

Security guidance
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■ Enforce HTTPS/TLS with trusted certificates for all management access and disable weak
or deprecated protocols/ciphers where configurable.

■ Forward security-relevant logs from storage, compute, hypervisor, switches, and
management tools to an enterprise syslog/SIEM.

■ Maintain a validated firmware/software baseline and follow a documented patching and
vulnerability-management process.

■ Maintain a secure configuration baseline that covers enabled services, open ports,
authentication mode, TLS/certificates, logging, SNMPv3, NTP, DNS, and backup/restore
settings.

Conclusion
Hitachi Integrated Solutions delivers maximum value when Storage, Compute, and Network
are designed and operated as a cohesive system. At the storage layer, the Hitachi Virtual
Storage Platform family delivers enterprise-class availability, low latency, and non-disruptive
scalability when best practices are followed for pool design, multipathing, data protection, and
lifecycle management.

Standardized Hitachi compute platforms with consistent firmware and validated hypervisor
configurations provide a stable foundation for predictable performance and efficient
operations.

Equally critical is a resilient and deterministic network architecture. Correctly designed
Ethernet and Fibre Channel fabrics, with dual-fabric redundancy, traffic segregation, and
validated configurations, ensure reliable connectivity between compute and storage under all
operating conditions.

When best practices are consistently applied, the Hitachi Vantara platform delivers a secure,
scalable, and future-ready infrastructure capable of supporting mission-critical workloads with
predictable performance and high availability throughout its lifecycle.

Conclusion
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