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Preface

About this document

This White Paper provides background and technical details on how VSP One File can be used
with the Kafka event streaming platform. Further details on Kafka can be found here Apache
Kafka.

Document conventions

This document uses the following typographic convention:

Convention Description

Bold e [ndicates text in a window, including window titles, menus,
menu options, buttons, fields, and labels. Example: Click OK.

e Indicates emphasized words in list items.

Italic Indicates a document title or emphasized words in text.

Monospace Indicates text that is displayed on screen or entered by the user.

Example: pairdisplay -g oradb

Intended audience

This document is intended to provide Hitachi Vantara employees with an understanding of
how Kafka can utilize VSP One file.
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Introduction to Kafka

The following are the components in Kafka deployment:

e Broker. Minimum 1. 2 or more are recommended for resiliency and load balancing. Most
production deployments would have at least 3 brokers.

o Zookeeper. Minimum 1 zookeeper per deployment. 2 or more are recommended for
resiliency and load balancing. The Zookeeper and the Broker can run in the same physical
server.

Kafka clients can be producers and consumers.

e Producer: creates (writes) the content.
e Consumer: reads the content.

Kafka content is composed of topics and partitions. Each topic can have 1 or more
partitions. Messages are written into partitions. For resiliency and load balancing, Kafka
uses replicas. Each partition in a topic can have its own replica layout. Within the topic the
partition distribution can be different. Each partition has a single broker leader. This leader
is responsible for handling read and write requests and managing the replicas. Likewise, the
leader can be a different broker for each partition in the replica. The goal is for leaders and
replicas to be evenly distributed among the brokers.
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File structure of Kafka

Each Kafka broker stores its messages in a log directory tree specified in the log.dirs
parameter in the server.properties file. Each partition in a topic that is hosted by that broker
has its own subdirectory.

In this example we have two topics, topic1 and topic2, each with its 6 partitions. The
directories would be:
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root@brokerQ:/mnt/vsplf-kafka/broker0/logs# 1ls -1

cleaner-offset-checkpoint
log-start-offset-checkpoint
meta.properties
recovery-point-offset-checkpoint
replication-offset-checkpoint
topicl-0

topicl-1

topicl-2

topicl-3

topicl-4

topicl-5

topic2-0

topic2-1

topic2-2

topic2-3

topic2-4

topic2-5

Note that the directory structure is flat. There is no hierarchy distinction between the topics

and the partitions within the topics.

The messages for each partition are stored within each directory as they are created. Here’s
an example of what the contents would look like for partition 0 of topic 1 in broker-0, where

broker 0 is the leader:

root@broker0:/mnt/vsplf-kafka/broker0/logs/topicl-0# 1ls -1

total 942068

-rw-r--r-- 1 kafka kafka 10485760 Mar
00000000000000000000.index

-rw-r--r-- 1 kafka kafka 964378692 Mar
00000000000000000000.10g

-rw-r--r-- 1 kafka kafka 10485756 Mar
00000000000000000000.timeindex
-rw-r--r-- 1 kafka kafka 8 Mar
-rw-r--r-- 1 kafka kafka 43 Mar

25

25

25

25
25

2025

13:37

2025

13:32 leader-epoch-checkpoint
13:25 partition.metadata

The contents are similar for each broker that holds a replica, even if it is not the leader.

root@brokerl:/mnt/vsplf-kafka/brokerl/logs# 1ls -1 topicl-0

total 977972

-rw-r--r-- 1 kafka kafka 10485760 Mar
00000000000000000000.1ndex

-rw-r--r-- 1 kafka kafka 980463596 Mar
00000000000000000000.10g

-rw-r--r-- 1 kafka kafka 10485756 Mar
00000000000000000000.timeindex
-rw-r--r-- 1 kafka kafka 8 Mar
-rw-r--r-- 1 kafka kafka 43 Mar

25

25

25

25
25

13:37

13:37

13:37

13:25 leader-epoch-checkpoint
13:25 partition.metadata

Kafka with VSP One File White Paper Page 7




|root@brokerl:/mnt/vsplf—kafka/brokerl/logs#

Are all replicas the same?

A producer can only write to the leader replica of a partition. The leader is responsible for
handling all write operations and then replicating the data to follower replicas ensuring
consistency and fault tolerance. Likewise, consumers traditionally had to read from the
leader replica of a partition. However, starting with Kafka 2.4, consumers can be configured
to read from follower replicas as well. This feature, introduced through Kafka Improvement
Proposal (KIP) 392, allows consumers to fetch data from the closest replica, which can help
reduce latency and network costs.

Partition reassignment

Partition reassignment is the process of redistributing the replicas (including leaders) among
different brokers. It could be required under the following circumstances:

1. A broker becomes temporarily unavailable. This could be as a result of temporary failure of
the broker or external factors such as the network, or simply because of a planned operation
or maintenance that requires a reboot.

2. A broker fails and needs to be replaced.

The situation in # 1 is far more common. If a broker becomes unavailable in as little as a few
seconds, the replicas provide resiliency and the leader for each partition gets re-elected.
However, when the broker becomes available again, it is no longer the leader. Even though
the replicas available to consumers will load balance as before, any Kafka transactions that
require writes — i.e. from producers - will not be as evenly distributed.

Broker temporary unavailability scenario example

As stated above, even a brief outage of a broker of a few seconds will result in that broker no
longer being a leader for any partitions, and hence not playing a role in any producer
operations.

To illustrate this point, here’s a sample topic topic1 with 6 partitions, in a setup with 3
brokers: 0,1 and 2, and a replication factor of 3. We focus on broker # 2

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe --topic topicl

Topic: topicl TopicId: O2Lj2RYASWKBzXWry-cJGQ PartitionCount: 6
ReplicationFactor: 3 Configs:

Topic: topicl Partition: O Leader: 2 Replicas: 2,0,1 Isr:
2,0,1

Topic: topicl Partition: 1 Leader: 1 Replicas: 1,2,0 Isr:
1,2,0

Topic: topicl Partition: 2 Leader: 0 Replicas: 0,1,2 Isr:
0,1,2

Topic: topicl Partition: 3 Leader: 2 Replicas: 2,1,0 Isr:
2,1,0
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Topic: topicl Partition: 4 Leader: 1 Replicas: 1,0,2 Isr:
1,0,2
Topic: topicl Partition: 5 Leader: 0 Replicas: 0,2,1 Isr:
0,2,1

Note that each partition may have a different “leader” broker, and the replicas can be in
different brokers. Note also that the “leader” is also listed in the replica. Isr stands for “In-
sync replicas”

If a broker becomes temporarily unavailable the leader will automatically be reassigned. In
this example, broker # 2 becomes temporarily unavailable. Note that broker # 2 is still listed
in the Replicas, however it does not appear in the Isr value. Those partitions where broker #
2 was the leader are taken over by the remaining brokers.

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe --topic topicl

Topic: topicl TopicId: O2Lj2RYASWKBzXWry-cJGQ PartitionCount: 6
ReplicationFactor: 3 Configs:

Topic: topicl Partition: O Leader: 0 Replicas: 2,0,1 Isr:
0,1
Topic: topicl Partition: 1 Leader: 1 Replicas: 1,2,0 Isr:
1,0
Topic: topicl Partition: 2 Leader: 0 Replicas: 0,1,2 Isr:
0,1
Topic: topicl Partition: 3 Leader: 1 Replicas: 2,1,0 Isr:
1,0
Topic: topicl Partition: 4 Leader: 1 Replicas: 1,0,2 Isr:
1,0
Topic: topicl Partition: 5 Leader: 0 Replicas: 0,2,1 Isr:
0,1

Once the broker becomes available again, the replicas come back in sync. However it is still
not the leader for any of the partitions.

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe --topic topicl

Topic: topicl TopicId: O2Lj2RYASWKBzXWry-cJGQ PartitionCount: 6
ReplicationFactor: 3 Configs:

Topic: topicl Partition: 0 Leader: 0 Replicas: 2,0,1 Isr:
0,1,2
Topic: topicl Partition: 1 Leader: 1 Replicas: 1,2,0 Isr:
1,0,2
Topic: topicl Partition: 2 Leader: 0 Replicas: 0,1,2 Isr:
0,1,2
Topic: topicl Partition: 3 Leader: 1 Replicas: 2,1,0 Isr:
1,0,2
Topic: topicl Partition: 4 Leader: 1 Replicas: 1,0,2 Isr:
1,0,2
Topic: topicl Partition: 5 Leader: 0 Replicas: 0,2,1 Isr:
0,1,2
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In order to distribute the brokers as leaders among the partitions, a partition reassignment
will be required.

Reassignment procedure

In order to distribute the load evenly among the brokers, a partition reassignment is required.
This is facilitated by the kafka-reassign-partitions.sh command.

The first step is to create a .json file describing the topics that we wish to make part of the
redistribution. For example:

admin@kafka-client:~/kafka$ nano topics.json

admin@kafka-client:~/kafka$ cat topics.json
{
"topics": [
{"topic": "topicl"}
1y

"version": 1

Next we generate the reassignment file. The output would include both the current partition
assignment and the proposed partition reassignment.

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,broker1:9092,broker2:9092 --broker-1list "0,1,2" --
topics-to-move-json-file topics.json —generate

Current partition replica assignment
{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
2,0,11,"log dirs":["any","any","any"]}, {"topic":"topicl", "partition":1,
"replicas":[1,2,0],"log dirs":["any", "any", "any"]}, {"topic":"topicl","p
artition":2,"replicas":[0,1,2],"log dirs":["any", "any", "any"]}, {"topic"
:"topicl","partition":3,"replicas":[2,1,0],"log dirs":["any","any","any
"]}, {"topic":"topicl","partition":4,"replicas":[1,0,2],"log dirs":["any
", "any","any" 1}, {"topic":"topicl", "partition":5,"replicas":[0,2,1],"log
_dirs":["any","any","any"]}]}

Proposed partition reassignment configuration
{"version":1,"partitions": [{"topic":"topicl","partition":0,"replicas": [
0,1,2],"log dirs":["any", "any", "any"]}, {"topic":"topicl","partition":1,
"replicas":[1,2,0],"log dirs": ["any", "any", "any"]}, {"topic":"topicl","p
artition":2,"replicas":[2,0,1],"log dirs":["any", "any", "any"]}, {"topic"
:"topicl", "partition":3,"replicas":[0,2,1],"log dirs":["any","any", "any
"1}, {"topic":"topicl","partition":4,"replicas":[1,0,2],"log dirs":["any
", "any","any"1}, {"topic":"topicl", "partition":5,"replicas":[2,1,0],"log
_dirs":["any","any","any"]}]}
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We use the contents highlighted to create a new file, which we will call reassign-topic1.json

admin@kafka-client:~/kafka$ nano reassign-topicl.json

admin@kafka-client:~/kafka$ cat reassign-topicl.json
{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
0,1,2],"log dirs":["any", "any", "any"]}, {"topic":"topicl","partition":1,
"replicas":[1,2,0],"log dirs":["any", "any", "any"]}, {"topic":"topicl","p
artition":2,"replicas":[2,0,1],"log dirs":["any", "any", "any"]}, {"topic"
:"topicl","partition":3,"replicas":[0,2,1],"log dirs":["any","any","any
"]}, {"topic":"topicl","partition":4,"replicas":[1,0,2],"log dirs":["any
", "any","any" 1}, {"topic":"topicl", "partition":5,"replicas":[2,1,0],"log
_dirs":["any","any","any"]}]}

Now we issue the command to execute the reassignment:

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --reassignment-json-file reassign-topicl.json --
verify

We can monitor the progress by using the --verify option:

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --reassignment-json-file reassign-topicl.json --
verify

Reassignment of partition topicl-0 is completed.
Reassignment of partition topicl-1 is completed.
Reassignment of partition topicl-2 is completed.
Reassignment of partition topicl-3 is completed.
Reassignment of partition topicl-4 is completed.
Reassignment of partition topicl-5 is completed.

Clearing broker-level throttles on brokers 0,1,2
Clearing topic-level throttles on topic topicl

In our example the reassignment is already completed. We can validate by checking the
new partition redistribution. We can confirm that replicas and assigned leaders are
distributed evenly among the brokers.

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe --topic topicl

Topic: topicl TopicId: O2Lj2RYASWKBzXWry-cJGQ PartitionCount: 6
ReplicationFactor: 3 Configs:

Topic: topicl Partition: 0 Leader: 2 Replicas: 0,1,2 Isr:
0,1,2
Topic: topicl Partition: 1 Leader: 1 Replicas: 1,2,0 Isr:
1,0,2
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Topic: topicl Partition: Leader: Replicas: 2,0,1 Isr:
0,1,2
Topic: topicl Partition: Leader: Replicas: 0,2,1 Isr:
1,0,2
Topic: topicl Partition: Leader: Replicas: 1,0,2 Isr:
1,0,2
Topic: topicl Partition: Leader: Replicas: 2,1,0 Isr:
0,1,2
Kafka with VSP One File White Paper Page 12




Testing environment

Broker O
zookeeper

High performance
producer/consumer

o— *
R\ kafka

Broker

HITACHI

< > HITACHI o .
VSP One Block

HITACHI

VSP One File

Our testing environment consists of the following:

o 3 Kafka brokers, each with 48 CPU cores, 256GB RAM, NVMe drives, 10GB network for
the ‘public’ network, and 100GB for the private NFS network. The NVMe drives were used
for comparison between internal storage and VSP One File NFS hosted storage. Brokers
were configured in a cluster, starting from broker id 0.

¢ An additional standby broker with similar configuration, to test scenarios of broker failure
and replacement.

¢ A high-performance client with 128 CPU Cores, 256GB RAM, internal NVMe drives and
10GbE networking, to generate load.

e All brokers and clients are running Debian version 12.9.

o VSP One File 38 dual node cluster, with VSP One Block 26 backend storage, with 48 NVMe
drives.

e 10GbE network for client access between the client simulator and the Kafka brokers, as well
as for the replication traffic between the brokers.

e A private 100GbE network was used for the NFS traffic between the brokers and the VSP
One File.

For simplicity of testing, we used only one zookeeper server, although it is generally
recommended to use a minimum of 3 zookeepers in a production deployment.

VSP One File NFS access

Each broker is configured to access its log directory using NFS. Additionally, since file
ownership is important in accessing files in an NFS environment and to avoid issues of root
ownership (especially when using NFS v4.1) each broker is configured to run Kafka under a

Kafka with VSP One File White Paper Page 13



dedicated user ‘kafka’ group ‘kafka’, and UID=1001.

brokers to facilitate failover.

NFS Server side configuration

The UID is kept consistent across

To allow for flexibility in load balancing, we allocated each broker its own EVS, with a single
file system inside each EVS. Filesystems were created with a block size of 4KB.

VSP1F38-1:$ evs list

Node EVS ID Type Label Enabled Status IP Address
Port
1 Cluster VSP1F38-1 Yes Online 172.20.251.36 ethl
1 0 Admin VSP1F38 Yes Online 172.20.251.35
ethl
1 5 Service KAFKA-0 Yes Online 192.168.0.107
agl
1 7 Service KAFKA-2 Yes Online 192.168.0.109
agl
2 Cluster VSP1F38-2 Yes Online 172.20.251.37 ethl
2 6 Service KAFKA-1 Yes Online 192.168.0.108
agl
VSP1F38-1:$ filesystem-list
Instance name Dev On span State EVS Cap/GiB
Confined Flag
kafka-0 1030 B26-1-810087-1 Mount 5 769
10240
kafka-1 1031 B26-1-810087-2 Mount 6 840
10240
kafka-2 1032 B26-1-810087-1 Mount 7 769
10240
We made the NFS export available using a CNS tree.
VSP1F38-1:$ cns-1s cns-root kafka
broker0 -> kafka-0:/broker0
brokerl -> kafka-1:/brokerl
broker2 -> kafka-2:/broker?2
VSP1F38-1:$ cns-nfs-export list /kafka
Export name: /kafka
Kafka with VSP One File White Paper Page 14




Export path: /kafka
Namespace: cns-root

Access snapshots: Yes
Display snapshots: Yes

Export configuration:
192.168.0.* (rw)
* (noaccess)

The testing involved changing NFS access between NFS version 3 and 4.1, as well as the
preserve-unlinked feature available in NASFW version 15.5 to solve the NFS silly rename
issue (described later in this document). To facilitate this testing, we took advantage of
following settings:

nfs-max-supported-version. Values 3 or 4.1. To minimize the need to reconfigure in the
client when switching between versions, we set this value in the server.

nfsv41-preserve-unlinked-enable and nfsv41-preserve-unlinked-disable. When using
NFSv4.1, we disabled the feature to reproduce the silly rename issue which caused the
Kafka brokers to fail and then enabled it to show that the fix addressed the issue.

Broker configuration

Kafka was installed in the /usr/local/kafka directory.

Each broker had distinct broker ID’s: 0, 1 and 2. To form a cluster, all brokers were
configured to connect to the same zookeeper server.

Broker parameters were customized using the config/server.properties file as follows:

Parameter Value Explanation
broker.id 0,10r2 Each broker must have
a distinct broker ID
listeners PLAINTEXT://:9092 Allows broker to listen
on any IP
advertised.listeners PLAINTEXT://<IP- Use the IP that brokers
address>:9092 should be accessed by
the client
log.dirs /var/kafka/log for local storage testing
/mnt/vsp1f- For VSP One with NFS
kafka/broker<ID>/logs testing
zookeeper.connect 172.20.253.64:2181 All brokers use the
same zookeeper IP

Zookeeper parameter was customized in the config/zookeeper.properties file as follows:

Parameter Value Explanation
dataDir Ivar/kafka/zookeeper for local storage testing
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/mnt/vsp1f- For VSP One with NFS
kafka/brokerO/zookeeper testing

We configured NFS as follows in the /etc/fstab file of each broker to load automatically:

Broker NFS configuration log.dirs
broker0 vsp1f-0:/kafka /mnt/vsp1f-kafka nfs /mnt/vsp1f-
defaults,async,noatime,nconnect=8 0 0 kafka/brokerO/logs
broker1 vsp1f-1:/kafka /mnt/vsp1f-kafka nfs /mnt/vsp1f-
defaults,async,noatime,nconnect=8 0 0 kafka/broker1/logs
broker2 vsp1f-2:/kafka /mnt/vsp1f-kafka nfs /mnt/vsp1f-
defaults,async,noatime,nconnect=16 0 0 kafka/broker2/logs
Zookeeper NFS configuration dataDir
broker0 vsp1f-0:/kafka /mnt/vsp1f-kafka nfs /mnt/vsp1f-
defaults,async,noatime,nconnect=8 kafka/brokerO/zookeeper
00

We did not specify the NFS version when mounting the exports. Instead, to facilitate
switching between NFS versions, we take advantage of the HNAS setting nfs-max-
supported-version.

When set to 3 (default) , the NFS version 3 take effect on the client. For example:

VSP1F38-1:$ nfs-max-supported-version 3
nfs-max-supported-version:3

root@broker0:~# mount | grep kafka

vsplf-0:/kafka on /mnt/vsplf-kafka type nfs
(rw,noatime,vers=3,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp, nc
onnect=8, timeo=600, retrans=2, sec=sys,mountaddr=192.168.0.107, mountvers=
3,mountport=4048, mountproto=udp, local lock=none,addr=192.168.0.107)

However, when we set the nfs-max-supported-version to 4.1 the client defaults to 4.1
accordingly.

VSP1F38-1:$ nfs-max-supported-version 4.1
nfs-max-supported-version:4.1

root@brokerO:~# umount /mnt/vsplf-kafka; mount /mnt/vsplf-kafka

root@broker0:~# mount | grep kafka

vsplf-0:/kafka on /mnt/vsplf-kafka type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=8, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.181,1local 1
ock=none,addr=192.168.0.107)

To avoid running kafka as root and causing rootsquash issues we created user kafka with
UID 1001 in each broker. Using the same ID across brokers facilitated failover scenarios
when simulating broker failures. To make this effective we needed to configure Kafka as a
service and specify the user and group as follows:
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root@broker0:/usr/local/kafka/config# cat
/etc/systemd/system/kafka.service

[Unit]

Description=Apache Kafka Server
Documentation=http://kafka.apache.org/documentation.html
Requires=zookeeper.service

[Service]

User=kafka

Group=kafka

Type=simple

Environment="JAVA HOME=/usr/lib/jvm/java-1.17.0-openjdk-amd64"
ExecStart=/usr/local/kafka/bin/kafka-server-start.sh
/usr/local/kafka/config/server.properties
ExecStop=/usr/local/kafka/bin/kafka-server-stop.sh
Restart=on-abnormal

[Install]
WantedBy=multi-user.target

Additionally, we needed to make sure that the user kafka owned the following directories:

o /var/kafka (for local storage testing)

e The directories that each broker used for NFS access.

o Jusr/local/kafka/log for writing kafka service logs, not to be confused with the ‘log.dir’ that
Kafka writes messages to.

Testing methodology

All tests were executed from the client simulator (known as kafka-client) unless otherwise
noted as user admin. To facilitate command execution, we included /usr/local/kafka/bin in
the $PATH variable. We did this by adding this line to the end of the .profile file in the admin:

PATH=S$PATH: /usr/local/kafka/bin

The user admin was created in both the client and the brokers, exporting the client’s public
ssh key using the ssh-copy-id command. The admin user had sudo privileges without
requiring the use of password. This facilitated remote command execution between the
client and the brokers to facilitate remote execution of some commands.

Built-in Kafka tools

To generate traffic, we used the following tools that are included in the Kafka package in the
bin subdirectory (e.g. /usr/local/kafka/bin)

e kafka-producer-perf-test.sh
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e kafka-consumer-perf-test.sh

We begin by creating a topic using the following command format:

kafka-topics.sh --bootstrap-server <broker list> --create --topic
<topic name> --partitions <# of partitions> --replication-factor
<integer:replication factor>

Note that the replication-factor cannot be larger than 3 which is the number of brokers.

Example:

kafka-topics.sh --bootstrap-server broker0:9092 --create --topic
<topic> \

--partitions 20 --replication-factor 2

Once the topic is created we used the kafka-producer-perf-test.sh command as follows:

kafka-producer-perf-test.sh --topic <TOPIC> --num-records <NUM-RECORDS>
\

--record-size <RECORD-SIZE> --throughput -1 --producer-props \
bootstrap.servers=<BROKER:PORT-ID>

We adjust the number of messages in each producer performance test so that it runs
between 5-10 minutes. For replication factors above 1 the number of messages were
reduced since there is a significant drop in throughput performance when introducing
replication due to broker to broker replication.

Message Size # of Replicas # of Messages
100B 1 1,000,000,000
2&3 100,000,000
1KB 1 100,000,000
2&3 20,000,000
64KB 1 2,000,000
2&3 400,000

We found the ‘throughput’ parameter to be best left at the -1 value to disable throttling.
Example:

kafka-producer-perf-test.sh --topic topicl --num-records 20000000 \
--record-size 1024 --throughput -1 --producer-props \
bootstrap.servers=broker0:9092

This command creates 20 million messages of 1KB each, or a total of 20GB total. Once
completed, the command provides a summary of the throughput (in messages/second and
MB/s) and latency.

We also used the kafka-consumer-perf-test.sh command which simulated the ‘consume’
(read) rate.
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kafka-consumer-perf-test.sh --bootstrap-server <SERVERS> --topic
<TOPIC> —--messages <NUM-RECORDS>

Note that we do not specify the record size. This is because it will take whichever messages
have already been ‘produced’. To avoid any confusion, we clear the topics, produce the
messages of the desired size, and then run the consumer test immediately after.

OpenMessaging

We also used OpenMessaging a Kafka benchmarking tool. We executed the following
workloads which were most indicative of the maximum achievable performance under each
of the conditions tested:

Workload Message Size | Topics | Partitions/topic
max-rate-1-topic-1-partition-1p-1c-100b.yaml 100B 1 1
max-rate-1-topic-1-partition-1p-1c-1kb.yaml 1KB 1 1
max-rate-20-topics-1-partition-64kb.yaml 64KB 20 1

Each of the tests took approximately 5 minutes to run. Once completed, we calculated the
average throughput and latency from the results.
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Benefits of using VSP One File/NFS

Reduced CPU Utilization

By offloading disk 1/0 operations to the NFS server, the CPU utilization on Kafka brokers
should be significantly reduced although we did not validate this during testing. This should
allow the brokers to handle more messaging tasks efficiently.

Centralized Storage

When using VSP One as centralized storage with Kafka we can get many benefits of sharing
a common storage location, such as:

making it easier to manage and scale storage separately from the brokers.

e Storage space can be easily expanded as needed.

e The storage is consolidated, which is more cost effective than being potentially
underutilized in a traditional broker setup with individual disks that are dedicated to

each broker.

e Built-in resiliency of VSP One architecture.

Near Instant Broker Recovery Time

Each broker stores its data in its own directory, which contains replicas of the topic partitions
that it has been assigned. In a typical Kafka environment this is stored in a local directory
(e.g. as the /var/kafka/log directory) and each directory is independent of each other. The
replicas provide the needed resiliency.
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If a broker fails, as long as topic has been configured with multiple replicas, the Kafka cluster
remains functional to producers and consumers.
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However, if the Broker remains unavailable for an extended period of time and is replaced
with another broker, the new broker has no access to the failed broker’s contents and the
replicas must be reassigned under the new broker ID. This process can be very time and
resource consuming. Depending on the size of the data, this process can take from minutes
to several hours. During our testing, this took about 11G/minute. This amounts to about 1.5
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However, when Kafka uses VSP One File to store its data, since the contents are stored in a
shared location, a new broker configured to replace the old broker simply needs to have the
same broker id and use the same location for its log directory.
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In this scenario, since the new broker will no longer have the ‘leader’ role for any of the
partitions, a reassignment operation will still be required. However, since this is a simple
change in metadata for the replicas and not a copy of the data, it is a much quicker operation
lasting only a few seconds.

Additionally, since the data is always stored in a high availability VSP One File cluster, this
reduces the need to have topics with multiple replicas. Being able to configure topics with a
replication factor of 1 (single instance) will dramatically increase the performance of the
Kafka cluster by 200% or more.
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Replacement of a Failed Broker with local store data

If a broker in a Kafka cluster fails, and the data is stored locally in each broker, the procedure
is as follows:

1. Configure the new Kafka broker with a new broker ID and same zookeeper server(s) as
the other brokers. This cannot be the same broker ID as the failed broker.
2. Reassign the partitions so that the replicas are stored in the surviving brokers.

3. During our testing this reassignment process goes at a rate of about 11GB/minute. This
would be about 90 minutes per Terabyte.

Replacement of Failed Broker with VSP One File
Server

With Kafka broker storing its data in an NFS export hosted by the VSP One File Server the
procedure is much simpler and quicker, since even in the event of a node failure the data is
still stored in the server.

The procedure would be as follows:

1. Configure a new broker with the following parameters to be the same as the failed
broker:

e Same broker ID

e Same advertised IP address.

e Same logs directory

e Same Zookeeper server
2. Run the reassignment procedure again.
This is not necessary to recreate the replicas since the data is still present. The
reassignment procedure is only required to make sure the partition leaders include the
broker once again and the cluster is once again balanced. However, since this is only a

metadata operation the procedure is much quicker. During our testing this only takes
seconds.

Replication factor impact

Most Kafka environments with multiple brokers use a replication factor of at least two or
more in their topics. This provides resiliency if a broker goes down. However, once you
introduce replication there is a significant reduction in performance in the producer (writes),
both in throughput and latency.
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Message Size 100B 1KB 64KB
Replication

factor Throughput latency Throughput latency Throughput latency
R=1 158.15 MB/s 14.17 ms 306.24 MB/s | 90.64 ms 442 MB/s 34.29 ms
R=2 73.91 MB/s | 388.15ms 87.62MB/s | 341.28 ms 201.09MB/s | 157.91ms
% R=2vs R=1 47% 2739% 29% 377% 45% 461%
R=3 78.10 MB/s | 367.44 ms 80.55MB/s | 371.47 ms 179.72 MB/s | 176.82 ms
% R=3 vs R=2 106% 95% 92% 109% 89% 112%

Table: Replication factor impact of NFS v4.1 for producer

However, the impact of replication factor on performance in the consumer is much less
significant. In some instances, the performance may even increase.

Message Size 100B 1KB 64KB

Throughput Throughput Throughput
Consumer R=1 693.81 MB/s | 967.87 MB/s 896.04 MB/s
Consumer R=2 599.27 MB/s | 949.64 MB/s 865.83 MB/s
%R=2vs R=1 86% 98% 97%
Consumer R=3 715.54 MB/s | 929.17 MB/s 871.08 MB/s
%R=3 vs R=2 119% 98% 101%

Table: Replication factor impact of NFS v4.1 for consumer
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In a typical Kafka deployment where local storage is used, replication is a necessity to
preserve data, since if there is a broker failure any messages in partitions that are hosted by
that broker would be irreparably lost. However, when the contents are stored on a VSP One
File server if the broker fails, the data is preserved intact. Once the broker is replaced with a
similar configuration and the logs pointed to the same NFS hosted directory as the failed
broker, the recovery is almost instantaneous. Hosting Kafka data on a VSP One File server
provides an option to improve performance by 300% or more as compared to hosting in local
storage.

Reduced number of Replicas

Replication factor greater than one is generally recommended for resiliency. However, given
the benefits noted earlier, a reduced replication factor could be possible when using VSP
One File to store Kafka data. When configured, it would result in a reduced number of
brokers required, lowering the cost of the overall solution and improving overall solution
performance.

Use cases where single replica is acceptable

As mentioned earlier, topics configured with a replication factor of one in an NFS deployment
can be easily recovered by replacing the broker. However, any messages produced during
the duration of the outage would be lost. This is a trade-off for the much higher performance
of a single replica.

There are several use cases where a temporary loss of a Kafka broker and messages would
be acceptable, typically in scenarios where eventual consistency or data loss tolerance is
built into the system. Here are some examples:

1. Real-time Monitoring & Metrics Collection (Non-Critical Logs & Telemetry).

e Use Case: A system that collects logs, metrics, or telemetry data from various services for
real-time dashboards or trend analysis (e.g., application performance monitoring, network
traffic stats).

e Why is message loss acceptable?

o If a Kafka broker goes down and some messages are lost, the system can still
function since the next batch of logs/metrics will arrive soon.
o The application is more concerned with recent data than absolute completeness.

2. Clickstream Data for Real-time Analytics

e Use Case: Tracking user interactions on a website (e.g., page views, clicks, scrolling).
e Why is message loss acceptable?
o A few lost messages (clicks, page views) will not significantly impact aggregated
analytics or trends.
o The system often samples or averages data for insights rather than needing every
single event.

3. loT Sensor Data with High Frequency Updates
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Use Case: Sensors sending environmental data (e.g., temperature, humidity, GPS
coordinates) at high frequency (multiple times per second).
Why is message loss acceptable?
o If afew sensor readings are lost, it doesn'’t critically impact overall monitoring, as the
next readings will still capture trends.
o Some systems can interpolate missing data based on past values.

4. Social Media Feeds & Recommendation Engines

Use Case: A system aggregating social media posts for recommendations or trending topic
detection.
Why is message loss acceptable?
o The system is probabilistic—losing some posts will not significantly change trend
detection.
o Users generate large amounts of new data constantly, so missing a few messages is
negligible.

5. Chatbots & Customer Support Ticket Prioritization

Use Case: A chatbot system that queues and processes customer messages.
Why is message loss acceptable?
o If a broker goes down and a few messages are lost, the customer can resend the
message.
o The system can retry or escalate unresolved tickets through other means (e.g.,
email, phone).

6. In-memory Caching Systems (e.g., Kafka as a Buffer for a Cache Update)

Use Case: Kafka acting as an event-driven queue to update a distributed cache.
Why is message loss acceptable?
o If a cache update event is lost, the next request can trigger a new update from the
database.
o The system is eventually consistent, meaning missing one update will not
permanently break things.
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Best Practices with VSP One File

Basic Best Practices

The following best practices can be achieved with minimal complexity and effort in both the
VSP One (server) side and the Kafka broker (server) side:

VSP One File settings:

¢ Disable read-ahead
o Set security-mode to Unix

e fs-accessed-time: Off
When using multiple replicas, to avoid the ‘silly rename’ issue:

o Set nfs-max-supported version to 4.1

¢ nfsv41-preserve-unlinked-enable
Broker NFS Client Mount options:

e Use NFS v4.1 (this is the default in modern Linux clients, if not specified).
e Set noatime to avoid updating file access times.

e Use rsize= 65536 and wsize= 65536 (the maximum supported by your system) to allow
for larger read/write block sizes. In modern clients this does not need to be specified.
The default option

Set nconnect to either 8 or 16. This will enable the Broker to use parallel TCP connections
even to the same VSP One File mount point to improve performance.

Example:

mount -o noatime,nconnect=8 server:/kafka-logs /mnt/kafka

At a minimum, we recommend a dedicated network between the broker and VSP One File
for NFS connections. Having storage traffic contending with Kafka producer and consumer
traffic is not desirable.

The following two actions will significantly improve broker performance, although they will
require more complexity in your deployment. These are described in more detail in the
sections below:

e Use dedicated interfaces for replication

o Use multiple paths for the logs.dir in each broker, pointing to multiple exports in multiple
file systems and EVS’s located in multiple nodes, to improve parallelism.
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Using dedicated interfaces for replication

In a Kafka deployment with multiple replicas, using a dedicated interface for replication can
dramatically improve the performance of the broker. This is particularly noticeable in the
produce (write) performance.

This is an example of the relevant configuration parameters of a broker with a dedicated
interface to replicate the partitions to other brokers. In this particular example, we use an
interface configured with the IP address 172.20.252.80 to handle the replication to the other
brokers.

listeners=USERS://:9092,REPLICATION:// 172.20.252.80:9093
advertised.listeners=USERS://172.20.253.64:9092,REPLICATION://172.20.25
2.80:9093
listener.security.protocol.map=USERS:PLAINTEXT, REPLICATION: PLAINTEXT
inter.broker.listener.name=REPLICATION

Another recommendation that can also improve performance is the use of jumbo frames
(MTU 9000) in the replication interfaces if the brokers are in the same VLAN.

During our testing, we were able to achieve between 63% and 213% in produce performance
by making this change.

Broker replication interface comparison
produce throughput
3 brokers, 3 replicas

200.00 MB/s
150.00 MB/s
100.00 MB/s

50.00 MB/s

0.00 MB/s - -

100B 1KB 64KB

M shared with client dedicated

Using multiple NFS paths

Kafka allows the use of multiple paths for each broker using the logs.dir variable. Doing this
can enhance performance specially for produce (write) operations by enabling parallel /O
operations, improving throughput and reducing latency. This is particularly the case if these
directories are on separate file systems and EVS'’s, which can be distributed across different
nodes in a VSP One File cluster.
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For example, in broker 0 we mount these two exports:

192.168.0.107:/broker0 on /mnt/kafka/evslvoll type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255,hard, proto=tcp,
nconnect=8, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.181,1local 1
ock=none, addr=192.168.0.107)

192.168.0.108:/broker0 on /mnt/kafka/evs2vol2 type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=16, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.181,local
lock=none,addr=192.168.0.108)

Each of the exports maps to a different file system, EVS and node in the VSP One File

cluster:
Mount point IP Export Filesystem | EVS Node
/mnt/kafka/evs1vol1 | 192.168.0.107 | broker0Q kafka-fs1 1 1
/mnt/kafka/evs2vol2 | 192.168.0.108 | broker0 kafka-fs2 2 2

During our testing, we were able to observe a throughput rate improvement between 14 and
24% on a producer (write) test by using two NFS v4.1 paths as compared to a single one.

NFS Path performance comparison
for log.dirs in broker
produce rate
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Performance impact of VSP One File

Using NFS version 3 with VSP One File yields the best performance. However, because of
the silly rename issue that may occur, using NFS version 4.1 is mandatory when using Kafka
topics with multiple replicas.
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If following the best practices described in this document, when using VSP One File with

NFS v4.1 Kafka brokers can achieve throughput performance that is close to the one

achieved when using high performance local NVMe drives.

Below is a comparison of tests when using Kafka when using NFS v4.1 vs using local NVMe
drives. In this test we used a replication factor of 3.
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Size 100B 1KB 64KB

Producer | Latency | Consumer | Producer | Latency | Consumer Latency

MB/s ms. MB/s MB/s ms. MB/s Ms. Consumer
local 84.11 | 340.72 544.30 95.83 | 312.02 945.64 | 212.79 149.22 895.99
NFSv4.1 78.10 | 367.44 715.54 80.55 | 371.47 929.17 | 179.72 176.82 871.08
% NFSv4.1
vs local 93% 108% 131% 84% 119% 98% 84% 118% 97%
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NFS Silly rename issue

The NFS silly rename issue occurs in NFS version 3 when a file is deleted by one process in
the client while it is still open by another process within the same client. Since the NFS
server is stateless, instead of immediately deleting the file, the NFS client renames it to a
temporary hidden file (e.g. .nfsXXXXX). This is known as the ‘silly name’ file. The client
tracks all the files open in the kernel, and only when the last process closes the file handle
does the file actually get removed.

One problem with this approach is that if a client crashes before a file gets closed, the silly
file remains on the server indefinitely.

Problems with Kafka

The silly rename issue causes problems in Kafka when a rebalancing of partitions is done.
This is typically required when one of the brokers has failed, or a broker needs to be taken
out of the cluster for maintenance. Partitions are stored as directories, with many files inside
it. In this scenario, Kafka will create a new replica of the partition on the destination broker,
then deletes it on the source broker. However, in the process, the broker doesn’t free up the
file handle before unlinking it. This could cause the broker to crash.

Solution

NFSv4 is a stateful protocol, so the server is aware when a file is open or closed. NFS v4.1
provides a way to tell a client that it will preserve a file if unlinked. This allows Kafka to work
reliably during the rebalancing process. However, this also requires an enhancement in the
server, supported in VSP One File firmware version 15.5, using the nfsv41-preserve-unlinked
feature. When enabled, this feature permits the server to preserve open files if removed and
the hard link count goes to zero, thus obviating the need for NFSv4.1 clients to rename
deleted files to partially hidden names -- colloquially called "silly rename”.

Note that the NFSv4.1 preserve unlinked feature is disabled by default. It is generally
advised to leave it disabled unless interoperability is required with an NFSv4.1 client that is
known to depend upon preserve unlinked.

Reproduction of Silly Rename issue (NFS v3)

Our starting point is a 3 broker Kafka cluster deployment, each accessing its own log
directory through NFS. The issue most easily reproduces with NFS version 3.
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Create a test topic with 5 partitions, and replication factor of 2. Note: the replication factor
should be at least one less than the total number of brokers. In a normal case of
reassignment, if we have 3 brokers, we should only use replication factor of 2. This is
commonly done if we want to take a broker down for extended maintenance, retire it, or
replace it in the case of a failure.

kafka-topics.sh --bootstrap-server broker0:9092 --create --topic topicl
--partitions 5 --replication-factor 2

Once we create this, each partition will have the replicas replicated more or less evenly
among the 3 brokers, with two replicas for each partition.

We verify by running the command, for example:

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe --topic topicl

Topic: topicl TopicId: VhR9uLgaRRKCJJNVaewFgw PartitionCount: 5
ReplicationFactor: 2 Configs:

Topic: topicl Partition: O Leader: 0 Replicas: 0,2 Isr:
0,2
Topic: topicl Partition: 1 Leader: 2 Replicas: 2,1 Isr:
2,1
Topic: topicl Partition: 2 Leader: 1 Replicas: 1,0 Isr:
1,0
Topic: topicl Partition: 3 Leader: 0 Replicas: 0,1 Isr:
0,1
Topic: topicl Partition: 4 Leader: 2 Replicas: 2,0 Isr:
2,0

To populate the topic with some messages. We can use the ‘smoke test’ script kafka-
producer-perf-test.sh.

kafka-producer-perf-test.sh --topic topicl --num-records 10000000 \
--record-size 1024 --throughput -1 --producer-props acks=all
\ bootstrap.servers=broker0:9092
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Once we have some data in the topic, we can proceed to reassign the partitions.
Let us create the json template file topics.json with the topics to move

{
"topics": [
{"topic": "topicl"}
1,

"version": 1

Let us assume that we want to reassign the partitions to exclude broker 2.
Generate the reassignment plan and save it to a json file.

kafka-reassign-partitions.sh --bootstrap-server=broker0:9092 \
--broker-1list "0,1" --topics-to-move-json-file topics.json \
—-—generate

We take the part after “Proposed partition reassignment configuration” in the output, and
save it to a new file reassignment-topic1.json

{"version":1,"partitions":[{"topic":"topicl", "partition":0, "replicas": [
1,0],"log dirs":["any","any"]}, {"topic":"topicl", "partition":1,"replica
s":[0,1],"log dirs":["any","any"]}, {"topic":"topicl","partition":2, "rep
licas":[1,0],"log dirs":["any","any"]}, {"topic":"topicl", "partition":3,
"replicas":[0,1],"log dirs":["any","any"]}, {"topic":"topicl", "partition
":4,"replicas":[1,0],"log dirs":["any","any"]}, {"topic":"topicl", "parti
tion":5,"replicas":[0,1],"log dirs":["any", "any"]}, {"topic":"topicl","p
artition":6,"replicas":[1,0],"log dirs":["any","any"]}, {"topic":"topicl
","partition":7,"replicas":[0,1],"log dirs": ["any","any"]}, {"topic":"to
picl","partition":8,"replicas":[1,0],"log dirs":["any","any"]}, {"topic"
:"topicl","partition":9,"replicas":[0,1],"log dirs":["any","any"]}, {"to
pic":"topicl","partition":10, "replicas":[1,0],"log dirs":["any","any"]}
,{"topic":"topicl", "partition":11, "replicas":[0,1],"log dirs":["any","a
ny"]}, {"topic":"topicl", "partition":12,"replicas":[1,0],"log dirs":["an
y","any"]}, {"topic":"topicl","partition":13,"replicas":[0,1],"log dirs"
:["any","any"]}, {"topic":"topicl","partition":14,"replicas":[1,0],"log_
dirs":["any","any"]}, {"topic":"topicl", "partition":15,"replicas":[0,11,
"log dirs":["any","any"]}, {"topic":"topicl", "partition":16,"replicas": |
1,0],"log dirs":["any","any"]}, {"topic":"topicl", "partition":17, "replic
as":[0,1],"log dirs":["any","any"]}, {"topic":"topicl","partition":18,"r
eplicas":[1,0],"log dirs":["any","any"]}, {"topic":"topicl","partition":
19, "replicas":[0,1],"log dirs":["any","any"]}]}

Optionally, we can save the contents of the ‘current partition replica assignment’ into a file
recover-topic1.json so that we can recover.

Now we execute the plan:

kafka-reassign-partitions.sh —--bootstrap-server=broker0:9092 \
--reassignment-json-file reassign-topicl.json —--execute
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To monitor progress:

kafka-reassign-partitions.sh --bootstrap-server=broker0:9092 --
reassignment-json-file reassign-topicl.json —--verify

During progress we’ll get output like this:

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --reassignment-json-file restore-topicl.json --
verify

Status of partition reassignment:

Reassignment of partition topicl-0 is still in progress.

Reassignment of partition topicl-1 is completed.

Reassignment of partition topicl-2 is completed.

Reassignment of partition topicl-3 is completed.

Reassignment of partition topicl-4 is still in progress.

If the reassignment is successful, the output will be as follows:

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --reassignment-json-file reassign-topicl.json --
verify

Status of partition reassignment:

Reassignment of partition topicl-0 is completed.

Reassignment of partition topicl-1 is completed.

Reassignment of partition topicl-2 is completed.

Reassignment of partition topicl-3 is completed.

Reassignment of partition topicl-4 is completed.

And we can verify the reassignment:

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe --topic topicl
Topic: topicl TopicId: VhR9uLgaRRKCJJINVaewFqgw PartitionCount: 5

ReplicationFactor: 2 Configs:

Topic: topicl Partition: 0 Leader: 0 Replicas: 1,0 Isr:
0,1

Topic: topicl Partition: 1 Leader: 0 Replicas: 0,1 Isr:
1,0

Topic: topicl Partition: 2 Leader: 1 Replicas: 1,0 Isr:
1,0

Topic: topicl Partition: 3 Leader: 0 Replicas: 0,1 Isr:
0,1

Topic: topicl Partition: 4 Leader: 1 Replicas: 1,0 Isr:
0,1

When it fails, this will be the output:
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admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --reassignment-json-file restore-topicl.json --
verify

[2025-03-07 09:29:54,072] WARN [AdminClient clientId=reassign-
partitions-tool] Connection to node -1 (broker0/172.20.253.64:9092)
could not be established. Node may not be available.
(org.apache.kafka.clients.NetworkClient)

[2025-03-07 09:29:54,229] WARN [AdminClient clientId=reassign-
partitions-tool] Connection to node -1 (broker0/172.20.253.64:9092)
could not be established. Node may not be available.
(org.apache.kafka.clients.NetworkClient)

[2025-03-07 09:29:54,330] WARN [AdminClient clientId=reassign-
partitions-tool] Connection to node -1 (broker0/172.20.253.64:9092)
could not be established. Node may not be available.
(org.apache.kafka.clients.NetworkClient)

Alternatively, you can check for broker status by using this command:

admin@kafka-client:~/kafka$ echo quit | telnet broker0 9092; echo quit
| telnet brokerl 9092; echo quit | telnet broker2 9092

Trying 172.20.253.64...

telnet: Unable to connect to remote host: Connection refused

Trying 172.20.253.65...

telnet: Unable to connect to remote host: Connection refused

Trying 172.20.253.66...

Connected to broker2.

Escape character is '*]'.

Connection closed by foreign host.

In our example the brokers 0 (BrokerQ) and 1 (Broker1) have crashed, while the third broker
(Broker2) has managed to stay up.

One tip: if it doesn’t reproduce on the initial reassignment (reassign-topic1.json), try rolling
back to the original distribution in the json file. In our example:

kafka-reassign-partitions.sh --bootstrap-server=broker0:9092 --
reassignment-json-file restore-topicl.json --execute

Reproduction of Silly Rename Issue (NFS v4.1)

We run a similar test. However, this time we use NFS v4.1, but without the setting that fixes
the silly rename issue.

First, we set the max NFS version in VSP One File to 4.1

VSP1lF38-1:$ nfs-max-supported-version 4.1
nfs-max-supported-version:4.1
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Next, we check that the nfsv41-preserve-unlinked-show is set to disabled. As of 15.5.8423,
This should be the default.

VSP1F38-1:$ for-each-evs nfsvdl-preserve-unlinked-show
EVS 1 (CALVIN-EVS1) :

NFSv4.1 preserve unlinked: disabled
EVS 2 (CALVIN-EVS2):

NFSv4.1 preserve unlinked: disabled
EVS 3 (FRONTIER-EVS1) :

NFSv4.1 preserve unlinked: disabled
EVS 4 (FRONTIER-EVS2) :

NFSv4.1 preserve unlinked: disabled
EVS 5 (KAFKA-0):

NFSv4.1 preserve unlinked: disabled
EVS 6 (KAFKA-1):

NFSv4.1l preserve unlinked: disabled
EVS 7 (KAFKA-2):

NFSv4.1 preserve unlinked: disabled

We confirm in each of the brokers that the exports are mounted using NFS v4.1

admin@broker0:~$ mount | grep nfs | grep kafka

vsplf-0:/kafka on /mnt/vsplf-kafka type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=8, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.181,local 1
ock=none,addr=192.168.0.107)

vsplf-0:/kafka/broker0 on /mnt/vsplf-kafka/broker0 type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=8, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.181,1local 1
ock=none, addr=192.168.0.107)

root@brokerl:~# mount | grep nfs | grep kafka

vsplf-1:/kafka on /mnt/vsplf-kafka type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=8, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.182,1local 1
ock=none, addr=192.168.0.108)

vsplf-1:/kafka/brokerl on /mnt/vsplf-kafka/brokerl type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=8, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.182,local 1
ock=none, addr=192.168.0.108)

admin@broker2:~$ mount | grep nfs | grep kafka
vsplf-2:/kafka on /mnt/vsplf-kafka type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,

Kafka with VSP One File White Paper Page 36




nconnect=16, timeo=600, retrans=2, sec=sys, clientaddr=192.168.0.183, local
lock=none, addr=192.168.0.109)

vsplf-2:/kafka/broker2 on /mnt/vsplf-kafka/broker2 type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=16, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.183,local
lock=none, addr=192.168.0.109)

We create the topic and check the replica distribution:

admin@kafka-client:~$ kafka-topics.sh --bootstrap-server
broker0:9092,brokerl1:9092,broker2:9092 --create --topic topicl --
partitions 6 --replication-factor 2

Created topic topicl.

admin@kafka-client:~$ kafka-topics.sh --bootstrap-server
broker0:9092,brokerl1:9092,broker2:9092 --describe --topic topicl
Topic: topicl TopicId: iZgzgd4obSjWic-tg91-QPQ PartitionCount: 6
ReplicationFactor: 2 Configs:

Topic: topicl Partition: 0 Leader: 2 Replicas: 2,1 Isr:
2,1
Topic: topicl Partition: 1 Leader: 1 Replicas: 1,0 Isr:
1,0
Topic: topicl Partition: 2 Leader: 0 Replicas: 0,2 Isr:
0,2
Topic: topicl Partition: 3 Leader: 2 Replicas: 2,0 Isr:
2,0
Topic: topicl Partition: 4 Leader: 1 Replicas: 1,2 Isr:
1,2
Topic: topicl Partition: 5 Leader: 0 Replicas: 0,1 Isr:
0,1

We create some records:

admin@kafka-client:~$ kafka-producer-perf-test.sh --topic topicl --num-
records 100000000 --record-size 1024 --throughput -1 --producer-props
acks=all bootstrap.servers=broker0:9092,brokerl:9092,broker2:9092

92461 records sent, 18484.8 records/sec (18.05 MB/sec), 1371.6 ms avg
latency, 2278.0 ms max latency.

100000000 records sent, 29014.563860 records/sec (28.33 MB/sec),
1058.31 ms avg latency, 2278.00 ms max latency, 1023 ms 50th, 1302 ms
95th, 1449 ms 99th, 1624 ms 99.9th.

We generate the json files:

admin@kafka-client:~$ cat topics.json

{
"topics": [
{"topic": "topicl"}
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"version": 1

admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,broker1:9092,broker2:9092 --broker-list "0,1,2" --
topics-to-move-json-file topics.json —--generate

Current partition replica assignment
{"version":1,"partitions":[{"topic":"topicl", "partition":0, "replicas": [
2,11,"log _dirs":["any","any"]}, {"topic":"topicl", "partition":1, "replica
s":[1,0],"log dirs":["any","any"]}, {"topic":"topicl","partition":2, "rep
licas":[0,2],"log dirs":["any","any"]}, {"topic":"topicl", "partition":3,
"replicas":[2,0],"log dirs":["any","any"]}, {"topic":"topicl","partition
":4,"replicas":[1,2],"log dirs":["any","any"]}, {"topic":"topicl", "parti
tion":5,"replicas":[0,1],"log dirs": ["any","any"]}]}

Proposed partition reassignment configuration
{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
0,2],"log dirs":["any","any"]}, {"topic":"topicl", "partition":1,"replica
s":[1,0],"log dirs":["any","any"]}, {"topic":"topicl","partition":2, "rep
licas":[2,1],"log dirs":["any","any"]}, {"topic":"topicl", "partition™":3,
"replicas":[0,1],"log dirs":["any","any"]}, {"topic":"topicl", "partition
":4,"replicas":[1,2],"log dirs":["any","any"]}, {"topic":"topicl", "parti
tion":5,"replicas":[2,0],"log dirs":["any","any"]1}]}

Using the ‘Proposed partition reassignment configuration’, we create the reassign-topics.json
file, and execute:

admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,brokerl:9092,broker2:9092 --reassignment-json-file
reassign-topics.json --execute

Current partition replica assignment

{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
2,11,"log _dirs":["any","any"]}, {"topic":"topicl", "partition":1, "replica
s":[1,0],"log dirs":["any","any"]}, {"topic":"topicl","partition":2, "rep
licas":[0,2],"log dirs":["any","any"]}, {"topic":"topicl", "partition":3,
"replicas":[2,0],"log dirs":["any","any"]}, {"topic":"topicl", "partition
":4,"replicas":[1,2],"log dirs":["any","any"]}, {"topic":"topicl", "parti
tion":5,"replicas":[0,1],"log dirs": ["any","any"]}]}

Save this to use as the --reassignment-json-file option during rollback
Successfully started partition reassignments for topicl-0,topicl-
1,topicl-2,topicl-3,topicl-4,topicl-5

We verify that it has completed:
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admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,brokerl1:9092,broker2:9092 --reassignment-json-file
reassign-topics.json —--verify

Status of partition reassignment:

Reassignment of partition topicl-0 is completed.

Reassignment of partition topicl-1 is completed.

Reassignment of partition topicl-2 is completed.

Reassignment of partition topicl-3 is completed.

Reassignment of partition topicl-4 is completed.

Reassignment of partition topicl-5 is completed.

Clearing broker-level throttles on brokers 0,1,2

Clearing topic-level throttles on topic topicl
admin@kafka-client:~$ kafka-topics.sh --bootstrap-server
broker0:9092,brokerl1:9092,broker2:9092 --describe --topic topicl
Topic: topicl TopicId: iZgzg4obSjWjc-tg91-QPQ PartitionCount: 6

ReplicationFactor: 2 Configs:

Topic: topicl Partition: O Leader: 2 Replicas: 0,2 Isr:
2,0

Topic: topicl Partition: 1 Leader: 1 Replicas: 1,0 Isr:
1,0

Topic: topicl Partition: 2 Leader: 2 Replicas: 2,1 Isr:
2,1

Topic: topicl Partition: 3 Leader: 0 Replicas: 0,1 Isr:
0,1

Topic: topicl Partition: 4 Leader: 1 Replicas: 1,2 Isr:
1,2

Topic: topicl Partition: 5 Leader: 0 Replicas: 2,0 Isr:
0,2

The brokers still seem to be up:

admin@kafka-client:~$ echo quit | telnet broker0 9092; echo quit |
telnet brokerl 9092; echo quit | telnet broker2 9092
Trying 172.20.253.64...

Connected to brokerOQ.

Escape character is '~]'.

Connection closed by foreign host.

Trying 172.20.253.65...

Connected to brokerl.

Escape character is '~]'.

Connection closed by foreign host.

Trying 172.20.253.66...

Connected to broker2.

Escape character is '"*]'.

Connection closed by foreign host.

Now we proceed to restore the original assignment:
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admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,brokerl1:9092,broker2:9092 --reassignment-json-file
recover-topics.json --execute

Current partition replica assignment

{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
0,2],"log dirs":["any","any"]}, {"topic":"topicl", "partition":1,"replica
s":[1,0],"log dirs":["any","any"]}, {"topic":"topicl","partition":2, "rep
licas":[2,1],"log dirs":["any","any"]}, {"topic":"topicl", "partition":3,
"replicas":[0,1],"log dirs":["any","any"]}, {"topic":"topicl", "partition
":4,"replicas":[1,2],"log dirs":["any","any"]}, {"topic":"topicl", "parti
tion":5,"replicas":[2,0],"log dirs":["any","any"]1}]}

Save this to use as the --reassignment-json-file option during rollback
Successfully started partition reassignments for topicl-0,topicl-
1,topicl-2,topicl-3,topicl-4,topicl-5

admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,brokerl:9092,broker2:9092 --reassignment-json-file
recover-topics.json --verify

Status of partition reassignment:

Reassignment of partition topicl-0 is still in progress.

Reassignment of partition topicl-1 is completed.

Reassignment of partition topicl-2 is still in progress.

Reassignment of partition topicl-3 is still in progress.

Reassignment of partition topicl-4 is completed.

Reassignment of partition topicl-5 is still in progress.

After some time, we find that some of the brokers have failed:

admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,brokerl1:9092,broker2:9092 --reassignment-json-file
recover-topics.json --verify

[2025-03-21 19:33:36,632] WARN [AdminClient clientId=reassign-
partitions-tool] Connection to node -1 (broker0/172.20.253.64:9092)
could not be established. Node may not be available.
(org.apache.kafka.clients.NetworkClient)

[2025-03-21 19:33:36,635] WARN [AdminClient clientId=reassign-
partitions-tool] Connection to node -3 (broker2/172.20.253.66:9092)
could not be established. Node may not be available.
(org.apache.kafka.clients.NetworkClient)

Status of partition reassignment:

Reassignment of partition topicl-0 is completed.

Reassignment of partition topicl-1 is completed.

Reassignment of partition topicl-2 is completed.

Reassignment of partition topicl-3 is completed.

Reassignment of partition topicl-4 is completed.

Reassignment of partition topicl-5 is completed.
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Clearing broker-level throttles on brokers 0,1,2

admin@kafka-client:~$ echo quit | telnet broker0 9092; echo quit
telnet brokerl 9092; echo quit | telnet broker2 9092

Trying 172.20.253.64...

telnet: Unable to connect to remote host: Connection refused
Trying 172.20.253.65...

Connected to brokerl.

Escape character is '*]'.

Connection closed by foreign host.

Trying 172.20.253.66...

telnet: Unable to connect to remote host: Connection refused
admin@kafka-client:~$

Verification of Silly Rename fix

This time we will test with NFS version 4.1 with nfsv41-preserve-unlinked enabled:

VSP1F38-1:$ nfs-max-supported-version 4.1
nfs-max-supported-version:4.1

VSP1F38-1:$ ver | grep —-i Software

VSP1F38-2:$ for-each-evs nfsv4l-preserve-unlinked-enable
EVS 1 (CALVIN-EVS1):

NFSv4.1 preserve unlinked: enabled
EVS 2 (CALVIN-EVS2):

NFSv4.1l preserve unlinked: enabled
EVS 3 (FRONTIER-EVS1) :

NFSv4.1 preserve unlinked: enabled
EVS 4 (FRONTIER-EVS2):

NFSv4.1 preserve unlinked: enabled
EVS 5 (KAFKA-O0):

NFSv4.1l preserve unlinked: enabled
EVS 6 (KAFKA-1):

NFSv4.1l preserve unlinked: enabled
EVS 7 (KAFKA-2):

NFSv4.1 preserve unlinked: enabled
VSP1F38-2:5

Software: 15.5.8423.00.20250321 daily (built 2025-03-21 04:37:37+00:00)

We test the brokers to make sure that they are up.
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admin@kafka-client:~$ echo quit | telnet broker0 9092; echo quit |
telnet brokerl 9092; echo quit | telnet broker2 9092
Trying 172.20.253.64...

Connected to brokerQ.

Escape character is '"*]'.

Connection closed by foreign host.

Trying 172.20.253.65...

Connected to brokerl.

Escape character is '*]'.

Connection closed by foreign host.

Trying 172.20.253.66...

Connected to broker2.

Escape character is '"~]°'.

Connection closed by foreign host.

We confirm in each of the brokers that the exports are mounted using NFS v4.1

admin@broker0:~$ mount | grep nfs | grep kafka

vsplf-0:/kafka on /mnt/vsplf-kafka type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=8, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.181,local 1
ock=none,addr=192.168.0.107)

vsplf-0:/kafka/broker0 on /mnt/vsplf-kafka/broker0 type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=8, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.181,1local 1
ock=none, addr=192.168.0.107)

root@brokerl:~# mount | grep nfs | grep kafka

vsplf-1:/kafka on /mnt/vsplf-kafka type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=8, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.182,1local 1
ock=none, addr=192.168.0.108)

vsplf-1:/kafka/brokerl on /mnt/vsplf-kafka/brokerl type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=8, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.182,local 1
ock=none, addr=192.168.0.108)

admin@broker2:~$ mount | grep nfs | grep kafka

vsplf-2:/kafka on /mnt/vsplf-kafka type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=16, timeo=600, retrans=2, sec=sys, clientaddr=192.168.0.183, local
lock=none,addr=192.168.0.109)

vsplf-2:/kafka/broker2 on /mnt/vsplf-kafka/broker2 type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=16, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.183,local
lock=none,addr=192.168.0.109)
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We create a topic and generate some traffic.

We create the topic and check the replica distribution.

admin@kafka-client:~$ kafka-topics.sh --bootstrap-server
broker0:9092,brokerl1:9092,broker2:9092 --create --topic topicl --
partitions 6 --replication-factor 2

Created topic topicl.

admin@kafka-client:~$ kafka-topics.sh --bootstrap-server
broker0:9092,brokerl:9092,broker2:9092 --describe --topic topicl
Topic: topicl TopicId: iZgzgd4obSjWic-tg91-QPQ PartitionCount: 6
ReplicationFactor: 2 Configs:

Topic: topicl Partition: O Leader: 2 Replicas: 2,1 Isr:
2,1
Topic: topicl Partition: 1 Leader: 1 Replicas: 1,0 Isr:
1,0
Topic: topicl Partition: 2 Leader: 0 Replicas: 0,2 Isr:
0,2
Topic: topicl Partition: 3 Leader: 2 Replicas: 2,0 Isr:
2,0
Topic: topicl Partition: 4 Leader: 1 Replicas: 1,2 Isr:
1,2
Topic: topicl Partition: 5 Leader: 0 Replicas: 0,1 Isr:
0,1

We populate the partitions with some records.

admin@kafka-client:~$ kafka-producer-perf-test.sh --topic topicl --num-
records 100000000 --record-size 1024 --throughput -1 --producer-props
acks=all bootstrap.servers=broker0:9092,brokerl:9092,broker2:9092

92461 records sent, 18484.8 records/sec (18.05 MB/sec), 1371.6 ms avg
latency, 2278.0 ms max latency.

100000000 records sent, 29014.563860 records/sec (28.33 MB/sec),
1058.31 ms avg latency, 2278.00 ms max latency, 1023 ms 50th, 1302 ms
95th, 1449 ms 99th, 1624 ms 99.9th.

Since the partition distribution is similar to the previous NFSv4.1 test, using the same json
file reassign-topics.json , we initiate the file for redistribution:

admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,brokerl1:9092,broker2:9092 --reassignment-json-file
reassign-topics.json —--execute

Current partition replica assignment
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{"version":1,"partitions": [{"topic":"topicl", "partition":0, "replicas": [
2,11,"log _dirs":["any","any"]}, {"topic":"topicl", "partition":1, "replica
s":[1,0],"log dirs":["any","any"]}, {"topic":"topicl","partition":2, "rep
licas":[0,2],"log dirs":["any","any"]}, {"topic":"topicl", "partition":3,
"replicas":[2,0],"log dirs":["any","any"]}, {"topic":"topicl","partition
":4,"replicas":[1,2],"log dirs":["any","any"]}, {"topic":"topicl", "parti
tion":5,"replicas":[0,1],"log dirs": ["any","any"]}]}

Save this to use as the --reassignment-json-file option during rollback
Successfully started partition reassignments for topicl-0,topicl-
1,topicl-2,topicl-3,topicl-4,topicl-5

admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,brokerl:9092,broker2:9092 --reassignment-json-file
reassign-topics.json —--verify

Status of partition reassignment:

Reassignment of partition topicl-0 is still in progress.

Reassignment of partition topicl-1 is completed.

Reassignment of partition topicl-2 is still in progress.

Reassignment of partition topicl-3 is still in progress.

Reassignment of partition topicl-4 is completed.

Reassignment of partition topicl-5 is still in progress.

admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,brokerl1:9092,broker2:9092 --reassignment-json-file
reassign-topics.json --verify

Status of partition reassignment:

Reassignment of partition topicl-0 is completed.

Reassignment of partition topicl-1 is completed.

Reassignment of partition topicl-2 is completed.

Reassignment of partition topicl-3 is completed.

Reassignment of partition topicl-4 is completed.

Reassignment of partition topicl-5 is completed.

Clearing broker-level throttles on brokers 0,1,2
Clearing topic-level throttles on topic topicl

Once it is completed, we confirm that the brokers are still up.

admin@kafka-client:~$ echo quit | telnet broker0 9092; echo quit |
telnet brokerl 9092; echo quit | telnet broker2 9092

Trying 172.20.253.64...

Connected to broker(.

Escape character is '~]'.

Connection closed by foreign host.

Trying 172.20.253.65...

Connected to brokerl.

Escape character is '"~]'.
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Connection closed by foreign host.
Trying 172.20.253.66...

Connected to broker2.

Escape character is '"*]°'.
Connection closed by foreign host.

This was the same result we got earlier, so we proceeded to restore the original replication
assignment.

admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,brokerl:9092,broker2:9092 --reassignment-json-file
reassign-topics_ 2.json --execute

Current partition replica assignment

{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
0,2],"log dirs":["any","any"]}, {"topic":"topicl", "partition":1,"replica
s":[1,0],"log dirs":["any","any"]}, {"topic":"topicl","partition":2, "rep
licas":[2,1],"log dirs":["any","any"]}, {"topic":"topicl", "partition™":3,
"replicas":[0,1],"log dirs":["any","any"]}, {"topic":"topicl", "partition
":4,"replicas":[1,2],"log dirs":["any","any"]}, {"topic":"topicl", "parti
tion":5,"replicas":[2,0],"log dirs":["any","any"]1}]}

Save this to use as the --reassignment-json-file option during rollback
Successfully started partition reassignments for topicl-0,topicl-
1,topicl-2,topicl-3,topicl-4,topicl-5

admin@kafka-client:~$

We confirm it once it is completed.

admin@kafka-client:~$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092,brokerl1:9092,broker2:9092 --reassignment-json-file
reassign-topics 2.json --verify

Status of partition reassignment:

Reassignment of partition topicl-0 is completed.

Reassignment of partition topicl-1 is completed.

Reassignment of partition topicl-2 is completed.

Reassignment of partition topicl-3 is completed.

Reassignment of partition topicl-4 is completed.

Reassignment of partition topicl-5 is completed.

We confirm that the brokers are still up.

admin@kafka-client:~$ echo quit | telnet broker0 9092; echo quit |
telnet brokerl 9092; echo quit | telnet broker2 9092

Trying 172.20.253.64...

Connected to broker0.

Escape character is '"~]'.

Connection closed by foreign host.
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Trying 172.20.253.65...

Connected to brokerl.

Escape character is '"~]'.
Connection closed by foreign host.
Trying 172.20.253.66...

Connected to broker2.

Escape character is '*]'.
Connection closed by foreign host.

Just to confirm, we tried a few more iterations. Then we ran openmessaging benchmarking
testing which is a far more extensive testing creating multiple topics and partitions, we then
executed some partition reassignments and restoring the original partitions. All the brokers
remained functional during the entire time.
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Functional validation

Performance Impact of using VSP One File

During testing using OpenMessaging, Kafka using VSP One File as storage showed a
moderate improvement in both throughput and latency as compared with local disk.

HNAS vs local disk
replication =2

800 MB/s 1.0 ms
700 MB/s 0.9 ms
0.8 ms

600 MB/s
0.7 ms
500 MB/s 0.6 ms
400 MB/s 0.5 ms
300 MB/s 0.4 ms
0.3 ms

200 MB/s
0.2 ms
100 MB/s 0.1ms
N O ome

100B 1KB 64KB
mmmm HNAS Throughput = Local disk Throughput —esssss"HNAS latency" Local disk latency
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HNAS vs local disk
replication =3
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Broker failure and Recovery

We will simulate broker failure and recovery in the following scenarios:

e Brokers storing Kafka log data in local disk.

e Brokers storing Kafka log data in VSP One File.
In these first two scenarios, we will test with a single topic with 6 partitions and a replication
factor of three. One broker fails and must be replaced with a different broker. In the local
disk scenario, the data must be replicated again to the new broker since the data directory is
new. Inthe VSP One File/NFS scenario, since the data directory remains intact the new
broker is simply configured to point to the original directory a replication is not required.
A third scenario is tested with a single topic of 6 partitions but only a single replica. This

option is only available when storing VSP One File. In a local disk scenario if the data failed
it would not be recoverable since there are no other brokers to replicate the data from.

Example of broker recovery using local storage:

In this example each broker uses a local disk to store the logs:

admin@kafka-client:~/kafka$ ssh broker0 'grep -E "broker.id|log.dirs"
/usr/local/kafka/config/server.properties’
broker.id=0
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log.dirs=/var/kafka/logs

admin@kafka-client:~/kafka$ ssh brokerl 'grep -E "broker.id|log.dirs"
/usr/local/kafka/config/server.properties’

broker.id=1

log.dirs=/var/kafka/logs

admin@kafka-client:~/kafka$ ssh broker2 'grep -E "broker.id|log.dirs"
/usr/local/kafka/config/server.properties’

broker.id=2

log.dirs=/var/kafka/logs

We create the topic

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --create --topic topicl --partitions 6 --replication-
factor 3

Created topic topicl.

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe
Topic: topicl TopicId: tTwUdP8ZSSOVXNJTO9yy5XQ PartitionCount: 6

ReplicationFactor: 3 Configs:

Topic: topicl Partition: 0 Leader: 2 Replicas: 2,1,0 Isr:
2,1,0

Topic: topicl Partition: 1 Leader: 1 Replicas: 1,0,2 Isr:
1,0,2

Topic: topicl Partition: 2 Leader: 0 Replicas: 0,2,1 Isr:
0,2,1

Topic: topicl Partition: 3 Leader: 2 Replicas: 2,0,1 Isr:
2,0,1

Topic: topicl Partition: 4 Leader: 1 Replicas: 1,2,0 Isr:
1,2,0

Topic: topicl Partition: 5 Leader: 0 Replicas: 0,1,2 Isr:
0,1,2

We generate some data.

admin@kafka-client:~/kafka$ kafka-producer-perf-test.sh —--topic topicl
--num-records 100000000 --record-size 1024 --throughput -1 --producer-
props bootstrap.servers=broker0:9092

100000000 records sent, 40639.321551 records/sec (39.69 MB/sec), 755.65
ms avg latency, 1305.00 ms max latency, 750 ms 50th, 869 ms 95th, 892
ms 99th, 1021 ms 99.9th.

We can confirm that there are 97GB of data in broker 2.
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admin@kafka-client:~/kafka$ ssh broker2 'du -sh /mnt/vsplf-
kafka/broker2'
97G /mnt/vsplf-kafka/broker2

We proceed to fail broker 2:

admin@kafka-client:~/kafka$ ssh broker2 'sudo systemctl stop kafka'

Check status. We can see the affected partitions where broker 2 hosted one of the replicas,
there’s a mismatch between Replicas and Isr. We can also see that broker 2 no longer
appears Leader in any partitions.

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe

[2025-03-28 13:31:21,766] WARN [AdminClient clientId=adminclient-1] The
DescribeTopicPartitions API is not supported, using Metadata API to
describe topics. (org.apache.kafka.clients.admin.KafkaAdminClient)
Topic: topicl TopicId: tTwUdP8ZSSOVXNJTO9yy5XQ PartitionCount: 6
ReplicationFactor: 3 Configs:

Topic: topicl Partition: O Leader: 1 Replicas: 2,1,0 Isr:
1,0
Topic: topicl Partition: 1 Leader: 1 Replicas: 1,0,2 Isr:
1,0
Topic: topicl Partition: 2 Leader: 0 Replicas: 0,2,1 Isr:
0,1
Topic: topicl Partition: 3 Leader: 0 Replicas: 2,0,1 Isr:
0,1
Topic: topicl Partition: 4 Leader: 1 Replicas: 1,2,0 Isr:
1,0
Topic: topicl Partition: 5 Leader: 0 Replicas: 0,1,2 Isr:
0,1

We prepare the replacement for broker2, which is broker3. In the server.properties file, the
relevant parameters are:

broker.id=3

listeners=PLAINTEXT://:9092
advertised.listeners=PLAINTEXT://172.20.253.50:9092
log.dirs=/var/kafka/logs
zookeeper.connect=172.20.253.64:2181

Note that in this particular scenario, the broker ID must be different than the failed broker,
hence we choose broker.id=3. The IP address is different than the failed broker. The
log.dirs is a local directory, which will host the new replicas once we reassign the partitions.

We’'re now ready to start the kafka service.
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admin@kafka-client:~/kafka$ ssh 172.20.253.50 'sudo systemctl start
kafka'
admin@kafka-client:~/kafka$

We confirm that the service is responding.

admin@kafka-client:~/kafka$ telnet 172.20.253.50 9092
Trying 172.20.253.50...

Connected to 172.20.253.50.

Escape character is '"~]'.

~1]

telnet> quit

Connection closed.

We now proceed to reassign the partitions. First, we create the reassignment file.

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --broker-list "0,1,3" --topics-to-move-json-file
topicl.json --generate

Current partition replica assignment

{"version":1,"partitions": [{"topic":"topicl", "partition":0, "replicas": [
2,1,0],"log dirs": ["any", "any", "any"]}, {"topic":"topicl", "partition":1,
"replicas":[1,0,2],"log dirs":["any", "any", "any"]}, {"topic":"topicl","p
artition":2,"replicas":[0,2,1],"log dirs":["any", "any", "any"]}, {"topic"
:"topicl", "partition":3,"replicas":[2,0,1],"log dirs":["any","any", "any
"1}, {"topic":"topicl","partition":4,"replicas":[1,2,0],"log dirs":["any
", "any","any"1}, {"topic":"topicl", "partition":5,"replicas":[0,1,2],"log
_dirs":["any","any","any"]}]}

Proposed partition reassignment configuration

Proposed partition reassignment configuration
{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
3,0,1],"log dirs": ["any", "any","any"]}, {"topic":"topicl", "partition":1,
"replicas":[0,1,3],"log dirs":["any", "any", "any"]}, {"topic":"topicl","p
artition":2,"replicas":[1,3,0],"log dirs":["any", "any","any"]}, {"topic"
:"topicl","partition":3,"replicas":[3,1,0],"log dirs":["any","any","any
"]}, {"topic":"topicl","partition":4,"replicas":[0,3,1],"log dirs":["any
", "any","any"1}, {"topic":"topicl", "partition":5,"replicas":[1,0,3],"log
_dirs":["any","any","any"1}1}

We save the output into the new reassignment file reassign-topic1.json.

admin@kafka-client:~/kafka$ nano reassign-topicl.json
admin@kafka-client:~/kafka$ cat reassign-topicl.json
Proposed partition reassignment configuration
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{"version":1,"partitions": [{"topic":"topicl", "partition":0, "replicas": [
3,0,1],"log dirs": ["any", "any","any"]}, {"topic":"topicl", "partition":1,
"replicas":[0,1,3],"log dirs":["any", "any", "any"]}, {"topic":"topicl","p
artition":2,"replicas":[1,3,0],"log dirs":["any", "any", "any"]}, {"topic"
:"topicl", "partition":3,"replicas":[3,1,0],"log dirs":["any","any", "any
"]}, {"topic":"topicl","partition":4,"replicas":[0,3,1],"log dirs":["any
", "any","any"1}, {"topic":"topicl", "partition":5,"replicas":[1,0,3],"log
_dirs":["any","any","any"]1}]}

We start the reassignment of the partitions.

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --reassignment-json-file reassign-topicl.json --
execute

Current partition replica assignment

{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
2,1,0],"log dirs":["any","any","any"]}, {"topic":"topicl", "partition":1,
"replicas":[1,0,2],"log dirs":["any","any","any"]}, {"topic":"topicl","p
artition":2,"replicas":[0,2,1],"log dirs":["any", "any","any"]}, {"topic"
:"topicl","partition":3,"replicas":[2,0,1],"log dirs":["any","any","any
"]}, {"topic":"topicl","partition":4,"replicas":[1,2,0],"log dirs":["any
", "any","any"1}, {"topic":"topicl", "partition":5,"replicas":[0,1,2]1,"log
_dirs":["any","any","any"]1}]}

Save this to use as the --reassignment-json-file option during rollback

Successfully started partition reassignments for topicl-0,topicl-
1,topicl-2,topicl-3,topicl-4,topicl-5

We monitor the process a few times while it is still running, until it is finally completed.

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --reassignment-json-file reassign-topicl.json --
verify

Status of partition reassignment:

Reassignment of partition topicl-0 is still in progress.

Reassignment of partition topicl-1 is still in progress.

Reassignment of partition topicl-2 is still in progress.

Reassignment of partition topicl-3 is still in progress.

Reassignment of partition topicl-4 is still in progress.

Reassignment of partition topicl-5 is still in progress.

admin@kafka-client:~/kafka$ ssh broker3 'du -sh /var/kafka/logs'; sleep
60; ssh broker3 'du -sh /var/kafka/logs'

4.5G /var/kafka/logs

43G /var/kafka/logs

admin@kafka-client:~/kafka$ ssh broker3 'du -sh /var/kafka/logs'; sleep
60; ssh broker3 'du -sh /var/kafka/logs'

48G /var/kafka/logs
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87G /var/kafka/logs

We can estimate that the reassignment is going at a rate of about 39GB/minute.

Once it is completed:

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --reassignment-json-file reassign-topicl.json --
verify

Status of partition reassignment:

Reassignment of partition topicl-0 is completed.
Reassignment of partition topicl-1 is completed.
Reassignment of partition topicl-2 is completed.
Reassignment of partition topicl-3 is completed.
Reassignment of partition topicl-4 is completed.
Reassignment of partition topicl-5 is completed.

Clearing broker-level throttles on brokers 0,1,3
Clearing topic-level throttles on topic topicl

admin@kafka-client:~/kafka$ ssh broker3 'du -sh /var/kafka/logs'
97G /var/kafka/logs

We check the final status, and we can see that the cluster is balanced again, now including
broker id # 3 instead of # 2.

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe --topic topicl

[2025-03-31 21:17:04,467] WARN [AdminClient clientId=adminclient-1] The
DescribeTopicPartitions API is not supported, using Metadata API to
describe topics. (org.apache.kafka.clients.admin.KafkaAdminClient)
Topic: topicl TopicId: kcK62pRITJOJZQPiXCg3-w PartitionCount: 6
ReplicationFactor: 3 Configs:

Topic: topicl Partition: O Leader: 3 Replicas: 3,0,1 Isr:
1,0,3
Topic: topicl Partition: 1 Leader: 0 Replicas: 0,1,3 Isr:
1,0,3
Topic: topicl Partition: 2 Leader: 1 Replicas: 1,3,0 Isr:
0,1,3
Topic: topicl Partition: 3 Leader: 3 Replicas: 3,1,0 Isr:
0,1,3
Topic: topicl Partition: 4 Leader: 0 Replicas: 0,3,1 Isr:
1,0,3
Topic: topicl Partition: 5 Leader: 1 Replicas: 1,0,3 Isr:
0,1,3
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Example of broker recovery using VSP One File

In this example we will simulate a failure of Broker2 using an NFS export hosted by VSP One
File, and a replacement with a similar broker configured with the same broker ID (2) and the
same log destination. Instead of recreating the replica we simply point the new broker to the
same destination

Broker 2:

broker.id=2

log.dirs=/mnt/vsplf-kafka/broker2/logs
advertised.listeners=PLAINTEXT://172.20.253.66:9092
zookeeper.connect=172.20.253.64:2181

NFS Mount:

vsplf-2:/kafka on /mnt/vsplf-kafka type nfs4
(rw,noatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp,
nconnect=16, timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.183,local
lock=none, addr=192.168.0.109)

Broker 2 standby:

broker.id=2

log.dirs=/mnt/vsplf-kafka/broker2/logs
advertised.listeners=PLAINTEXT://172.20.253.66:9092
zookeeper.connect=172.20.253.64:2181

NFS Mount:

vsplf-2:/kafka on /mnt/vsplf-kafka type nfs4

(rw, relatime,vers=4.1,rsize=65536,wsize=65536,namlen=255, hard, proto=tcp
,nconnect=16,timeo=600, retrans=2, sec=sys,clientaddr=192.168.0.171,local
_lock=none, addr=192.168.0.1009)

The configurations are similar between the two brokers. The main difference between live
and standby broker are:

o The Kafka service is not running in the standby broker.
e The interface with the advertised IP is not active in standby brokers.

Both brokers have multiple interfaces. Hence, we can shut down the interface in broker 2
using a secondary IP and bring up the secondary interface in the standby broker with the
same IP as the primary interface of broker 2 that it is replacing.

First, we create the topic with 12 partitions and a replication factor of 3:

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --create --topic topicl \
--partitions 6 --replication-factor 3
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Created topic topicl.

admin@kafka-client:~/kafka$

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe

Topic: topicl TopicId: gQTXIYs0SJ-09nGiKCASvw PartitionCount: 6
ReplicationFactor: 3 Configs:

Topic: topicl Partition: O Leader: 2 Replicas: 2,0,1 Isr:
2,0,1
Topic: topicl Partition: 1 Leader: 1 Replicas: 1,2,0 Isr:
1,2,0
Topic: topicl Partition: 2 Leader: 0 Replicas: 0,1,2 Isr:
0,1,2
Topic: topicl Partition: 3 Leader: 2 Replicas: 2,1,0 Isr:
2,1,0
Topic: topicl Partition: 4 Leader: 1 Replicas: 1,0,2 Isr:
1,0,2
Topic: topicl Partition: 5 Leader: 0 Replicas: 0,2,1 Isr:
0,2,1

Now we generate some data:

admin@kafka-client:~/kafka$ kafka-producer-perf-test.sh —--topic topicl
--num-records 100000000 \

--record-size 1024 --throughput -1 --producer-props \
bootstrap.servers=broker0:9092

100000000 records sent, 44691.459105 records/sec (43.64 MB/sec), 687.06
ms avg latency, 5875.00 ms max latency, 672 ms 50th, 779 ms 95th, 885
ms 99th, 2967 ms 99.9th.

We can see that we generated about 97GB of data in each broker.

admin@kafka-client:~/kafka$ ssh broker0O 'du -sh /mnt/vsplf-
kafka/brokerQ"’

97G /mnt/vsplf-kafka/broker0
admin@kafka-client:~/kafka$ ssh brokerl 'du -sh /mnt/vsplf-
kafka/brokerl'

97G /mnt/vsplf-kafka/brokerl
admin@kafka-client:~/kafka$ ssh broker2 'du -sh /mnt/vsplf-
kafka/broker2'

97G /mnt/vsplf-kafka/broker?2
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Now let us shut down broker 2. We also shut down the interface that has the advertised IP.
To avoid getting disconnected, we use its secondary IP 172.20.253.40

# Shut down broker2

admin@kafka-client:~/kafka$ ssh 172.20.253.40 'sudo systemctl stop
kafka'

admin@kafka-client:~/kafka$ ssh 172.20.253.40 'sudo nmcli con down
enpl08s0f0"

Connection 'enpl08s0f0' successfully deactivated (D-Bus active path:
/org/freedesktop/NetworkManager/ActiveConnection/2)
admin@kafka-client:~/kafka$ ping 172.20.253.66

PING 172.20.253.66 (172.20.253.66) 56(84) bytes of data.

~C

---172.20.253.66 ping statistics ---

3 packets transmitted, 0 received, 100% packet loss, time 2043ms

Now we proceed to get the replacement broker ready. We start the interface that is
configured with the same IP 172.20.253.66, and the Kafka service.

admin@kafka-client:~/kafka$ ssh 172.20.253.50 'sudo nmcli con up
enp65s0fl"’

Connection successfully activated (D-Bus active path:
/org/freedesktop/NetworkManager/ActiveConnection/20)

admin@kafka-client:~/kafka$ ping 172.20.253.66

PING 172.20.253.66 (172.20.253.66) 56(84) bytes of data.

64 bytes from 172.20.253.66: icmp seg=1 ttl=64 time=0.265 ms
64 bytes from 172.20.253.66: icmp seg=2 ttl=64 time=0.222 ms
64 bytes from 172.20.253.66: icmp seg=3 ttl=64 time=0.219 ms
~C

---172.20.253.66 ping statistics ---

3 packets transmitted, 3 received, 0% packet loss, time 2042ms
rtt min/avg/max/mdev = 0.219/0.235/0.265/0.021 ms

admin@kafka-client:~/kafka$ ssh 172.20.253.50 'sudo systemctl start
kafka'

admin@kafka-client:~/kafka$ telnet 172.20.253.66 9092
Trying 172.20.253.66...

Connected to 172.20.253.66.

Escape character is '~]'.

~]

telnet> quit

Connection closed.

We check the state of the replicas. We observe that the replicas are back in-sync.
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admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe

Topic: topicl TopicId: gQTXIY¥s0SJ-09nGiKCASvw PartitionCount: 6

ReplicationFactor: 3 Configs:

Topic: topicl Partition: 0 Leader: 0 Replicas: 2,0,1 Isr:
0,1,2

Topic: topicl Partition: 1 Leader: 1 Replicas: 1,2,0 Isr:
1,0,2

Topic: topicl Partition: 2 Leader: 0 Replicas: 0,1,2 Isr:
0,1,2

Topic: topicl Partition: 3 Leader: 1 Replicas: 2,1,0 Isr:
1,0,2

Topic: topicl Partition: 4 Leader: 1 Replicas: 1,0,2 Isr:
1,0,2

Topic: topicl Partition: 5 Leader: 0 Replicas: 0,2,1 Isr:
0,1,2

However, broker 2 is still not ‘Leader’ in any of the partitions, so we initiate a reassignment to
correct that.

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --broker-list "0,1,2" --topics-to-move-json-file
topicl.json --generate

Current partition replica assignment
{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
2,0,11,"log dirs":["any","any","any"]}, {"topic":"topicl", "partition":1,
"replicas":[1,2,0],"log dirs":["any", "any", "any"]}, {"topic":"topicl","p
artition":2,"replicas":[0,1,2],"log dirs":["any", "any", "any"]}, {"topic"
:"topicl","partition":3,"replicas":[2,1,0],"log dirs":["any","any","any
"]}, {"topic":"topicl","partition":4,"replicas":[1,0,2],"log dirs":["any
", "any","any" 1}, {"topic":"topicl", "partition":5,"replicas":[0,2,1],"log
_dirs":["any","any","any"1}]}

Proposed partition reassignment configuration
{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
2,1,0],"log dirs":["any","any","any"]}, {"topic":"topicl", "partition":1,
"replicas":[0,2,1],"log dirs":["any","any","any"]}, {"topic":"topicl","p
artition":2,"replicas":[1,0,2],"log dirs":["any", "any","any"]}, {"topic"
:"topicl","partition":3,"replicas":[2,0,1],"log dirs":["any","any","any
"1}, {"topic":"topicl", "partition”:4, "replicas":[0,1,2],"log dirs":["any
", "any","any"1}, {"topic":"topicl", "partition":5,"replicas":[1,2,0],"log
_dirs":["any","any","any"]1}]}

admin@kafka-client:~/kafka$ nano reassign-topicl.json
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admin@kafka-client:~/kafka$ cat reassign-topicl.]json
{"version":1,"partitions":[{"topic":"topicl", "partition":0,"replicas": [
2,1,0],"log dirs":["any","any","any"]}, {"topic":"topicl", "partition":1,
"replicas":[0,2,1],"log dirs":["any", "any", "any"]}, {"topic":"topicl","p
artition":2,"replicas":[1,0,2],"log dirs":["any", "any", "any"]}, {"topic"
:"topicl","partition":3,"replicas":[2,0,1],"log dirs":["any","any", "any
"]}, {"topic":"topicl","partition":4,"replicas":[0,1,2],"log dirs":["any
", "any","any"1}, {"topic":"topicl", "partition":5,"replicas":[1,2,0],"log
_dirs":["any","any","any"]}]}

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --reassignment-json-file reassign-topicl.json --
execute

Current partition replica assignment

{"version":1,"partitions": [{"topic":"topicl", "partition":0, "replicas": [

2,0,11,"log dirs":["any","any","any"]}, {"topic":"topicl", "partition":1,
"replicas":[1,2,0],"log dirs":["any", "any", "any"]}, {"topic":"topicl","p
artition":2,"replicas":[0,1,2],"log dirs":["any", "any", "any"]}, {"topic"
:"topicl","partition":3,"replicas":[2,1,0],"log dirs":["any","any","any
"]}, {"topic":"topicl","partition":4,"replicas":[1,0,2],"log dirs":["any
", "any","any"1}, {"topic":"topicl", "partition":5,"replicas":[0,2,1],"log
_dirs":["any","any","any"]}]}

Save this to use as the --reassignment-json-file option during rollback

Successfully started partition reassignments for topicl-0,topicl-
1,topicl-2,topicl-3,topicl-4,topicl-5

We check the status. We noticed that the reassignment has completed almost immediately.

admin@kafka-client:~/kafka$ kafka-reassign-partitions.sh --bootstrap-
server=broker0:9092 --reassignment-json-file reassign-topicl.json --
verify

Status of partition reassignment:

Reassignment of partition topicl-0 is completed.
Reassignment of partition topicl-1 is completed.
Reassignment of partition topicl-2 is completed.
Reassignment of partition topicl-3 is completed.
Reassignment of partition topicl-4 is completed.
Reassignment of partition topicl-5 is completed.

Clearing broker-level throttles on brokers 0,1,2
Clearing topic-level throttles on topic topicl

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe
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Topic: topicl TopicId: gQTXIY¥s0SJ-09nGiKCASvw PartitionCount: 6
ReplicationFactor: 3 Configs:

Topic: topicl Partition: O Leader: 2 Replicas: 2,1,0 Isr:
0,1,2

Topic: topicl Partition: 1 Leader: 1 Replicas: 0,2,1 Isr:
1,0,2

Topic: topicl Partition: 2 Leader: 0 Replicas: 1,0,2 Isr:
0,1,2

Topic: topicl Partition: 3 Leader: 2 Replicas: 2,0,1 Isr:
1,0,2

Topic: topicl Partition: 4 Leader: 1 Replicas: 0,1,2 Isr:
1,0,2

Topic: topicl Partition: 5 Leader: 0 Replicas: 1,2,0 Isr:
0,1,2

admin@kafka-client:~/kafka$

Example of broker recovery using VSP One File, single replica

This time we perform the same test with a single replica. As in the previous case with
multiple replicas using VSP OneFile for storage, we use a standby broker configured in a
similar fashion as the broker it is replacing, with the same IP, broker.id and zookeeper, and
pointing it to the same log.dirs location. The recovery is nearly immediate.

In this scenario when a Kafka broker fails or becomes unavailable the partitions where the
replica is hosted will not be available because there is no resiliency. It is therefore critical
that the replacement takes place quickly.

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --create --topic topicl --partitions 6 --replication-
factor 1

Created topic topicl.

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe --topic topicl

[2025-03-28 17:09:45,585] WARN [AdminClient clientId=adminclient-1] The
DescribeTopicPartitions API is not supported, using Metadata API to

describe topics. (org.apache.kafka.clients.admin.KafkaAdminClient)
Topic: topicl TopicId: iCNnlzasR1leDSHnF81WOtg PartitionCount: 6
ReplicationFactor: 1 Configs:

Topic: topicl Partition: 0 Leader: 1 Replicas: 1 Isr: 1
Topic: topicl Partition: 1 Leader: 0 Replicas: O Isr: O
Topic: topicl Partition: 2 Leader: 2 Replicas: 2 Isr: 2
Topic: topicl Partition: 3 Leader: 1 Replicas: 1 Isr: 1
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Topic: topicl Partition: 4 Leader: O Replicas: O Isr: O
Topic: topicl Partition: 5 Leader: 2 Replicas: 2 Isr: 2

We generate some data

admin@kafka-client:~/kafka$ kafka-producer-perf-test.sh —--topic topicl
--num-records 100000000 --record-size 1024 --throughput -1 --producer-
props bootstrap.servers=broker0:9092

99980800 records sent, 148172.606812 records/sec (144.70 MB/sec),
184.11 ms avg latency, 119941.00 ms max latency, 179 ms 50th, 194 ms
95th, 343 ms 99th, 2293 ms 99.9th.

Now we stop the Kafka service in broker 2

admin@kafka-client:~/kafka$ ssh broker2 'sudo systemctl stop kafka'

Looking at the replicas of topic 2, we notice that broker 2 is still listed in the Isr column,
however in the leader column where it was the leader now it is listed as “none’

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe

[2025-03-28 16:22:41,550] WARN [AdminClient clientId=adminclient-1] The
DescribeTopicPartitions API is not supported, using Metadata API to
describe topics. (org.apache.kafka.clients.admin.KafkaAdminClient)
Topic: topicl TopicId: iCNnlzasR1leDSHnF81WOtg PartitionCount: 6
ReplicationFactor: 1 Configs:

Topic: topicl Partition: 0 Leader: 1 Replicas: 1 Isr: 1
Topic: topicl Partition: 1 Leader: 0 Replicas: O Isr: O
Topic: topicl Partition: 2 Leader: none Replicas: 2 Isr: 2
Topic: topicl Partition: 3 Leader: 1 Replicas: 1 Isr: 1
Topic: topicl Partition: 4 Leader: O Replicas: O Isr: O
Topic: topicl Partition: 5 Leader: none Replicas: 2 Isr: 2

If we do a test of a client producing messages and another client consuming them on
different partitions, we notice that the messages attempted on the partition that is hosted by
broker 2 fail, however messages on other partitions get posted successfully.
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message 1 for partition2 is
missing!

Now we proceed to bring the standby broker online

admin@kafka-client:~/kafka$ ssh 172.20.253.50 'sudo nmcli con up
enp65s0£1’'

Connection successfully activated (D-Bus active path:
/org/freedesktop/NetworkManager/ActiveConnection/24)

admin@kafka-client:~/kafka$ ping -c 5 172.20.253.66

PING 172.20.253.66 (172.20.253.66) 56(84) bytes of data.

64 bytes from 172.20.253.66: icmp seqg=1 ttl=64 time=0.264 ms
64 bytes from 172.20.253.66: icmp seg=2 ttl=64 time=0.234 ms
64 bytes from 172.20.253.66: icmp seg=3 ttl=64 time=0.226 ms
64 bytes from 172.20.253.66: icmp seg=4 ttl=64 time=0.223 ms
64 bytes from 172.20.253.66: icmp seg=5 ttl=64 time=0.126 ms

admin@kafka-client:~/kafka$ ssh 172.20.253.66 'sudo systemctl start
kafka'

We check the topic status again and we notice that broker 2 once again appears as leader.

admin@kafka-client:~/kafka$ kafka-topics.sh --bootstrap-server
broker0:9092 --describe

Topic: topicl TopicId: coWxS5mHYR2-zE1B3XIidiA PartitionCount: 6
ReplicationFactor: 1 Configs:

Topic: topicl Partition: O Leader: 1 Replicas: 1 Isr: 1
Elr: N/A LastKnownElr: N/A
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Topic: topicl Partition: 1 Leader: O Replicas: O Isr: O
Elr: N/A LastKnownElr: N/A

Topic: topicl Partition: 2 Leader: 2 Replicas: 2 Isr: 2
Elr: N/A LastKnownElr: N/A
Topic: topicl Partition: 3 Leader: 1 Replicas: 1 Isr: 1
Elr: N/A LastKnownElr: N/A
Topic: topicl Partition: 4 Leader: O Replicas: O Isr: O
Elr: N/A LastKnownElr: N/A
Topic: topicl Partition: 5 Leader: 2 Replicas: 2 Isr: 2

Elr: N/A LastKnownElr: N/A

By doing another test, we can confirm that any new messages to the partitions hosted by
leader 2 get posted successfully and appear to the consumer, however any messages
attempted during the outage are missing because they were never written.

@' admin@kafka-client-0:~ -

new messages for partition2 are
showing, but messages during the
broker outage are lost forever
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