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Protect Microsoft SQL Server 2014 Cluster with Hitachi Data
Instance Director in a Two-site Environment

Best Practices Guide

This best practices guide shows how to use Hitachi Data Instance Director (HDID) to protect a Microsoft® SQL Server®
2014 cluster in a two-site environment. Perform data protection through database backup, data replication, restoration,
backup and recovery, and repurposing database operations using Data Instance Director.

The environment used for testing and documentation integrated the following:
®  Servers

B Storage systems

®  Network and storage software

This environment provides reliability, high availability, scalability, and performance while processing database requests.
The dedicated servers run a Microsoft SQL Server 2014 cluster on Microsoft Windows Server® 2012 R2 standard edition.

The documented environment was used to validate the best practices, but the document is valid for all storage systems
supported by Data Instance Director.

This document is for the following audiences:
®  Database administrators

B Storage administrators

®  Backup administrators

B |T professionals with the responsibility of backing up, restoring and recovering, or disaster database recovery of a
Microsoft SQL Server solution.

To use this best practice guide, familiarity with the following is required:
®  Storage area networks (SAN)

®  Hitachi Data Instance Director

®  Hitachi Replication products

®  Hitachi TrueCopy
®  Hitachi Universal Replicator
®  Hitachi Shadowlmage replication

®  Microsoft SQL Server administration

B Microsoft Windows Server operating system



Note — Testing of this configuration was in a lab environment. Many things affect production environments beyond
prediction or duplication in a lab environment. Follow the recommended practice of conducting proof-of-concept
testing for acceptable results in a non-production, isolated test environment that otherwise matches your production
environment before your production implementation of this solution.

Test Environment Overview

This best practice guide includes details about how to protect a Microsoft SQL Server cluster with Hitachi Data Instance
Director in a two-site environment.

Topics covered in this best practices guide are the following:
®  “Perform Concurrent Snapshot Using Hitachi Thin Image to Hitachi TrueCopy to Hitachi Thin Image” on page 17

®  How to perform concurrent snapshot for a Microsoft SQL Server database.
®  How to restore or mount a Microsoft SQL Server database on the remote site.

®  “Perform Concurrent Snapshot Using Hitachi Thin Image to Hitachi Universal Replicator to Hitachi Thin Image” on
page 30

®  How to perform concurrent snapshot for a Microsoft SQL Server database.

®  How to restore or mount a Microsoft SQL Server database on the remote site.

B “Repurpose Microsoft SQL Server Databases” on page 40

Figure 1 on page 3 shows the high-level infrastructure.
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Key Components

These are the key components used for testing this environment.
®  Table 1, “Key Hardware Components, Site 1,” on page 4
B  Table 2, “Key Hardware Components, Site 2,” on page 4

B Table 3, “Key Software Components,” on page 5




TABLE 1. KEY HARDWARE COMPONENTS, SITE 1

Hardware

Detail Description

Version

Quantity

Hitachi Virtual Storage Platform G600

Two controllers

4 x 16 Gb/s Fibre Channel
Ports

16 backend SAS Ports

256 GB cache memory

83-03-23-40/00

1

1.2 TB 10k RPM SAS Drives

76

Hitachi Compute Blade 2500

2 x 10 Gb/s DCB LAN
Switch Module

10 Fan Module

2 Management Module

Management Module Firmware
Version A0122-B-1009

Dictionary Version A0013

DCB Switch Firmware Version
4.0.1_hit1

520X B2 Full Server Blade

2 Intel Xeon E7-8893 v3
CPU

256 GB RAM, 16 x 16 GB
DDR4 memory

1 x 4-port 10 GB CNA LoM

08-30

Emulex LPe16002B-M6-HI
16 Gb/s 2 port PCle Fibre
Channel Adapter

12

TABLE 2. KEY HARDWARE COMPONENTS, SITE 2

Hardware

Detail Description

Version

Quantity

Hitachi Virtual Storage Platform G600

Two Controllers

4 x 16 Gb/s Fibre Channel
Ports

16 Backend SAS Ports

256 GB cache memory

83-03-23-40/00

1

1.2 TB 10k RPM SAS Drives

76




TABLE 2. KEY HARDWARE COMPONENTS, SITE 2 (CONTINUED)

16 Gb/s 2 port PCle Fibre

Channel Adapter

Hardware Detail Description Version Quantity
Hitachi Compute Blade 2500 2 x 10 Gb/s DCB LAN Management Module Firmware 1
Switch Module Version A0122-B-1009
10 Fan Module Dictionary Version A0013
2 Management Module DCB Switch Firmware Version
4.0.1_hit1
520X B2 Full Server Blade 2 Intel Xeon E7-8893 v3 08-30 3
CPU
256 GB RAM, 16 x 16 GB
DDR4 memory
1 x 4-port 10 GB CNA LoM
Emulex LPe16002B-M6-HI 12

TABLE 3. KEY SOFTWARE COMPONENTS

Software

Version

Function

Hitachi Storage Navigator

83-03-23-40/00

Storage management suite

Standard x64 Edition

Hitachi Command Suite 8 Storage management suite
Hitachi Data Instance Director 5.3 Data protection software
Microsoft® Windows Server® Microsoft Windows® 2012 Windows operating system

Microsoft SQL Server®

2014 Enterprise Edition

Database system

Hitachi Dynamic Provisioning

Hitachi Virtual Storage
Platform G600

Storage license

Hitachi Thin Image

Hitachi Virtual Storage
Platform G600

Storage license

Hitachi TrueCopy

Hitachi Virtual Storage
Platform G600

Storage license

Hitachi Universal Replicator

Hitachi Virtual Storage
Platform G600

Storage license

Hitachi Shadowlmage Replication

Hitachi Virtual Storage
Platform G600

Storage license

TPCE kit

4.1.0.10

Workload suite




Hitachi Compute Blade 2500

Hitachi Compute Blade 2500 delivers enterprise computing power and performance with unprecedented scalability and
configuration flexibility. Lower your costs and protect your investment.

Flexible I/0O architecture and logical partitioning allow configurations to match application needs exactly with Hitachi
Compute Blade 2500. Multiple applications easily and securely co-exist in the same chassis.

Add server management and system monitoring at no cost with Hitachi Compute Systems Manager. Seamlessly integrate
with Hitachi Command Suite in Hitachi storage environments.

Hitachi Compute Blade 2500 with 520X B2 server blades provides the scalability and flexibility for a Microsoft SQL Server
configuration.

Hitachi Virtual Storage Platform Gx00 Models

Hitachi Virtual Storage Platform Gx00 models are based on industry-leading enterprise storage technology. With flash-
optimized performance, these systems provide advanced capabilities previously available only in high-end storage arrays.
With the Virtual Storage Platform Gx00 models, you can build a high performance, software-defined infrastructure to
transform data into valuable information.

Hitachi Storage Virtualization Operating System provides storage virtualization, high availability, superior performance,
and advanced data protection for all Virtual Storage Platform Gx00 models. This proven, mature software provides
common features to consolidate assets, reclaim space, extend life, and reduce migration effort.

Hitachi Storage Virtualization Operating System

Hitachi Storage Virtualization Operating System (SVOS) spans and integrates multiple platforms. It integrates storage
system software to provide system element management and advanced storage system functions. Used across multiple
platforms, Storage Virtualization Operating System includes storage virtualization, thin provisioning, storage service level
controls, dynamic provisioning, and performance instrumentation.

Storage Virtualization Operating System includes standards-based management software on a Hitachi Command Suite
(HCS) base. This provides storage configuration and control capabilities for you.

Storage Virtualization Operating System uses Hitachi Dynamic Provisioning (HDP) to provide wide striping and thin
provisioning. Dynamic Provisioning provides one or more wide-striping pools across many RAID groups. Each pool has
one or more dynamic provisioning virtual volumes (DP-VOLs) without initially allocating any physical space. Deploying
Dynamic Provisioning avoids the routine issue of hot spots that occur on logical devices (LDEVs).

Hitachi Thin Image

The high-speed, nondisruptive snapshot technology of Hitachi Thin Image snapshot software rapidly creates up to one
million point-in-time copies of mission-critical information within any Hitachi storage system or virtualized storage pool
without impacting host service or performance levels.

Because snapshots store only the changed data, the volume of storage capacity required for each snapshot copy is
substantially smaller than the source volume. As a result, Thin Image snapshot software can provide significant savings
over full volume cloning methods.

Thin Image snapshot copies are fully read/write compatible with other hosts. They can be used for system backups,
application testing, and data mining applications while the business continues to run at full capacity.


http://www.hds.com/products/compute-blade/compute-blade-2500.html
http://www.hds.com/products/compute-blade/compute-blade-2500.html
http://www.hds.com/products/storage-systems/hitachi-virtual-storage-platform-family.html
http://www.hds.com/products/storage-software/hitachi-storage-virtualization-operating-system.html
https://www.hds.com/en-us/products-solutions/data-protection/in-system-replication-bundle.html

Hitachi TrueCopy

Hitachi True copy remote replication, a part of Hitachi In-System Replication Bundle, is ideal for the most critical data
situations when replication and backup of saved data are important. This software addresses these challenges with
immediate real-time and robust replication capabilities.

This replicates between any storage systems within a virtualized storage pool managed by Hitachi Virtual Storage
Platform family storage.

Hitachi Universal Replicator

Hitachi Universal Replicator is an advanced technology for asynchronously replicating data hosted on Hitachi Virtual
Storage Platform family systems. Virtual Storage Platform manages the process of replicating the changes to the
secondary site.

Universal Replicator software uses disk-based journaling and an optimized replication engine to reduce resource
consumption and costs while increasing performance and operational resilience. The strengths of Hitachi Universal
Replicator software are two key technical innovations: performance optimized, disk based journaling and a pull-style
replication engine.

There is a potential for some data lag between remote and primary sites, particularly at longer distances. The recovery
point objective is managed with the configuration of the data communication lines. When 1/O activity at the primary site
exceeds the capacity of the communication channel, the data is staged and moved to the secondary site in the same
order as it was written at the primary site.

Hitachi Shadowimage

High-speed, nondisruptive local mirroring technology of Hitachi Shadowlmage heterogeneous replication, a part of
Hitachi In-System Replication Bundle, rapidly creates multiple copies of mission-critical information within all Hitachi
storage systems.

Shadowlmage keeps data RAID-protected and fully recoverable, without affecting service or performance levels. You can
split replicated data volumes from the host applications and used for system backups, application testing, and data
mining applications, while business continues to run at full capacity.

Hitachi Data Instance Director

Hitachi Data Instance Director (HDID) provides a modern, holistic approach to data protection, recovery, and retention.

Data Instance Director has a unique workflow-based policy engine, presented in a whiteboard-style user interface. It helps
you to map copy data management processes to business priorities.

Data Instance Director includes a wide range of fully integrated storage-based and host-based incremental-forever data
capture capabilities. These can be combined into complex workflows to automate and simplify copy data management.


https://www.hds.com/en-us/products-solutions/data-protection/in-system-replication-bundle.html
https://www.hds.com/en-us/products-solutions/data-protection/remote-replication.html
https://www.hds.com/en-us/products-solutions/data-protection/in-system-replication-bundle.html
https://www.hds.com/en-us/products-solutions/data-protection/data-instance-director.html

Brocade Switches

Brocade Communications Systems and Hitachi Data Systems partner to deliver storage networking and data center
solutions. These solutions reduce complexity and cost, as well as enable virtualization and cloud computing to increase
business agility.

This reference architecture uses the following Brocade products:
®  Brocade VDX 6740, 10 GbE switch module

®  Brocade 6510, 16 Gb/s Fibre Channel switch

Test Environment

This describes the infrastructure used for the testing environment, implemented to protect SQL Server clusters with
Hitachi Data Instance Director (HDID). The infrastructure included the following:

®  Site 1
®  Servers
Two server nodes were configured as a two-node Microsoft SQL Server cluster.
®  Storage System
LDEVs were mapped to each port that are presented to the server as LUNs.
®  SAN Connection
Each Fibre Channel HBA port was connected to the storage front-end ports through a switched SAN fabric.
®  HDID Master Node

There was only one machine deployed to control the actions of all other nodes on the system (Site 1 and Site 2).

Only one active master node can be deployed in a network. A second passive master node can be installed on
the Microsoft Windows failover cluster.

®  HDID Repository Node

Only one repository node was used when testing this environment.

Each repository has its own metadata store. A site may have more than one repository. When there is more than
one repository, the repositories work together to allow searches or restores that pull data from several
repositories.

On large sites, where many repositories are required, the best practice is to assign repositories by the type of
data that each is storing. Sending similar data to the same repository provides the greatest data reduction
savings.

®  Site2

®  Servers

Two server nodes were configured as a two-node Microsoft SQL Server cluster.

®  Storage System

LDEVs were mapped to each port that are presented to the server as LUNSs.



B SAN Connection

Each Fibre Channel HBA port was connected to the storage front-end ports through a switched SAN fabric.
®  HDID Repository Node

The repository node for Site 2 works the same as for Site 1.

Storage Architecture

This is the storage architecture used for testing the environment. It takes into consideration Hitachi Data Systems and
Microsoft recommended practices for the deployment of database storage design.
Storage Configuration

Create the RAID groups and storage pools with Hitachi Dynamic Provisioning and Hitachi Thin Image on Hitachi Virtual
Storage Platform G600, as shown in Figure 2. Only Site 1 included a Hitachi Data Instance Director master node.

Figure 2
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Table 4, “Site 1 Storage Pool Configuration,” and Table 5, “Site 2 Storage Pool Configuration,” show the storage pool
configuration used in the tested configuration.

TABLE 4. SITE 1 STORAGE POOL CONFIGURATION

Pool RAID Purpose VVOLs RAID Type Number Drive Capacity
Group of Capacity
Drives
Pool-0 RG00-03 |Operating System, 4 RAID-5 (4D+1P) |20 1.27TB 6.2TB
Stage
Pool-1 RG04-07 |Microsoft SQL Server |8 RAID-10 (2D+2D) |16 1.27TB 8.4TB
DATA
Pool-2 RG08-09 |SQL LOG 2 RAID-10 (2D+2D) |8 1.2TB 4.2TB
Pool-3 RG10-13 |Hitachi Data Instance |Variable RAID-6 (6D+2P) |32 1.27TB 24TB
Director, Hitachi Thin
Image Pool
TABLE 5. SITE 2 STORAGE POOL CONFIGURATION
Pool RAID Purpose VVOLs RAID Type Number Drive Capacity
Group of Capacity
Drives
Pool-0 RGO00-03 |Operating System, 6 RAID-5 (4D+1P) |20 1.27TB 16.2 TB
Stage
Pool-1 RG04-07 |Microsoft SQL Server |8 RAID-10 (2D+2D) |16 1.27TB 8.4TB
DATA
Pool-2 RGO08-09 |SQL LOG 2 RAID-10 (2D+2D) |8 1.2TB 4.2TB
Pool-3 RG10-13 |Hitachi Data Instance |Variable RAID-6 (6D+2P) |32 1.27TB 24TB
Director, Hitachi Thin
Image Pool
Table 6 shows the 520X B2 server blade specifications.
TABLE 6. 520X B2 SERVER BLADE SPECIFICATIONS
Site Server Form Server Role CPU RAM Blade
Size Name
Site 1 Site 1 Server 1 Full-Width |SQLO1 |Site1- Node1 2 Intel Xeon E7-8893 (256 GB |11
v3 CPU @ 3.20GHz
Site1 Full-Width |SQL02 |Site1 - Node2 |2 Intel Xeon E7-8893 |256 GB |13
v3 CPU @ 3.20GHz
Server 2

10



TABLE 6. 520X B2 SERVER BLADE SPECIFICATIONS (CONTINUED)

Site Server Form Server Role CPU RAM Blade
Size Name
Site 2 Site 2 Server 1 Full-Width |SQLO1 |Site2 - Nodef1 2 Intel Xeon E5-2699 (256 GB |13
v3 CPU @ 3.20GHz
Site 2 Server 2 Full-Width |SQL02 |Site 2- Node2 2 Intel Xeon E5-2699 (256 GB |14

v3 CPU @ 3.20GHz

Microsoft Hyper-V® host | Full-Width | HVO1 Hyper-V host 2 Intel Xeon E7-8893 | 256 GB |VM
for HDID virtual |v3 CPU @ 3.20GHz

machines
Hitachi Data Instance VM HDID-M |HDID Master 1 vCPU 8 GB VM
Director Host 1
Hitachi Data Instance VM HDID-R |HDID 1 vCPU 8 GB VM
Director Host 2 Repository

Database Layout

The database layout design uses recommended practices from Hitachi Data Instance Director for Microsoft SQL Server.
The layout also takes into account the Microsoft SQL Server best practices when using Hitachi storage.

Table 7 shows the configuration for the Microsoft SQL Server temp database.

TABLE 7. TEMP DATABASE CONFIGURATION

TempDB Requirement Value
Number of TempDB volumes 4 Per Host
Initial Size 128 GB
Autogrow 24 MB increments
Files per LUN 1
TempDB Mount Point C:\SQL_LUNSs\Data01

C:\SQL_LUNs\Data02
C:\SQL_LUNs\Data03

C:\SQL_LUNs\Data04
TempDB Logs location C:\SQL_LUNs\Log




Table 8 shows the layout of the test database.

TABLE 8. TEST DATABASE LAYOUT

SQL File Configuration Value
Number of Data files 4 Per Host
Filegroup Yes
Initial Size 300 GB
Autogrow 24 MB increments

Data Mount Point C:\SQL_LUNs\Data01

C:\SQL_LUNs\Data02
C:\SQL_LUNs\Data03
C:\SQL_LUNs\Data04

Log Mount Point

C:ASQL_LUNs\Log

Table 9 shows the Microsoft SQL Server startup parameters.

TABLE 9. MICROSOFT SQL SERVER STARTUP PARAMETERS

Syntax Description
-E This increases the number of extends allocated to a database table.
-T1117 This ensures the even growth of all files in the file group.

SAN Architecture

The provisioned LDEVs are mapped to multiple ports on Hitachi Virtual Storage Platform G600 (VSP G600). These LDEV
port assignments provide multiple paths to the storage system from the host for high availability.

Each of the database servers uses two dual-port Emulex HBAs. One port from each of the PCle HBA Emulex cards is
connected to the switched SAN fabric. Each of the database servers is connected through two Fibre Channel switches to
VSP G600. This provides a two-path connection for all LUNs mapped to each of the database servers. Microsoft MPIO is
used for multi-pathing.

12



Table 10 shows details of the Hitachi Compute Blade 2500 Fibre Channel switch connect configuration on Hitachi Virtual

Storage Platform G600 ports for both sites.

TABLE 10. HITACHI COMPUTE BLADE 2500 FIBRE CHANNEL SWITCH CONNECT CONFIGURATION

Site Host HBA Zone Name Storage Storage Host
Port Group

Site 1 BLADE 11 [HBA1-1 |CB2500_80_B11_HBA1_1_ASE-42.23_3_C ASE-42.23-3C |HM800_B11_A
HBA2-1 |CB2500_80_B11_HBA2_1_ASE-42.23 4 C ASE-42.23-4C |HM800_B11_B

BLADE 13 [HBA1-1 |CB2500_80_B13_HBA1_1_ASE-42.23_3_C ASE-42.23-3C |HM800_B13_A

HBA2-1 |CB2500_80_B13_HBA2_1_ASE-42.23 4 C ASE-42.23-4C |HM800_B13_B

Site2 BLADE 13 |HBA1-1 |CB2500-229_B13_HBA1_1_ASE-42.33_3_C ASE-42.33-3C [HM800_B13_A
HBA2-1 |CB2500-229_B13_HBA2_1_ASE-42.33_4 C ASE-42.33-4C |HM800_B13_B

BLADE 14 |HBA1-1 |CB2500-229_B14_HBA1_1_ASE-42.33_3_C ASE-42.33-3C [HM800_B14_A

HBA2-1 |CB2500-229_B14_HBA2_1_ASE-42.33_4_C ASE-42.33-4C |HM800_B14_B

Network Architecture

This architecture requires the following separate networks:

®  Private Network (also called a cluster interconnect) — This network is a private interconnect dedicated to internal

cluster communication.

B Management Network — This network provides management access to the test environment components and
client connections to the SQL databases.

Hitachi Data Systems recommends using a pair of 10 Gb/s NICs for the client network.

Each server blade in this reference architecture has a quad port 10 Gb/s onboard NIC. The NIC ports have interconnected

links to the two internal 10 Gb/s Ethernet switches in the chassis.

Observe these points when configuring client networks in your Microsoft SQL Server environment:

®  Use Microsoft Windows NIC teaming to provide failover and load balancing of interconnections within a server.

®  Set all NICs to full duplex mode.

B Use at least two client NICs for client connections to the application and database.

Physical Network Configuration

Figure 3 on page 14 shows the network configuration for the tested environment with Hitachi Data Instance Director.

13



Figure 3
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Table 11 shows the network configuration for the tested environment.

TABLE 11. NETWORK CONFIGURATION

Site Server P'\cl>lrct:s Blilr(\:d ;/uLt‘:\r:\le/t Network
Site 1 Database Server 1 (Server Blade 11) B1-NIC-0 |Team-1 |167 Public
B1-NIC-1
B1-MGMT |n/a 100 Management
Database Server 2 (Server Blade 33) B2-NIC-0 |Team-1 |167 Public
B2-NIC-1
B2-MGMT |n/a 100 Management
Site 2 Database Server 1 (Server Blade 13) B1-NIC-0 |Team-1 |167 Public
B1-NIC-1
B1-MGMT |n/a 100 Management
Database Server 2 (Server Blade 14) B2-NIC-0 |Team-1 |167 Public
B2-NIC-1
B2-MGMT |n/a 100 Management
Microsoft Hyper-V Host HV-NIC-0 |- 244 Client
Hitachi Data Instance Director Master Virtual Machine  |vNIC - 167 Client
HDID Repository Virtual Machine vNIC - 167 Client




Prerequisites

Before you install Hitachi Data Instance Director, confirm that the hardware and software meet the implementation
requirements in your site.

Install Hitachi Data Instance Director
Hitachi Data Instance Director is distributed as an installation package for Microsoft Windows.

The installation process allows you to set the installation destination and select which components to install. The same
installation program is used for installation on the master node, repository node and client node.

Upgrade Hitachi Data Instance Director

The Hitachi Data Instance Director installation package automatically detects any currently installed versions of Data
Instance Director. If a previous version is found, you can run an upgrade with the same installation package.

License Hitachi Data Instance Director (Activation Key)

To distribute rules, the master machine must have a valid Hitachi Data Instance Director activation key.

Uninstall Hitachi Data Instance Director

Hitachi Data Instance Director can be uninstalled by navigating to its installation directory, or the Start menu, and running
Uninstall Hitachi Data Instance Director. If a repository was installed on the machine, then the uninstaller prompts for

whether you want to keep the data stored within it.

Note — Refer to the Installation Contents of the Hitachi Data Instance Director User’s Guide for more details. The
Installation Guide, User Guide and other documentation are in the documentation folder of the DVD or installation file
(1SO).

Figure 4 on page 15 shows the Hitachi Data Instance Director software and hardware components.

Figure 4
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Hitachi Block Storage Requirements and Recommendations

The following are the prerequisites for performing snapshotting and replication of Hitachi block storage volumes.

General

These are the general requirements and recommendations.

A machine must be assigned as a proxy node that controls the storage device. This proxy node must be a Microsoft
Windows machine with the following:

®  The Hitachi Data Instance Directory repository capability installed.
®  Command control interface installed to run RAID Manager.
®  Access to a command device that is setup as follows:

®  Security disabled

B User authentication enabled

®  Device group definition disabled

A dedicated user for Data Instance Director must be created in the Administrator user group for the storage device.

All paths or application data to have a snapshot taken or be replicated must exist on the same block hardware
device.

Hitachi Block

This solution requires the following licensed Hitachi software features, depending on the type of replication to be
performed.

Hitachi Dynamic Provisioning, a part of Hitachi Storage Virtualization Operating System
Hitachi Storage Navigator

Hitachi Thin Image

Hitachi Shadowlmage

Hitachi TrueCopy

Hitachi Universal Replicator
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Primary volumes must be set up, as follows:

For application-consistent snapshots, the application must be installed and configured to use block P-VOLs.

The user name specified in the credentials of the Hitachi Virtual Storage Platform (VSP) node must be a member of
the Administrators user group.

The password for authorizing a VSP node must contain only characters usable in command control interface:

" AZ

" az

= 09

®  ‘(single quote)
u -

® . (period)
"/

®  :(colon)
e

oA

The must be adequate shared memory. See the provisioning and technical guides.

Pools must be created using Hitachi Storage Navigator prior to selecting the Target Storage in Hitachi Data Instance
Director:

®  For Hitachi Thin Image (HTI), the Thin Image pools must be set up.
®  For Hitachi Shadowlmage, the dynamic provisioning pools must be set up.
®  For Hitachi TrueCopy and Hitachi Universal Replicator (HUR), the dynamic provisioning pools must be set up.

®  For Hitachi Universal Replicator, source and target journals must be set up.

Microsoft Windows Nodes

There are no prerequisites.
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Perform Concurrent Snapshot Using Hitachi Thin Image to Hitachi TrueCopy to
Hitachi Thin Image

Figure 5 shows the synchronous local and remote snapshots using Hitachi TrueCopy and Hitachi Thin Image.

Figure 5
= Production 4 DR
Servers | Servers
— Replication (Sync)
| —
s R ).
g = o=
 — -
Hitachi Thin Image Snapshots Hitachi Thin Image Snapshots
(Scheduled & Ad-hoc) (Scheduled)

Configure Hitachi Data Instance Director for Concurrent Snapshot (Hitachi Thin
Image — Hitachi TrueCopy — Hitachi Thin Image)

This is how to configure Hitachi Data Instance Director to create a concurrent snapshot using Hitachi TrueCopy with
Hitachi Thin Image.

Hitachi Data Instance Director has a work flow-oriented policy.
®  Build protection policies like you build business policies.
®  Drag and drop process elements to build complex policies.

The tasks to be performed when configuring a Microsoft SQL Server snapshot policy are the following:

“Node Creation” on page 19

Inform Hitachi Data Instance Director of the Microsoft SQL Server object credentials and information.
“Policy Definition” on page 20

Define which databases get a snapshot.
“Data Flow Definition” on page 23

Define which machine a database getting a snapshot resides.
“Distribution and Activation” on page 25

E Put the policy into effect.
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Node Creation

To create a node, do the following.

1. Connect to the Hitachi Data Instance Director master node (HDID-M), which is installed on Microsoft Windows Server
2012 R2.

@
2. Under Navigation, click Node Manager ( © ) to open the Node Management window.

The nodes on which Data Instance Director have been installed are automatically detected and displayed in the
Unauthorized Nodes list. The nodes in this list are unable to interact with other Data Instance Director nodes for
security reasons and must be authorized to be used in policies.

Refer to the Hitachi Data Instance Director user guide for instructions on how to install the Data Instance Director
client on a Microsoft SQL Server cluster.

3. Select the node in the Unauthorized Node list representing SQL Server cluster, and then click Authorize (ﬂ) to
authorize the node. Figure 6 shows the nodes moved to the Authorized Nodes list.

Figure 6
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Hitachi Data Instance Director does not provide native support to a cluster. Additional pre- and post-scripting is required.



Policy Definition

A policy defines data classifications and data operations.

To create a new storage policy type for Microsoft SQL Server databases, do the following.
1. Under Navigation, click Policy Definition to open the Policy Definition window to define a policy.

2. On Policy Definition, under Classification Palette, expand Applications. Different applications display under

Applications.

3. From Applications, drag MS SQL Server (Microsoft SQL Server) to the Classification workspace. Verify that MS

SQL Server remains selected in the workspace when you finish dragging it.

The options specific to the Microsoft SQL Server classification display under Attributes at the bottom of the screen,
as shown in Figure 7. The Operation palette, on the right side of Policy Definition, has icons used to define the data

operation on the application.

Figure 7
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4. Create the operation for Microsoft SQL Server (Figure 8).

(1) From the Operation Palette workspace, under Standard, drag Snapshot to the Operation workspace. This

will be the local site Hitachi Thin Image snapshot.

(2) From Standard, Drag Replication to the Operation workspace below Snapshot. This will be for Hitachi

TrueCopy replication.

(3) From Standard, drag Snapshot again to the Operation workspace below Replication. This will be the remote

site Thin Image shapshot.

Figure 8
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5.

Apply the attributes to the Snapshot icons (Figure 9 on page 22).

There are two Snapshot icons in the Operation workspace, one for the local site and one for the remote site. You

must create and apply the same schedule to both snapshots. This puts them in the same execution group, which is
required to keep the state of the storage systems the same.

When the Snapshot icon is selected, the options related to the snapshot operation display under Attributes.

In this example, a Hitachi Thin Image snapshot is required every 8 hours. That snapshot needs to be kept for one
month. These requirements are applied to both Snapshot icons to keep the state of the storage systems the same.

(1) With the Snapshot icon selected for the local site in the Operation workspace (the top icon), do the following:
i. Under Retention, type or select 1 and click the Month option.
ii. Under Recovery Point Objective, type or select 8 and click the Hour option.

(2) With the Snapshot icon selected for remote site in the Operation workspace (the bottom icon), apply the same
attributes as follows:

i. Under Retention, type or select 1 and click the Month option.
ii. Under Recovery Point Objective, type or select 8 and click the Hour option.

(3) Click Create to apply the same schedule for both snapshots in order to keep the state of the storage systems
the same.
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Figure 9

“Pol icy Definition

6. Set the Hitachi TrueCopy schedule.

The schedule for Hitachi TrueCopy needs to work with the attributes set for the local and remote Hitachi Thin Image

snapshots.

(1) Select the Replication icon in the Operation workspace (the center icon).

(@) Using options under Attribute, set the schedule.

7. Save the policy.

(1) From the File menu, click Save.

(2) Type the policy name, such as the following: SQL P1 Snapshot

Classification Palette Defined - SAL-TC1 @ || Operation Palette
R Classification Operation EaSlandand
e~ Path ﬂ =~ '-:_?d Backup
ol @ Snapshot-... -:
Storage Type — Wl 0P
o . aoo o
b Appu@uns &5 0 Replicate-TC P oF Replicate
* Exchange Server I @ Stk
o s sal server (55| snapsnot-.. )
* Archive
-
¥ Ms Hyper-v e Version
-]
@ Exchange Mailbox i Tier
©F Oracle Database w Advanced
_JLJ T4 Mount
o SAP HANA ke Moun
OLF | iabase el b = -i_'i:l
oF VMware VADP Attributes eg Track
J= it
ol Vitware V21 Mame | Snapshot-Local \JJ Block
Software Replication Type —Retention 1 — Recovery Point Obje —Mode -
b Storage
P File Type 1 = Minu 8 — ¢ Minu
(" Asynchronous " Software
» Advanced kbt gl e
" Hour % Hour
" Hitachi V2
= Asynchronous Journaled " Days - Days
% Hardware
T Wee " Wee
Fun @& Mont Mot Harduvars type.
snap_local_sce - " Year T MNone ' Hitachi Bl
' Scheduled . -
P Hitachi N.
Schedule Manager T vers £ Vers S IRDY.
 Lates " Real
— Trigger on ,—‘
completion of
Source options
¥ Quiesce configured applications before backup =
I~ Prescript | J

(3) Type a brief description of the policy.
(4) Click Save.
8. Set the schedule.

Use Schedule Manager to specify when to run a backup or snapshot operation. To set the schedule, do one of the
following:

®  From the Tools menu, click Schedule Manager.

®  When configuring a backup or snapshot operation, under Attributes, click Schedule Manager.



Data Flow Definition

In the case of a Microsoft SQL Server snapshot policy, the data flow defines the machines on which the policy will be
implemented. The machine that this policy applies to must have the SQL Server cluster with the database files residing on
a Hitachi Virtual Storage Platform volume (LDEV).

To create a data flow definition, do the following.

1.

Under Navigation, click Data Flow. The Data Flow screen opens, as shown in Figure 10. The palettes on the left
contains the following:

B Source nodes
u Movers

u Destination nodes

2. Under Source, drag the Microsoft SQL Server cluster source node icon to the Data Flow — Data Flow workspace. In
this example, it is the SQLCL-CH80 icon.

3. Under Mover, drag the Continuous icon to the Data Flow workspace and drop it on the SQL Server Cluster icon
(SQLCL-CHB80). If you drop the Continuous icon on top of the SQL Server Cluster icon (SQLCL-CHB80), they are
connected automatically.

4. Under Destination, drag the remote site VSP icon (ASE42.33 in this example) and drop it on the Continuous icon so
they are automatically connected.

Figure 10
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5.

Attach the policy to the source node.

(1) Under Defined — Data Flow, select the Microsoft SQL Server cluster source node icon (SQLCL-CHB80). A list
displays of a defined policies under Policies to assign locally, below the workspace.

(2) Select the check box for the policy that was defined previously. Apply the policy locally only by selecting the
Snapshot-local check box.

(3) Under Snapshot-Local, in the Target Storage area, for Pool, select the target Hitachi Thin Image storage pool,
as shown in Figure 11 on page 24.
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Figure 11
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6. Attach the policy to the destination node (Figure 12).

(1) Under Defined — Data Flow, select the destination node icon (ASE42.33 in this example). A list displays of
policies display under Available Policies, below the workspace.

(2) Apply the policy defined previously (SQL-TC1 in this example), along with the Replicate-TC operation and
Snapshot-Remote.

(3 Under Snapshot-Remote, in the Target Storage area, for Pool, select target Hitachi Thin Image storage pool.

Figure 12
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Distribution and Activation

To distribute and activate the rule, do the following.

s

2. After the policy is compiled, click Distribute Rules. The rules are distributed and the policy activated.

1. Inthe tool bar, click Save and Compile . The Rules Compilation dialog box opens.

Hitachi Data Instance Director Operations

During a typical initial copy, all data written to the Microsoft SQL Server cluster primary volume (P-VOL) is copied to the
SQL Server cluster secondary volume (S-VOL), ensuring that the secondary copy is a complete and consistent backup.
Data is copied continuously from the local site SQL Server cluster P-VOL to the remote site S-VOL.

Local site and remote site snapshots taken with Hitachi Thin Image (HTI) are created following the schedule. This keeps
the data consistent on both sites, simplifying the process of operational recovery during site failover, and contributing to a
better RTO.

Log Manager allows you to filter, view, and manage Hitachi Data Instance Director application logs (Figure 13). To open
Log Manager, under Navigation, click Log Manager. Log Manager is divided into two areas, Criteria and Results.

Figure 13
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Filter and search logs using the criteria settings at the top of the screen. These allow you to build queries by combining
and constraining the various fields that can be displayed.

During the Hitachi TrueCopy operation, you can monitor the copy status from the Monitor screen (Figure 14 on page 26).
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The TrueCopy pair status can also be seen from VSP G600.
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After successful creation of a concurrent snapshot using Hitachi Thin Image, Hitachi TrueCopy, and Hitachi Thin Image of
the Microsoft SQL Server cluster database in a two-site environment, you can see the snapshots and replication using the
Storage screen, on the Managed Storage tab.

Figure 16
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Splitting Pairs

When a pair is split, writes to the primary volume continue but are no longer copied to the secondary volumes. And the
pair is no longer synchronous.

If the local site is unavailable, you have an option of tearing down the Hitachi TrueCopy replication and mounting the
replicated volume on the second site Microsoft SQL Server cluster, and then recovering the database manually. Additional
pre- and post-scripting is required to mount the replicated volume on the SQL Server cluster in the second site. This is a
case of disaster recovery during local site failure.

To split a pair, do the following.

1. Under Defined — Data Flow (Changed), click the appropriate Data Flow tab. In this example, it is the Data Flow 4
tab.

2. To tear down the replication between local and remote sites, right click the pair, and then click Disable.
3. To apply the changes, on the toolbar, click Save and Activate.
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Mount Hitachi TrueCopy Replicated Volume on Remote Site Microsoft SQL Server Cluster Node

This option allows you to expose volumes or mount the selected snapshot or replication. The mount operation may take
several minutes to complete. You can mount the Hitachi TrueCopy replicated volume on the remote site and recover the
database when the local site is not accessible or unavailable.

Perform the mount from Storage — Managed Storage.
To mount the replicated volume on the cluster node, do the following.

1. Right-click the appropriate replication. In this example, it is the replication labeled Replicate-TC in the Operation
column.

2. Click Mount.

Figure 19
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Figure 21
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Now users can view the replicated volume mounted on the secondary site Microsoft SQL Server cluster node. Note that at
this point, the replicated volume will be available on only one node of the SQL Server cluster and it will not be accessible
by the SQL Server cluster.

Provide Access to a Hitachi TrueCopy Replicated Volume on a Remote Site Microsoft SQL Server Cluster

For the volume replicated by Hitachi TrueCopy to be accessible by the Microsoft SQL Server cluster, manually map the
volume to the other node.

To manually map the volume to the other node, do the following.

1. From Hitachi Device Manager, select the Hitachi TrueCopy LUNs that are mounted to Node 1 of the Microsoft SQL
Server cluster on Node 2. The TrueCopy LUN names begin with the following: HDID_LDEV_*

2. Click Copy LUN Paths.

Figure 22
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3. On Select Host Groups/ISCSI Targets, From the Available Host Groups list, select and add the corresponding
host group for Node 2 of the Microsoft SQL Server cluster.
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Figure 23
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4. To copy the LUN paths, click Confirm. After successfully copying the LUN paths, all Hitachi TrueCopy LUNs are
accessible to Node 2 of the Microsoft SQL Server cluster on the second site.

5. From the active node of the Microsoft SQL Server cluster, add the LUN to the Microsoft Windows cluster and assign
the SQL Server cluster role.

6. \Verify that the databases are accessible from the cluster by logging on to the management server for Microsoft SQL
Server.

Perform Concurrent Snapshot Using Hitachi Thin Image to Hitachi Universal
Replicator to Hitachi Thin Image

Figure 24 shows synchronous local and remote snapshots using Hitachi Universal Replicator and Hitachi Thin Image.

Figure 24
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Hitachi Data Instance Director Configuration for Concurrent Snapshot (Hitachi
Thin Image — Hitachi Universal Replicator — Hitachi Thin Image)

This is how to configure Hitachi Data Instance Director to create a concurrent snapshot using Hitachi Universal Replicator
with Hitachi Thin Image.

Node Creation
See “Node Creation” on page 19.

Policy Definition

Create a new storage policy type for Microsoft SQL Server databases that uses Hitachi Universal Replicator. A policy
defines data classifications and data operations.

To define a new storage policy that uses Hitachi Universal Replicator, do the following.
1. Under Navigation, click Policy Definition to open the Policy Definition window to define a policy.

2. On Policy Definition, under Classification Palette, expand Applications. Different applications display under
Applications.

3. From Applications, drag MS SQL Server (Microsoft SQL Server) to the Classification workspace. Verify that the MS
SQL Server remains selected in the workspace after you finish dragging it.

The options specific to the Microsoft SQL Server classification display under Attributes at the bottom of the screen.
The Operation palette on the right of Policy Definition, has icons used to define the data operation on the
application.

4. Create the operation for Microsoft SQL Server.

(1) From the Operation Palette workspace, under Standard, drag Snapshot to the Operation workspace. This will
be the local site Hitachi Thin Image snapshot.

(@) From Standard, drag Replication to the Operation workspace below Snapshot. This will be for Hitachi
Universal Replicator.

(3) From Standard, drag Snapshot again to the Operation workspace below Replication. This will be the remote
site Universal Replicator snapshot.

5.  Apply the attribute to the Snapshot icons

There are two Snapshot icons in the Operation workspace, one for the local site and one for the remote site. You
must create and apply the same schedule to both snapshots. This puts them in the same execution group, which is
required to keep the state of the storage systems the same.

When the Snapshot icon is selected, the options related to the snapshot operation display under Attributes.

In this example, a Hitachi Thin Image snapshot is required every 8 hours. That snapshot needs to be kept for one
month. These requirements are applied to both Snapshot icons to keep the state of the storage systems the same.

(1) With the Snapshot icon selected for the local site in the Operation workspace (the top icon), do the following:
i. Under Retention, type or select 1 and click the Month option.

ii. Under Recovery Point Objective, type or select 8 and click the Hour option.
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@

attributes as follows:

With the Snapshot icon selected for remote site in the Operation workspace (the bottom icon), apply the same

i.  Under Retention, type or select 1 and click the Month option.

ii. Under Recovery Point Objective, type or select 8 and click the Hour option.

)

the same.

Figure 25
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6. Set the Hitachi Universal Replicator schedule (Figure 26 on page 33).

The schedule for Hitachi Universal Replicator needs to work with the attributes set for the local and remote Hitachi

Thin Image shapshots.
(1)
@)

Using options under Attribute, set the schedule.

Select the Replication icon in the Operation workspace (the center icon).
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Figure 26
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(1) From the File menu, click Save.
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(2) Type the policy name, such as the following: SQL P1 Snapshot

(38) Type a brief description of the policy.

(4) Click Save.

8. Set the schedule.

Use Schedule Manager to specify when to run a backup or snapshot operation. To set the schedule, do one of the
following:

(1) From the Tools menu, click Schedule Manager.

() When configuring a backup or snapshot operation, under Attributes, click Schedule Manager.



Data Flow Definition

In the case of an Microsoft SQL Server snapshot policy, the data flow defines the machines on which the policy will be
implemented. The machine that this policy applies to must have the SQL cluster with the database files residing on a VSP
volume (LDEV).

To create a data flow definition, do the following.

1.

Under Navigation, click Data Flow. The Data Flow screen opens, as shown in Figure 27. The palettes on the left
contains the following:

B Source nodes
u Movers

u Destination nodes

2. Under Source, drag the Microsoft SQL Server cluster source node icon to the Data Flow — Data Flow workspace.
In this example, it is the SQLCL-CH80 icon.

3. Under Mover, drag the Continuous icon to the Data Flow workspace and drop it on the SQL Server Cluster icon
(SQLCL-CHB80). If you drop the Continuous icon on top of the SQL Server Cluster icon (SQLCL-CHB80), they are
connected automatically.

4. Under Destination, drag the remote site VSP icon (ASE42.33 in this example) and drop it on the Continuous icon so
they are automatically connected.

Figure 27
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5.

Attach the policy to the source node.

(1) Under Defined — Data Flow, select the Microsoft SQL Server cluster source node icon (SQLCL-CHB80). A list
displays of a defined policies under Policies to assign locally, below the workspace.

(2) Select the check box for the policy that was defined previously. Apply the policy locally only by selecting the
Snapshot-local check box.

(3) Under Snapshot-Local, in the Target Storage area, for Pool, select the target Hitachi Thin Image storage pool,
as shown in Figure 28 on page 35.

34



Figure 28
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6. Attach the policy to the destination node (Figure 29 on page 36).

(1) Under Defined — Data Flow, select the destination node icon (ASE42.33 in this example). A list displays of
policies display under Available Policies, below the workspace.

(2) Apply the policy defined previously (SQL-TC2 in this example), along with the Replicate-TC2 operation and
Snapshot-Remote-TC2.

(3) Under Snapshot-Remote, in the Target Storage area, for Pool, select the target Hitachi Thin Image storage
pool.

(4) Under Replicate-TC, in the Target Storage area, for Pool, select target Hitachi Thin Image storage pool and
select the Asynchronous Remote clone (Using Universal Replicator) check box.
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Figure 29
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Distribution and Activation

To distribute and activate the rule, do the following.

1. Inthe tool bar, click Save and Compile E . The Rules Compilation dialog box opens.

2. After the policy is compiled, click Distribute Rules. The rules are distributed and the policy activated.

Hitachi Data Instance Director Operations

During a typical initial copy, all data written to the Microsoft SQL Server cluster primary volume (P-VOL) is copied to the
SQL Server cluster secondary volume (S-VOL), ensuring that the secondary copy is a complete and consistent backup.
Data is copied continuously from the local site SQL Server cluster P-VOL to the remote site S-VOL.

Local site and remote site snapshots taken with Hitachi Thin Image (HTI) are created following the schedule. This keeps
the data consistent on both sites, simplifying the process of operational recovery during site failover, and contributing to a
better RTO.

Log Manager allows you to filter, view, and manage Hitachi Data Instance Director application logs (Figure 30 on page 37).
To open Log Manager, under Navigation, click Log Manager. Log Manager is divided into two areas, Criteria and
Results.
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Figure 30

— Criteria
[Cever ~1 [is at east ~1 [mrormation =1 search | cance | rReset | conapse |
[Waster Date =1/ [=ootore =1 [ezsmais izooooam =] =
[<Seiecta e =] = [

—Results (818)

Sequence Number | Master Date | Local Date | Losorigin | Node | Category [ Lever | = |
OGS0, T P L e e G o bR D e e,
000000506 B/5/2016 DB:49:34  6/5/2016 08:49:34  WIN-TILG2Q.. WIN-TILQ2QLDAET Node Manager o Completed distribution of rules files.
ooooo0s0T B/5/2016 08:49: &/5/2016 08:49: WIN-TILQ2Q... WIN-TILQ2QLDQET Node Manager o Completed distribution of rules files.
oooooosoe 6/S/2016 DB:49:34  6/5/2016 08:49:24  WIN-TILG2Q... WIN-TILQ2QLDAET Node Manager o Successfully sent new rules files tc
BT CECOIE DEAG A OANGEA A0, W GO OIDLIET Neas Manamge o Sitas iy Rank nw e Tl b
ST e e A T T R o Distribution compiete Allnodes sue |
000000511 BIS/Z016 08:49:28  G/SZ016 08:48:34  WIN-TILOZO . WINTILQZOLDOST Node Manager o &F Rules distribution complete. ===
i P e v o Activating rules set 1465141772
000000513 6/S/2016 DB:49:34  6/S/2016 08:49:34  WIN-1QGWV4_. WIN-1QGV4S17_. Replication @ Load new rule set 1465141772
000000516 6/5/2016 DB:49:34  6/5/2016 07:59:43  hdidi-hnas—_. hdid1-hnasorac... Node Manager o Activating rules set 1465141772
000000517 6/S/2016 DB:49:24  6/S/2016 07:59:42  hdidi-hnas—... hdid1-hnas—orac... Replication o Set compression off for connection

= i e s o ey
e CECOIEDEAS A  GADOIETS0NE ARt Rk s ot - - FIGHCaton o ot sy ol oo Ui i
000000523 G/S/2016 08:49:34  6/5/2016 08:49:34  WINTILG2Q...  WIN-TILGZOLDAGT Node Manager o S e e e s )
00000OSZ4 6/S/2016 06:49:34  6/S/2016 08:49:34  WIN-TILG2Q... WIN-TILGZQLDAET Node Manager o Succeaafully activated rules set 14
000000525 6/S/2016 DB:49:34  6/5/2016 08:49:34  WIN-TILG2Q.. WIN-TILQ2ZQLDAST Node Manager o Rules activation completed. All node
000000528 6/S/2016 DB:49:45  6/5/2016 07:59:53  hdidi-hnas—_. Oracle-HNAS Application Handler @ OracleHandler HDIDDB 1 @hdid1-hne
oooooosaz B/S/2016 DB:S0:05  6/S/2018 08:50:05  WIN-1QGV4... Site2 HNASOS3E  Orchestration Fra... @B Handler *HitachiNetworkattachedSt
2 ers2018 WIN-TQGWA. | WIN-1QGW4S1T .. Sequencer AN &F Seauence script ‘Replication” fe

T e e e S o e ——
ODOTOSSE SECOIGDESNS, GRLINEDSD0NE R PRI RS s -, e A &F Sequence script Replication” 1=
000000s37 BIS/Z016 D8:50:05  G/S/2016 08:00:14  haidi_hnas_.  hdidi_hnas_orac.. Sequencer @  raied to receive notification frDm—aI';J

«| | »

Filter and search logs using the criteria settings at the top of the screen. These allow you to build up queries by combining
and constraining the various fields that can be displayed.

During the Hitachi TrueCopy operation, you can monitor the copy status from the Monitor screen (Figure 31).

Figure 31
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You can see the Hitachi TrueCopy pair status from Hitachi Virtual Storage Platform G600.



Figure 32

Remote Replication Last Updats

Nurnber of Pairs Truscapy

Universal Replicator 3
Global-Active Device 4z
Total 45

Nurnber of Mirrars

TC Pairs UR Pairs Mirrors GAD Pairs = GAD Consistency Groups

: Pairs E Selected: 1 of 2
[C=ritcer |[on IR [Select All Pages|[Calumn sattings [optensw |[€][€] 1,1 [3][31]
Local Storage Systern Remote Starage System
Huost Group isosI " Status
LDEV ID LDEV Name Port ID Mame / 5051 Target LUN ID Pair Position | Journal ID I[;’"" Model / Serial Humber LDEV ID Port ID
Target Alias Narme
] gl ooionier SQL-Datal cL3-c 2C-G00 (00) - s Primary 005 1 &4 PaIR VSP Gx00 and VSP Fx00 / 410111 O AD CLa-D
Ll @ oniooizo SQL-Dataz cLa-c 3C-G00 (00) - & Prirnary 005 1 &g PaIR VSP Gx00 and VSP Fx00 / 410111 00:00:A1  CL&-D

After successful creation of a concurrent snapshot using Hitachi Thin Image, Hitachi Universal Replication, and Hitachi
Thin Image of the Microsoft SQL Server cluster database in a two-site environment, you can see the snapshots and
replication using the Storage screen, on the Managed Storage tab.
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Splitting Pairs

When a pair is split, writes to the primary volume continue but are no longer copied to the secondary volumes. And the
pair is no longer synchronous.

If the local site is unavailable, you have an option of tearing down the Hitachi Universal Replication and mounting the
replicated volume on the second site Microsoft SQL Server cluster, and then recovering the database manually. This is a
case of disaster recovery during local site failure. Pausing the replication is recommended in this case.

However, if it is necessary to tear down replication, split the pair.
To split a pair, do the following.

1. Under Defined — Data Flow (Changed), click the appropriate Data Flow tab. In this example, it is the Data Flow 4
tab.

2. To tear down the replication between local and remote sites, right-click the pair, and then click Disable.

3. To apply the changes, on the toolbar, click Save and Activate.

Figure 34
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Mount Hitachi Universal Replication Replicated Volume on the Remote Site Microsoft SQL Server Cluster
Node

This allows you to expose volumes or mount the selected snapshot or replication. The mount operation may take several
minutes to complete. You can mount the Hitachi Universal Replication replicated volume on the remote site and recover
the database when the local site is not accessible or is unavailable.

Perform mounting from the Storage — Managed Storage screen. Right-click the appropriate replication, and click
Mount.
Provide Access to HUR Replicated VVolume on Remote Site SQL Cluster

Refer to “Provide Access to a Hitachi TrueCopy Replicated Volume on a Remote Site Microsoft SQL Server Cluster ” on
page 29. The steps are same for Hitachi Universal Replicator as Hitachi TrueCopy.
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Repurpose Microsoft SQL Server Databases

Microsoft SQL Server databases can be repurposed for various test cases. Hitachi Data Instance Director leverages in-
system cloning using Hitachi Shadowlmage on storage systems from Hitachi Data Systems.

The steps illustrate the process of creating repurposed clones at the remote site using Hitachi Universal Replication
replicated volumes. The same applies for the local site or to repurpose with Hitachi TrueCopy replicated volumes.

Hitachi Data Instance Director Configuration for Concurrent Snapshot (Hitachi
Thin Image — Hitachi TrueCopy - Hitachi Thin Image)

This is how to configure Hitachi Data Instance Director to create a concurrent snapshot using Hitachi TrueCopy with
Hitachi Thin Image to repurpose a Microsoft SQL Server database.

Policy Definition

The policy definition steps remain the same as the policy definition for performing concurrent snapshots, except for
including an additional replication operation. Figure 36 shows adding the replication operation for creating the repurpose
clones. You can configure it to trigger manually, so that a clone can be created whenever it is necessary.

Figure 36
Policy Definition
Classification Palette Defined - SOL-TC2 (Changed) @ || Operation Palette
- Sanciacd Classification Operation SaSlandard
—
e Path ﬂ - {514 Backup
ol @ Snapshot-... o
Storage Type X i Wiy CoP
- e
v Applications i Replicate. i 1 Replicate
R -
O} Exchange Server I 1 @ Snapshot
ofF s soL server (5| snapshor- )
- ¥ Archive
ok s Hyperv - ha i
yper-" §ds Version
Clone-Remote of Gl
@ Exchange Mailbox oy Ter
w Oracle Database v Advanced
SAP HANA - R dount
i M
4 - y ik
O otabase R — Z Schedule Manager - sched_tc2 (Changed) | =12 S| -~
ol viware vaDp LA Fie b Track
Schedule Operations [l
ol viwareval Name ‘CIUne—Remute P J Block
Software Replication Type Schedule El " Backup Window| [ Trigger [ Exclude
b Storage
P File Type © Asynchronous =l Trigger Attributes
b Advanced by
' Asynchronous Journaled Add Sc " Weekly " Monthly " Custom &+ Manual
Batch Only Options - Trigger Keyword |
Schedules /
]Any‘t\
' Scheduled
Schedule Manager
o Triggerrﬂn J
completion of
Time

40



Data Flow Definition

The data flow definition steps remain the same as performing concurrent snapshots, except for an additional replication
target along with a batch mover included. Figure 37 shows the replication operation details that are added for creating
repurpose clones.
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Distribution and Activation

To distribute and activate the policy, do the following.
1. From the tool bar, click Save and Compile. The Rules Compilation dialog box opens.
2. After the policy compiles, click Distribute Rules. The rules are distributed and the policy is activated.

After creating the Hitachi Shadowlmage clones, you can mount them on any server and start using them.

Note — Repurpose is not valid for continuous (live) replication. The rules compiler will issue an error if a continuous
mover is used on the data flow in conjunction with this type of mount operation. In this case, the replication destination
remains mounted on the mount host and is available to the repurposing application. The replication is, depending on
the schedule, periodically unmounted, re-evaluated, and then remounted.

41



Test Plan and Lab Report

This is the lab environment and test results used to evaluated how to protect a Microsoft SQL Server 2014 database with
Hitachi Data Instance Director in a two-site environment.

Note — The recovery steps described here are specific to the current test environment. Recovery steps depends on
your environment, which can vary widely.

Database Configuration

This is how the database was configured for testing.

TABLE 12. DATABASE CONFIGURATION

Metric Value
SQL database size 1TB
Total number of data files 4
Database fill factor 90%

Concurrent Snapshot Using Hitachi Thin Image — Hitachi TrueCopy — Hitachi Thin
Image

These are the test cases for a concurrent snapshot with Hitachi Thin Image — Hitachi TrueCopy — Hitachi Thin Image of
a Microsoft SQL Server 2014 database in a two-site environment.

Test Case 1: Concurrent Snapshot

This test case validated performing an online database backup using Hitachi Data Instance Director concurrent snapshot
with Hitachi Thin Image — Hitachi TrueCopy — Hitachi Thin Image in a two-site environment.

TABLE 13. HITACHI TRUECOPY TEST CASE 1 RESULTS

Metric Value
TrueCopy replication time 2 Hours 06 minutes
Site 1 Thin Image snapshot time 1 Minute 24 seconds

Site 2 Thin Image snapshot time 1 Minute 13 seconds




Test Case 2: Mount (Restore) Concurrent Snapshot

This test validated restoring a Microsoft SQL Server database on Site 2 using Hitachi Data Instance Director with a Hitachi
TrueCopy mount operation when specifying the Mount Original Location.

TABLE 14. HITACHI TRUECOPY TEST CASE 2 RESULTS

Metric Value

TrueCopy mount time 4 Minutes 11 seconds

Test Case 3: Complete Database Recovery on Site 2

This test validated the complete recovery of a Microsoft SQL Server database using Hitachi Data Instance Director with a
Hitachi TrueCopy mount operation on Site 2 using manual recovery steps.

TABLE 15. HITACHI TRUECOPY TEST CASE 3 RESULTS

Metric Value
TrueCopy mount time 4 Minutes 11 seconds
Manual recovery time Approximately 4 minutes

Concurrent Snapshot Using Hitachi Thin Image — Hitachi Universal Replicator —
Hitachi Thin Image

These are the test cases for a concurrent snapshot with Hitachi Thin Image — Hitachi Universal Replication — Hitachi
Thin Image of a Microsoft SQL Server 2014 database in a two-site environment.

Test Case 1: Concurrent Snapshot

This test case validated performing an online database backup using Hitachi Data Instance Director concurrent snapshot
with Hitachi Thin Image — Hitachi Universal Replicator — Hitachi Thin Image in a two-site environment.

TABLE 16. HITACHI UNIVERSAL REPLICATOR TEST CASE 1 RESULTS

Metric Value
Universal Replicator replication time 3 Hours 30 minutes
Site 1 Thin Image snapshot time 1 Minute 33 seconds
Site 2 Thin Image snapshot time 1 Minute 21 seconds

43



Test Case 2: Mount (Restore) Concurrent Snapshot

This test validated restoring a Microsoft SQL Server database on Site 2 using Hitachi Data Instance Director with a Hitachi
Universal Replicator mount operation when specifying the Mount Original Location.

TABLE 17. HITACHI UNIVERSAL REPLICATOR TEST CASE 2 RESULTS

Metric Value

Universal Replicator mount time 6 minutes 09 seconds

Test Case 3: Complete Database Recovery on Site 2

This test validated the complete recovery of a Microsoft SQL Server database using Hitachi Data Instance Director with a
Hitachi Universal Replication mount operation on Site 2 using manual recovery steps.

Table 18.

TABLE 18. HITACHI UNIVERSAL REPLICATOR TEST CASE 3 RESULTS

Metric Value
Universal Replication mount time 6 minutes 09 seconds
Manual recovery time Approximately 5 minutes

Engineering Validation

This describes the test methodology and test results used to validate this the procedures in this guide.

Concurrent Snapshot Using Hitachi Thin Image — Hitachi TrueCopy — Hitachi Thin
Image)

These are the test results for protecting Microsoft SQL Server 2014 with Hitachi Data Instance Director in a two-site
environment with Hitachi TrueCopy.

Backup Microsoft SQL Server Database in a Two-Site Environment in a Database Availability Environment

The concurrent snapshot completed successfully.

Restore Microsoft SQL Server Database on the Second Site

The restoration of the concurrent snapshot using Hitachi TrueCopy replication on Site 2 completed successfully.

Manual Recovery of Microsoft SQL Server Database on the Second Site

The manual recovery completed successfully on Site 2.
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Concurrent Snapshot (Hitachi Thin Image — Hitachi Universal Replicator — Hitachi
Thin Image)

These are the test results for protecting Microsoft SQL Server 2014 with Hitachi Data Instance Director in a two-site
environment with Hitachi Universal Replicator.

Backup Microsoft SQL Server Database in a Two-Site Environment in a Database Availability Environment

The concurrent snapshot completed successfully.

Restore Microsoft SQL Server Database on the Second Site

The restoration of the concurrent snapshot using Hitachi Universal Replication on Site 2 completed successfully.

Manual Recovery of Microsoft SQL Server Database on the Second Site

The manual recovery completed successfully on Site 2.

Clone with Hitachi Shadowlmage

These are the test results for making a clone with Hitachi Shadowlmage.

Backup Microsoft SQL Server Database in a Database Availability Environment
The scheduled in-system clone made using Hitachi Shadowlmage completed successfully.
The triggered in-system clone made using Hitachi Shadowlmage completed successfully.

Scheduled Mount of Microsoft SQL Server Database

The scheduled refresh of a Hitachi Thin Image snapshot and mount operation completed successfully.

Manual Mount with Microsoft SQL Server Database Trigger

The manually refreshed Hitachi Thin Image snapshot mount with trigger operation completed successfully.



For More Information

Hitachi Data Systems Global Services offers experienced storage consultants, proven methodologies and a
comprehensive services portfolio to assist you in implementing Hitachi products and solutions in your environment. For
more information, see the Services website.

Live and recorded product demonstrations are available for many Hitachi products. To schedule a live demonstration,
contact a sales representative. To view a recorded demonstration, see the Resources website.

Hitachi Data Systems Academy provides best-in-class training on Hitachi products, technology, solutions and
certifications. Hitachi Data Systems Academy delivers on-demand web-based training (WBT), classroom-based
instructor-led training (ILT) and virtual instructor-led training (vILT) courses. For more information, see the Hitachi Data
Systems Services Training and Certification website.

For more information about Hitachi products and services, contact your sales representative or channel partner or visit the
Hitachi Data Systems website.
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http://www.hds.com/corporate/resources/
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