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About This Document

Introduction

This document provides a clear, step-by-step guide for benchmarking the Elasticsearch software platform, focusing on
performance evaluation of Hot and Frozen data tiers backed by object storage (VSP One Object is used as the object
storage backend for this test). The benchmarks are conducted using ESRally (Elastic's official open-source
benchmarking tool for Elasticsearch) with a custom track identical to the one used by Elastic for its internal performance
testing. The methodology enables repeatable, apples-to-apples comparisons across data tiers.

The primary goal of this guide is to enable teams to replicate the benchmark testing methodology published by Elastic in
their official blog post (Ice, ice, maybe: Measuring searchable snapshots performance) within a local, self-managed
environment, allowing independent validation and direct performance comparisons with Elastic's published results.

This guide covers the entire process end-to-end, from setting up the testing environment and generating the required
dataset to conducting benchmark tests and validating the results.

All steps are described sequentially, and the guide is structured around the following five key phases:

—

Corpus data generation creating indexing and loading the data on to the index
Hot tier query benchmarking

Frozen tier benchmarking (with cache and without cache)

E SN

ILM-based data movement from Hot to Frozen
5. Searchable snapshot validation

This approach ensures isolated, tier-specific benchmarking, and enables accurate performance comparison across tiers.

Intended Audience
This document is intended for the following audience:

1. Storage Administrators: Use this benchmark to validate that VSP One Object (and other object storage platforms)
can reliably serve Elasticsearch searchable snapshots in the frozen tier, and to tune chunk and cache settings for
optimal backend I/O efficiency and capacity planning.

2. Backup and Recovery Administrators: Use the hot-to-frozen ILM workflow and searchable snapshot validation to
demonstrate that Elasticsearch indexes can be safely protected, transitioned, and restored from object storage
while still remaining queryable for investigations and audits.

3. Automation and DevOps Engineers: Use the ESRally tracks and step-by-step workflows to automate repeatable
hot-versus-frozen performance tests, enabling configuration changes, upgrades, and new storage backends to be
validated in a consistent, Cl-style manner.

4. Partners: Use this guide as a reference benchmarking methodology to run customer POCs, demonstrating
end-to-end hot and frozen tier behavior on VSP One Object and delivering data-driven sizing and design
recommendations.

5. Customers: Use the benchmarking methodology described in this guide to run POCs, a understand the
performance and cost characteristics of hot versus frozen tiers and make informed data-tiering decisions while
meeting search and retention requirements.

Value Proposition

This guide provides a repeatable, step-by-step methodology for benchmarking Elasticsearch Hot versus Frozen tiers
using ESRally and Elastic’s “Ice, Ice, Maybe” custom track, with VSP One Object serving as the object storage backend
for searchable snapshots. It enables direct comparisons across the Hot tier, Frozen tier with cache, Frozen tier without
cache, and delivers actionable performance metrics to support sizing, tuning, and data-tiering decisions.

© Hitachi Vantara LLC 2026 All Rights Reserved


https://www.elastic.co/search-labs/blog/searchable-snapshots-benchmark
https://www.elastic.co/search-labs/blog/searchable-snapshots-benchmark

Document Revisions

Revision Number Date Details
v1.0 May, 2026 Initial release
Comments

Send any comments on this document to Docs-Feedback@hitachivantara.com. Include the document title, including the

revision level, and refer to specific sections and paragraphs whenever possible. All comments become the property of
Hitachi Vantara LLC.

Thank you.
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Repository and Directory Structure Overview

The repository used for this testing is the same repository used by Elastic for its benchmark tests.

To request access to the repository, send an email to gpse.pov@hitachivantara.com.

Directory Structure

The following directory structure illustrates the repository layout. The custom ESRally track used for this benchmark

follows this structure:

rally-custom/
L— custom_tracks/
L_ elasticsearch/
L hotfrozenlogs/
F—-challenges/

| b discover/
| | date_histogram/
F— initial/
F—-terms_agg/
|— total/

|
|
|
| L discover.json
c

orpora/

documents-1.json

l_
...
L

|

|

|

|

|

l_

|

|

| documents-98.json
F—-index—mapping.json
l_

L

index-template.json

track.json

Components Breakdown

1. track.json (Entry Point)

This file serves as the main configuration file for the ESRally track.

It defines:

e The challenges to be run

e The corpora (datasets) used for indexing
¢ Index creation and data-loading behavior

Key Behavior

e The challenges section in track.json references discover.json

e The corpora section references dataset files located in the corpora/ directory

2. challenges/Directory

This directory contains all benchmark query definitions.

3. discover/ Subdirectory

e This subdirectory serves as the primary query execution module used during benchmarking.

It includes:

« Query definitions grouped by type

© Hitachi Vantara LLC 2026 All Rights Reserved
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¢ A central configuration file: discover.json

4. discover.json (Query Controller)

e Acts as the orchestration layer for query execution

e Defines the following:
 Which queries are run
e The execution schedule

Key Behavior

e References query definition files from the following subdirectories:

date histogram/

initial/

terms_agg/

total/

5. Query Directories (Under discover/)

Each directory represents a specific query type used during benchmarking:

Directory Description
date histogram/ Time-based aggregation queries
initial/ Initial search queries (baseline retrieval)
terms_agg/ Terms aggregation queries
total/ Total hit count queries

These directories contain multiple JSON files tailored specifically for testing the following scenarios:

e Hot tier
e Frozen tier (with cache)
e Frozen tier (without cache)

6. corpora/ Directory (Dataset Source)

e Contains the input datasets used for indexing
e Files follow the naming convention:

documents-1.json — documents-90.7json

Key Behavior

e The corpora section in track. json reads datasets from this directory
e Each file represents a discrete portion of the overall dataset

© Hitachi Vantara LLC 2026 All Rights Reserved 7



For example:
e Full dataset:Multiple files (for example, 90 days of log data)
e Scaled test: A subset of files (for example, only documents-1.json for a 1-day dataset)

7. index-template.json

e Defines the index template
e Includes the following:
¢ Index settings
 Mappings
« Lifecycle policies (if applicable)

8. index-mapping.json
e Contains detailed field mappings
e Ensures correct data types and consistent indexing behavior

Execution Workflow Summary

1. track.json
¢ Acts as the entry point
« Defines challenges and datasets
2. discover.json
o Controls which queries are run and when
3. Query Directories
e Provides the actual query definitions
4. corpora/

e Supplies data used for indexing

rally- / _tracks/elasti ch/hotfi log
— 1. Track Configuration
track.json (Controls Execution) e ) —
- track.json Defines challenges & dataset
B challenges/ ¥

> [l discover.json (Controls Query Selection) 2. Query Orchestration

| =
— d‘ - & .
Il date_histogram/ [l discover.json  Schedules Benchmark Queries

=
Il initial/ =t
3. Query Definitions

Il terms_agg/

-— Date Histogram Queries Initial Search Queries

Il total/

Terms Aggregation Queries Total Count Queries

>l corpora/
nd a documents-1.json 4. Dataset Source

— =
L’ a - corpora/ Input Data Files (documents-1.json, ...
... documents-90.json
—> a documents-90_json ‘ Fon)
index-mapping.json s .
B ke | Elasticsearch Benchmark Testing
@ Jodes et fod | Hot & Frozen Tier Execution

Figure 1 Execution workflow summary
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Prerequisites

Before starting, ensure the following prerequisites are met:

Elasticsearch Cluster Requirements

e A multi-node Elasticsearch cluster with Hot and Frozen tiers configured
e TLS/SSL enabled, if applicable
e Authentication configured (basic authentication or an equivalent mechanism)

ESRally Setup

e ESRally installed and properly configured
e Access to the custom ESRally track repository provided by Elastic

Repository Configuration (Searchable Snapshots)
Ensure that the snapshot repository is configured with the following optimized parameters:
e Chunk size: 16 MB

e Buffer size: 16 MB

This configuration is required specifically when testing with VSP One Object backed by S32, because of how
Elasticsearch issues range read operations.

Range reads against large objects in S32-backed VSP One Object deployments can cause the storage system read
significantly more data from the backend than is requested by the client, especially when larger snapshot chunk sizes
are used. Earlier benchmark testing showed nearly a 10x read amplification.

To mitigate this behavior, the snapshot repository was configured with a 16 MB chunk size, aligning the object sizes with
the typical range-read size used by Elasticsearch for frozen index queries. This reduces backend read amplification and
improves overall efficiency during searchable snapshot operations.

This limitation is expected to be addressed in a future VSP One Object release, at which point the optimal snapshot
chunk-size configuration can be re-evaluated.

This configuration is not required for other object storage platforms, such as HCP, where this behavior is not observed.

Frozen Tier Cache Configuration

e Allocate ~4 TB cache for the frozen tier (as per Elastic recommendations)

Modify the Terms Aggregation Queries

During testing, the terms aggregation query failed across all tiers. Investigation revealed that the query referenced an
incorrect field, host.name instead of the correct keyword field host . name . keyword, resulting in query execution
failures.

To resolve this issue, update the terms aggregation queries across all three query sets located in the following directory:

/home/rally-custom/custom tracks/elasticsearch/hotfrozenlogs/challenges/discover/terms agg
Ensure this modification is completed before starting benchmark testing to prevent query failures.

The following updated query applies to the Hot tier. Apply the same change to the corresponding queries for both the
Frozen tier and the Frozen tier (with cache).

{

"iterations": 10,

"operation": {
"operation-type": "composite",
"name": "discover terms agg-ld-hot",
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"requests": [
{

"stream": [

{

"name": "async-search",
"operation-type": "submit-async-search",
"index": "hotfrozenlogs",

"request-params": {
"track total hits"
by

"cache": true,
"body": {
"size": O,
llaggsll: {
"sample": {
"aggsll: {

: "true"

"sample count": {
"value count": ({

"field": "host.name.keyword"
}
by
"top values": {
"terms": {
"field": "host.name.keyword",
"shard size": 25,
"size": 10
}
}
}y
"sampler": {
"shard size": 5000
}
}
}y
uqueryu: {
"bool": {
"must": [],
"filter": [
{
"multi match": {
"type": "best fields",
"query": "elk lion rider",
"lenient": true
}
}y
{
"range": {

"@timestamp": {
"format": "strict date optional time",

"gte" .
"lt" .

}
1,
"should": [],
"must not": []

"2024-01-01T00:00:00",
"2024-01-01T23:59:00"

© Hitachi Vantara LLC 2026 All Rights Reserved
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"operation-type": "get-async-search",
"retrieve-results-for": [
"async-search"
]
by
{

"operation-type": "delete-async-search",
"delete-results—-for": [
"async-search"

Cluster Health Validation

Before every major step, validate the health of the Elasticsearch cluster.

Check Cluster Health

GET cluster/health?pretty

Expected Output

e status: green
e number of nodes: expected count

® active shards percent as number: 100.0

Additional Checks
Check Unassigned Shards
GET cat/shards?v
Check Node Roles (Hot and Frozen)
GET cat/nodes?v
Check ILM Status
GET ilm/status
Check Ongoing Tasks

GET tasks

© Hitachi Vantara LLC 2026 All Rights Reserved
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/\ Important:

Do NOT proceed if any of the following conditions are true:

e Cluster status is yellow or red
e Shards are relocating or initializing
e Snapshot or restore operations are ongoing

Step 1: Data Generation and Index Creation

Modify the Track for Data Load Only
1. Go to the track directory:

/home/rally-custom/custom tracks/elasticsearch/hotfrozenlogs
2. Back up the original track. json file:
cp track.json track backup.json

3. Modify track.json as follows:

a. Update the corpus generation section to include only the dataset required for a 1-day / 1 TB benchmark.
Remove all corpora entries from hot frozenlogs-2 through hot frozenlogs-90, ensuring that only
the relevant corpus is used for the test.

b. Update challenge section to perform the following actions:
Generate data (corpora)
Create the index
Load the data

a. Remove all benchmark query execution steps.

4. Update the corpus generation section to retain only the hotfrozenlogs-1 corpus. The final corpora configuration
should appear as follows.

"corpora": [
{
"name": "hotfrozenlogs-1",
"base-url": "https://storage.googleapis.com/hotfrozenlogs/1",
"documents": [
{{ rally.collect (parts="corpora/documents-1.json") }}

}
I

5. Remove the following section at the end of the track. json:

"challenges": [
{{ rally.collect (parts="challenges/*.Jjson") }}

]
6. Add the following section:

"challenges": [

{

"name": "create-index-and-load-data",
"description": "Creates the index and loads corpus data without running

any benchmark queries.",
"schedule": [

© Hitachi Vantara LLC 2026 All Rights Reserved
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"operation": {

"operation-type": "create-index",
"index": "hotfrozenlogs"
}
by
{

"operation": {
"operation-type": "bulk",
"bulk-size": 20000,

"index": "hotfrozenlogs"

}

by
{

"operation": {
"operation-type": "refresh",
"index": "hotfrozenlogs"

}

s
{

"operation": {
"operation-type": "force-merge",
"index": "hotfrozenlogs",
"max-num-segments": 1

Run ESRally Script for Index Creation and Data Load

esrally race \

--track-path=/home/rally-custom/custom tracks/elasticsearch/hotfrozenlogs \

--challenge=create-index-and-load-data \

—-—target-hosts=<<ES01>>:9200,<<ES02>>:9200 \

--client-

options="use ssl:true,verify certs:false,basic_auth user:'elastic',basic auth pa

ssword: '<<PASSWORD>>', request timeout:120" \

--pipeline=benchmark-only

A successful run creates an index named hot frozenlogs in the Elasticsearch cluster.

Validate Data Load
1. Check index creation.
GET cat/indices?v
2. Check document count.
GET hotfrozenlogs/ count
3. Check data distribution across shards:

GET cat/shards/hotfrozenlogs?v

© Hitachi Vantara LLC 2026 All Rights Reserved
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Step 2: Configure an ILM Policy (Hot to Frozen)

Create ILM Policy

After the index is created and the data is loaded, create an Index Lifecycle Management (ILM) policy in Elasticsearch to
transition data from the Hot tier to the Frozen tier. Run the benchmark tests (as described in the next step) while the
data is in the Hot tier and repeat the tests after the data has transitioned to the Frozen tier. Collect and compare results
from both runs.

Example:

PUT ilm/policy/hot-to-frozen-policy
{

"policy": {
"phases": {
"hot": {
"actions": {}
by
"frozen": {
"min age": "24h",
"actions": {
"searchable snapshot": ({
"snapshot repository": "<repo name>"

Attach Policy to Index

PUT hotfrozenlogs/ settings
{

"index.lifecycle.name": "hot-to-frozen-policy"

}

Monitor ILM Execution
GET hotfrozenlogs/ ilm/explain
Wait until the following conditions are met:

e The index transitions to the Frozen phase
e The searchable snapshot is successfully created and mounted

Step 3: Benchmark Testing - Hot Tier

Restore Original Track

cp track backup.json track.json

Modify Query Schedule (Hot Only)
1. Go to the track directory:

/home/rally-custom/custom tracks/elasticsearch/hotfrozenlogs

© Hitachi Vantara LLC 2026 All Rights Reserved 14



2. Edit the following file:

challenges/discover.json
3. Update the schedule as follows:

{

"name": "discover",
"default": true,
"schedule": [

{{ rally.collect (parts="discover/terms agg/discover terms agg-ld-
hot.json") 1}1},
{{ rally.collect(parts:"discover/total/discover_search_total—1d—

hot.json") 1}1},
{{ rally.collect (parts="discover/initial/discover search-1ld-hot.json") }},
{{ rally.collect (parts="discover/date histogram/discover date histogram-1d-
hot.json") 1}}
]
}

4. Run the Benchmark, ensuring the following placeholders are set correctly: <<ES01:9200>>, <<ES02:9200>> &
<<PASSWORD>>

esrally race \

--track-path=/home/rally-custom/custom tracks/elasticsearch/hotfrozenlogs \
-—target-hosts=<<ES01>>:9200,<<ES02>>:9200 \

--client-

options="use ssl:true,verify certs:false,basic auth user:'elastic',basic auth pa
ssword: '"<<PASSWORD>>"'"

5. Capture the following metrics:
e Latency
e  Throughput
e Service time

e Errorrate
Step 4: Benchmark Testing - Frozen Tier (With Cache)

Wait for ILM Completion

Ensure that the index has fully transitioned to the Frozen tier.

Modify the Query Schedule for the FrozenTier
{

"schedule": [

{{ rally.collect (parts="discover/terms agg/discover terms agg-1ld-
frozen.json") 1}1},

{{ rally.collect (parts="discover/total/discover search total-1d-
frozen.json") }1},

{{ rally.collect (parts="discover/initial/discover search-1d-
frozen.json") 1}1},

{{ rally.collect (parts="discover/date histogram/discover date histogram-1d-
frozen.json") }}

]

© Hitachi Vantara LLC 2026 All Rights Reserved 15



Run the Benchmark

esrally race \

--track-path=/home/rally-custom/custom tracks/elasticsearch/hotfrozenlogs \
—-—target-hosts=<<ES01>>:9200,<<ES02>>:9200 \

--client-

options="use ssl:true,verify certs:false,basic _auth user:'elastic',basic auth pa
ssword: '<<PASSWORD>>""

Capture the following metrics:

e Latency

e Throughput
e Service time
e Error rate

Step 5: Benchmark Testing - Frozen Tier (No Cache)

Clear Cache
POST / cache/clear

(Optional: Restart frozen-tier nodes to perform a complete cache reset.)

Modify Schedule
{
"schedule": [

{{ rally.collect (parts="discover/terms agg/discover terms agg-ld-frozen-
nocache.json") 1}},

{{ rally.collect (parts="discover/total/discover search total-ld-frozen-
nocache.json") }},

{{ rally.collect (parts="discover/initial/discover search-ld-frozen-
nocache.json") 1}1},

{{ rally.collect (parts="discover/date histogram/discover date histogram-1d-
frozen-nocache.json") }}

]
}

1. Run the Benchmark - ensuring the following placeholders are set correctly: <<ES01:9200>>, <<ES02:9200>> &
<<PASSWORD>>

esrally race \

--track-path=/home/rally-custom/custom tracks/elasticsearch/hotfrozenlogs \
—-—target-hosts=<<ES01>>:9200,<<ES02>>:9200 \

--client-

options="use ssl:true,verify certs:false,basic_auth user:'elastic',basic auth pa
ssword: '<<PASSWORD>>""

2. Capture the following metrics

e Latency
e Throughput
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e Service time

e Error rate
Important Notes and Best Practices

Track Modification Requirement

The track must be modified for each run:

Data loading

Hot-tier queries

Frozen-tier queries (with cache)
e Frozen-tier queries (without cache)

The default track runs all queries together and is therefore not suitable for tier-specific benchmarking.

Consistency Guidelines

Always follow these practices:

e Back up track. json before making modifications
e Validate cluster health before each run

e Ensure that no background tasks are running
e Use the same dataset consistently across all benchmark runs

© Hitachi Vantara LLC 2026 All Rights Reserved
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