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Implementation Guide
This implementation guide directs Hitachi Virtual Storage Platform (VSP) users on the
integration and use of the Hitachi Vantara VSP One Block Storage Modules for Red Hat
Ansible with Cisco’s SaaS Intersight platform for remote data replication capabilities for
Hitachi True Copy (TC), Hitachi Universal Replicator (UR), and global-active-device.

The Cisco and Hitachi Adaptive Solution is a converged infrastructure offering that can be
managed exclusively by Cisco Intersight, so administrators can instantly consolidate their
applications onto an efficient, modular, scalable system that allows cloud-based infrastructure
management for the entire stack. It is designed to meet the requirements of modern
applications and improve operational efficiency, agility, and scale with its modular
architecture. With this approach, Hitachi VSP storage systems can be completely managed
using Cisco Intersight, which enables senior storage administrators to delegate basic tasks to
their organization in a self-service manner.

Infrastructure managers can view information about servers, storage, and network equipment
from a single screen, as well as use Cisco’s Intersight Cloud Orchestrator (ICO) to execute
and automate daily operations with the use of built-in tasks and workflows. This approach
contributes to the elimination of silos in the process of setting up new environments and when
the operation management is split between multiple administrators for different infrastructure
equipment. Intersight provides a single UI that can be managed centrally, thus making it
easier to exchange information and reduce communication time between different
administrators.

Remote replication functionality is not natively supported within ICO for the Hitachi VSP. This
includes support for technologies such as TC, UR, and global-active-device. With the
introduction of Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible, users
can bridge the feature parity gap to enable configuration and management of remote
replication pairs within Cisco Intersight with all existing VSP models which include VSP One
Block, VSP 5000, and VSP E Series. In the context of this implementation guide, usage and
caveats are presented to help administrators make the correct choice for their approach to
storage system management from Cisco Intersight.

With Cisco Intersight and Hitachi Vantara VSP One Block Storage Modules for Red Hat
Ansible integration, administrators can:
■ Create and manage remote replication pairs for TC, UR, and global-active-device.
■ View storage system inventory on replication pairs with Cisco Infrastructure Integration

Service (IIS).
■ Natively pass Ansible playbook variables from Intersight.
■ Reduce the operational load of infrastructure administrators as Intersight eliminates the

need to transition between the operation screens of the management software of each
piece of infrastructure equipment when using conventional operations management.

■ Delegate repetitive tasks to less experienced team members.

Implementation Guide
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Furthermore, Hitachi VSP storage systems truly enable a simplified approach to managing
the datacenter by allowing multiple management options while providing customers with a
future-proof converged infrastructure stack backed by one of the most reliable enterprise
storage systems that guarantees 100% data availability.

For more information about how Intersight can help solve complex operational situations in
the data center see Cisco and Hitachi Adaptive Solutions: Leveraging Hitachi Storage with
Cisco Intersight for Consolidated Management and Automation.

This guide is written for professional services staff such as storage administrators, VMware
administrators, sales engineers, field consultants, and validated Hitachi and Cisco resale
partners. Readers of this document must have knowledge of RAID systems and functionality,
as well as converged infrastructure.

Solution components
This section provides an overview of the components that enable ICO capabilities for
configuring and managing Hitachi VSP for remote replication operations. In the context of this
implementation guide, the following hardware and software was used for validation.

Component Software/Firmware Version

Hitachi VSP 5600 (Primary Site System) 90-09-26-00/00

Hitachi VSP 5500 (Remote Site System) 90-09-26-00/00

Hitachi VSP E1090 (Quorum System) 93-07-25-80/00

Hitachi Vantara VSP One Block Storage Modules for Red
Hat Ansible

v3.2

Cisco Intersight Assist 1.1.2-0

Ansible Control Node RHEL 8.10

Ansible Core Package 2.16.3

Python 3.12.8

Solution components
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Prerequisites
This section describes the prerequisites needed to follow guidelines within this
implementation guide with the Hitachi VSP, VSP One Block Storage Modules for Red Hat
Ansible, and Cisco Intersight.

To enable Hitachi VSP management from Cisco Intersight, the following must be configured
and operational:
■ Hitachi VSP storage system
■ Hitachi Ops Center API Configuration Manager
■ Cisco Intersight Assist OVA
■ Cisco Intersight account and license
■ Domain Name System (DNS) server

See the Integrating Hitachi Virtual Storage Platform with Cisco Intersight Quick Start Guide
for more information.

Note: For VSP One Block systems, Hitachi Ops Center API Configuration
Manager server is not required.

Additionally, to use the Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible
from Cisco Intersight, you must configure and validate the following:
■ Deployment of the Ansible control node
■ Installation of Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible
■ Onboarding Hitachi VSP to Cisco Intersight
■ Onboarding of Ansible Control node as a Cisco Intersight target
■ Creation of ICO workflows to invoke VSP configuration and management related tasks

For information on system requirements and required software as well as detailed installation
instructions see the Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible
Users Guide.

Ansible with Hitachi VSP overview
Ansible® is an open-source IT automation engine that enables management and
configuration on various endpoints that include applications and servers, as well as storage.
The Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible, installed on the
control node, provide access to out-of-box playbook YAML files that enable configuration and
management of Hitachi VSP.

From these out-of-box playbooks, users can create their own to scale automation
requirements of their datacenter. Ansible can be installed on any Linux machine that supports
the package requirements of Ansible Core and Python. With the Direct Connect method of
communication, the Ansible control node communicates with the Hitachi VSP storage system
from HTTPS. The following figure presents the architecture of the Hitachi Vantara VSP One
Block Storage Modules for Red Hat Ansible.

Prerequisites
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For information on system requirements and required software as well as detailed installation
instructions see the Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible
Users Guide,

Post installation task – Ansible control node host file and playbook
configuration

After the Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible are installed,
all out of box playbooks as well as host variable files can be accessed from the following
directory:

/root/.ansible/collections/ansible_collections/hitachivantara/
vspone_block/playbooks
The following figure highlights the post installation tasks of modifying the host inventory file to
manage the correct VSP.

Post installation task – Ansible control node host file and playbook configuration

Implementation Guide
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Configuration of the Ansible Vault storage variable file

As a post task requirement, end users must populate the Ansible Vault storage variable file
(ansible_vault_storage_var.yml) to identify primary and secondary site VSPs to execute
remote replication operations. The following is the full path to the variable file, along with an
example variable file that calls out primary and secondary site Hitachi VSP storage systems:

/root/.ansible/collections/ansible_collections/hitachivantara/vspone_block/playbooks/
ansible_vault_vars/ansible_vault_storage_var.yml

---
# User will use Ansible Vault to encrypt this file.
# Ansible will decrypt this file when it executes the playbook.

storage_serial: <your_storage_serial_number> # Example: 810018
storage_address: <your_storage_ip_address_or_fqdn> # Example: storage1.company.com or 
sds1.company.com or 10.10.10.10
vault_storage_username: <your_storage_user_name>
vault_storage_secret: <your_storage_password>

secondary_storage_serial:  <your_secondary_storage_serial_number>
secondary_storage_address: <your_storage_ip_address_or_fqdn> # Example: 
storage1.company.com or sds1.company.com or 10.10.10.10
vault_secondary_storage_username: <your_storage_user_name>
vault_secondary_storage_secret: <your_storage_password>
---

Post installation task – Ansible control node host file and playbook configuration
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Configuration of a playbook path to the Ansible Vault storage variable file

After users have created their ansible_vault_storage_var.yml file, this file must be referenced
within all created playbooks. The following is an example playbook referencing the
ansible_vault_storage_var.yml file:

---
####################################################################
# Example : LDEV Facts Playbook
####################################################################
- name: Logical Device Facts
  hosts: localhost
  gather_facts: false

  vars_files:
        -/root/.ansible/collections/ansible_collections/hitachivantara/vspone_block/
playbooks/ansible_vault_vars/ansible_vault_storage_var.yml

  vars:
    # Common connection info for all tasks
    connection_info:
      address: "{{ storage_address }}"
      username: "{{ vault_storage_username }}"
      password: "{{ vault_storage_secret }}"

  tasks:
    ####################################################################
    # Task 6 : Get one ldev with detailed info
    ####################################################################
    - name: Get one ldev with detailed info
      hitachivantara.vspone_block.vsp.hv_ldev_facts:
        connection_info: "{{ connection_info }}"
        storage_system_info:
          serial: "{{ storage_serial }}"
        spec:
          ldev_id: "{{ldev_id}}"
          is_detailed: true
      register: result

    - name: Debug the result variable
      ansible.builtin.debug:
        var: result
---

Post installation task – onboarding targets onto Cisco Intersight
After the Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible are installed,
and the host file, along with respective playbooks are configured, users must confirm that all
targets are onboarded to Cisco Intersight. The following figure shows the logical
representation of all resources that are managed from Cisco Intersight.

Post installation task – onboarding targets onto Cisco Intersight

Implementation Guide
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Onboarding Hitachi VSP to Cisco Intersight

See the section Onboard Hitachi VSP storage systems to Intersight within the Integrating
Hitachi Virtual Storage Platform with Cisco Intersight Quick Start Guide for information about
onboarding all generations of Hitachi VSP to Cisco Intersight.

Onboarding the Ansible control node to Cisco Intersight

After the Ansible control node has been deployed and configured, users must onboard the
control node as a target to Cisco Intersight to enable usage in ICO workflows. This can be
done by initiating the onboard target workflow wizard by selecting System > Targets > Claim
a New Target > Orchestrator > Ansible Endpoint and then clicking Start.

Post installation task – onboarding targets onto Cisco Intersight

Implementation Guide
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Users must first select a Cisco Assist appliance that has previously been deployed and
configured on premise at the designated datacenter. Users must then provide the Control
Node Name, Management IP, Username and Password, and then click Claim.

After it is onboarded, the Ansible control node will be listed with Connected status.

Post installation task – onboarding targets onto Cisco Intersight
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Post installation task – creating ICO workflows
After all items outlined in in the Prerequisites (on page 7) are completed, users can begin
using ICO tasks to create workflows that leverage playbooks on the respective Ansible
control node. The following sections describe how administrators can approach creating ICO
tasks that invoke Ansible playbooks based on standard predefined inputs, as well as user-
defined workflows that pass variables from Cisco Intersight to local on-premise playbooks.

Creating standard ICO workflows

Intersight administrators can use the out-of-box ICO task Invoke Ansible Playbook to begin
using Intersight as the invoking mechanism to execute storage operations using the Hitachi
Vantara Storage Modules for VSP One Block that are installed on the Ansible control node.

This approach to invoking Ansible playbooks from ICO with the required Ansible playbook
input parameters hardcoded has the following benefits:
■ Allows administrators to create a standard workflow for low-level repetitive tasks.
■ Enables offloading generic tasks to junior administrators or self-service personnel.
■ Allows administrators to hardcode playbooks when input parameters are not needed.
■ The Standard method requires multiple workflows. If administrators want to use a single

workflow for all Ansible playbook calls see Creating advanced ICO workflows for variable
passthrough in the next section.

The following figure shows the ICO task Invoke Ansible Playbook and its input parameters.

Post installation task – creating ICO workflows
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Users must drag and drop ICO task Invoke Ansible Playbook on the work pane and Edit
Mappings under the Input tab of the task to set static values for the mandatory fields, which in
the case of Invoke Ansible Playbook include Ansible Controller, Playbook Path, and Host
Inventory as static values. The following illustrations show static value mapping for these
input parameters.

Ansible Controller:

Administrators must confirm that the Ansible Controller node is onboarded to Cisco Intersight
before making this definition.

Post installation task – creating ICO workflows
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Playbook Path:

Administrators must provide the exact directory that holds the YAML file intended to be
executed on their Ansible control node.

Host Inventory:

Post installation task – creating ICO workflows
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Administrators must also define host details. If executing on a local host, root@IP can be
used to define the host inventory.

Additionally, to enable return values natively on Intersight after a task is executed from ICO,
users must select Enable Debug Logs under the General tab.

For more information about Ansible Controller, Playbook Path, or Host Inventory definitions
go to the Intersight Help Portal.

Post installation task – creating ICO workflows
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After input parameters are defined and Enable Debug Logs has been selected, users must
save the workflow and confirm that it is VALID before executing it. The following figure shows
an example of an ICO workflow using Invoke Ansible Playbook with hardcoded input
mappings, based on the associated predefined YAML file.

Post installation task – creating ICO workflows
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Note: This method will not allow users to modify playbook parameters but will
enable repetitive executing of a hardcoded playbook. Before invoking a playbook
using this method, local playbooks and values must be defined and verified on
the Ansible control node.

In this approach, as administrators invoke playbooks, Intersight will return log values natively
back to Intersight as a function of Enable Debug Logs, as well as produce a log file that can
be located within the same directory provided within the input parameter for Playbook Path.

The following illustration provides an example output Debug Log file natively in ICO when
invoking a playbook from Cisco Intersight. Refer to the TargetReponse parameter to view
return values.

Post installation task – creating ICO workflows
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Post installation task – creating ICO workflows
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The following is example output of an Intersight log file when invoking a playbook from Cisco
Intersight. This log file can be accessed from the Ansible control node, from the same
directory where the playbook was executed.

With this approach administrators will need to create an ICO workflow per Ansible playbook,
as each workflow will point to a specific playbook needed for system management.
Alternately in this method administrators can simply execute Invoke ansible playbook
with no hardcoded parameters and manually input requirements per execution.

Creating advanced ICO workflows for variable passthrough

Alternately, administrators who want to pass playbook values from Intersight to the playbooks
that are installed on the Ansible control node will need to download and import the following
custom ICO workflow to their local Intersight instance: https://github.com/rtortori/ICO-WF-
Execute-Ansible-Playbook. For more information about importing a workflow to Cisco
Intersight, see the Importing a Workflow section on the Cisco Intersight help page.

This approach to invoking Ansible playbooks where Ansible variables are passed to the
Ansible Controller node from Intersight has the following benefits:
■ Enables administrators to pass through playbook variables from Intersight on each

execution.
■ Allows administrators to approach tasks that are not natively enabled with Cisco ICO for

Hitachi VSP in a familiar manner, especially in the case of remote replication operations.
■ Allows advanced mapping without requiring administrators to access the Ansible control

node.
■ Allows administrators to hardcode control node and variable input parameters to enable

end users to only define values.
■ Facilitates Day 0 Hitachi Storage Provisioning.

After this workflow is imported, users must confirm within the General tab that the correct
range of input values are defined within the Ansible variables input parameter. This can be
done by clicking the General tab and selecting the pencil icon for the Ansible variables input
parameter.

Post installation task – creating ICO workflows
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Within the workflow, confirm the minimum and maximum limits for variable inputs. The
following example uses a value of 0 for minimum, and 10 for maximum and administrators
can modify these values as needed. After modifying the values click Save within the Edit
Input window and confirm saving the workflow after modification, so the workflow is in the
VALID state.

Note: In this imported custom workflow, Enable Debug Logs is selected by
default. Keep this setting so native return values are presented in ICO after
executing the workflow.

Post installation task – creating ICO workflows
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Additionally, to prepare the Hitachi Vantara VSP One Block Storage Modules for Red Hat
Ansible to accept variable definitions, playbooks must be modified. In the following example
playbook used to create a global-active-device pair, variablilze specifications for the following
parameters must be defined in the YAML playbook:
■ copy_group_name
■ copy_pair_name
■ primary_storage_serial_number
■ secondary_storage_serial_number
■ primary_volume_id
■ secondary_pool_id
■ secondary_hostgroups name and port
■ quorum_disk_id
■ is_data_reductino_force_copy

Post installation task – creating ICO workflows
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Note: Additional specifications for playbooks might be required and defined
based on environment operational needs. See the Hitachi Vantara VSP One
Block Storage Modules for Red Hat Ansible Users Guide for more information on
additional parameters.

The following is an example playbook with these parameters variablilzed:

---
####################################################################
# Example :  Global Active Device Pair (GAD) Playbook
####################################################################
- name: GAD - Global Active Device Pair Management
  hosts: localhost
  gather_facts: false
  vars_files:
    - /root/.ansible/collections/ansible_collections/hitachivantara/vspone_block/
playbooks/ansible_vault_vars/ansible_vault_storage_var_5000.yml

  vars:
    # Common connection info for all tasks
    connection_info:
      address: "{{ storage_address }}"
      username: "{{ vault_storage_username }}"
      password: "{{ vault_storage_secret }}"
    secondary_connection_info:
      address: "{{ secondary_storage_address }}"
      username: "{{ vault_secondary_storage_username }}"
      password: "{{ vault_secondary_storage_secret }}"

  tasks:
    ####################################################################
    # Task 1 : Create GAD pair with single server configuration
    ####################################################################
    - name: Create GAD pair
      hitachivantara.vspone_block.vsp.hv_gad:
        storage_system_info:
          serial: "{{ storage_serial }}"
        connection_info: "{{ connection_info }}"
        secondary_connection_info: "{{ secondary_connection_info }}"

        spec:
          copy_group_name: "{{copy_group_name}}"
          copy_pair_name: "{{copy_pair_name}}"

          primary_storage_serial_number: "{{primary_storage_serial}}"
          secondary_storage_serial_number: "{{secondary_storage_serial}}"
          primary_volume_id: "{{primary_volume_id}}"
          secondary_pool_id: "{{secondary_pool_id}}"
          secondary_hostgroups:
            - name: "{{secondary_hostgroup_name}}"

Post installation task – creating ICO workflows
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              port: "{{secondary_hostgroup_port}}"
              enable_preferred_path: false
          quorum_disk_id: "{{quorum_disk_id}}"
          is_data_reduction_force_copy: "{{is_data_reduction_force_copy}}"

      register: result

    - name: Debug the result variable
      ansible.builtin.debug:
        var: result

Note: In this approach, administrators should use the host variable file that
contains VSP information and only pass variables related to the management
operation based on the specifications that are needed.

Note: It is best to insert the defined specification within “{{spec}}” and save the
playbook file, as shown in the example.

If administrators want to hardcode inputs into the workflow, they must also select Set Default
Value as well as Allow User Override within the Ansible Controller, Playbook Path, Host
Inventory, and Ansible variables input parameters. This will allow workflows to only require
value inputs instead of requiring Ansible Variable parameters, as well as inputs for Ansible
Controller, Playbook Path, and Host Inventory definitions. Administrators can select the + icon
to add up to the limits defined in the Min Size and Max Size inputs as shown in the following
figure for Ansible Variable Input parameter.

Post installation task – creating ICO workflows
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In this approach, administrators can also hardcode the Ansible Controller and enable users to
override this parameter. This can be done by clicking the General tab and selecting the pencil
icon for the Ansible Controller input parameter and selecting Set Default Value and Allow
User Override along with defining the Ansible Controller as shown in the following figure.

Post installation task – creating ICO workflows
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In this approach administrators can also hardcode the playbook path and enable users to
override this parameter. This can be done by clicking the General tab and selecting the pencil
icon for the Playbook Path input parameter and selecting Set Default Value and Allow User
Override along with defining playbook path as shown in the following figure.

Post installation task – creating ICO workflows
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In this approach administrators should also hardcode Host Inventory and enable users to
override this parameter if needed. This can be done by clicking the General tab and selecting
the pencil icon for the Host Inventory input parameter and selecting Set Default Value and
Allow User Override along with defining Host Inventory as shown in the following figure.

Post installation task – creating ICO workflows
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After the previous prerequisites are met, administrators can execute the workflow. The
following figure shows executing the imported workflow after Ansible Variable input
modifications.

Post installation task – creating ICO workflows
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Administrators must now provide all parameters to execute the appropriate playbook by
providing the definitions for Ansible Controller, Playbook Path, Host Inventory, and Ansible
Variables for each execution of the workflow, unless values are hardcoded.

The following example shows execution of the custom ICO workflow to pass Ansible
variables on a per-execution basis, in this case copy_group_name, copy_pair_name,
primary_storage_serial, secondary_storage_serial, primary_volume_id, secondary_pool_id,
secondary_hostgroup_name, secondary_hostgroup_port, quorum_disk_id, and
is_data_reducation_force_copy are the variabilized targets within the local play book to
define during ICO workflow execution.

Post installation task – creating ICO workflows
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If administrators choose to hardcode the Ansible Variables Playbook Path, Ansible Controller,
and Host Inventory, users will only need to specify the values that are associated with their
configuration management goals under Values for each Ansible variable.

Note: For any additional variables, administrators can click the + icon. The limit of
this function is defined in the Ansible Variable ICO workflow input parameter.

Note: In this approach administrators must be aware of the Ansible playbook
variables required for execution, and appropriately variablize the YAML file.

In this approach, as administrators invoke playbooks, Intersight will return log values natively
back to Intersight as a function of Enable Debug Logs, as well as produce a log file that can
be located within the same directory provided within the Input parameter for Playbook Path.

The following example shows the output Debug Log file natively in ICO when invoking a
playbook from Cisco Intersight. Users can refer to the TargetReponse parameter to view
return values.

Post installation task – creating ICO workflows
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The following example shows output of a log file when invoking a playbook from Cisco
Intersight that can be accessed in the same directory as the playbook that was executed on
the Ansible control node.

Post installation task – creating ICO workflows
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With this approach administrators have the flexibility of using a single ICO workflow which will
require user input per execution or create multiple workflows with hardcoded parameters with
user override enabled for Ansible Controller, Playbook Path, Host Inventory, and Ansible
Variables which will only require value inputs from the end user.

Viewing Hitachi storage inventory from Cisco Intersight IIS
Intersight enables native Hitachi VSP storage inventory statistics from IIS. The Hitachi VSP
IIS dashboard can be accessed by navigating to Operate > Storage > Select VSP> Inventory.
When using Cisco Intersight ICO to invoke the Hitachi Vantara VSP One Block Storage
Modules for Red Hat Ansible, there will be a delay in updating the database inventory in
relation to the systems being managed. Typically, this database update can take 3 to 5
minutes depending on how long it takes the polling cycle to natively refresh.

At this time, for execution verification, use the gad_facts, hur_facts, and tc_facts playbooks
for confirmation. Additionally, the return debug log values returned after a playbook is
successfully executed can be used to confirm system configuration changes, as executions
are saved within the History tab of the workflow. The following illustration represents the view
of Hitachi VSP storage from IIS.

Viewing Hitachi storage inventory from Cisco Intersight IIS
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Hitachi TrueCopy

Overview
Hitachi TrueCopy® (TC) provides a continuous, nondisruptive, host-independent remote data-
replication solution for disaster recovery or data migration purposes. Using TrueCopy Remote
Replication software, you can create and maintain mirror images of production volumes at a
remote location.

The TC primary storage system contains the primary volume (P-VOL) of a copy pair, and the
secondary storage system contains the secondary volume (S-VOL). When the primary
storage system accepts a write operation for a P-VOL, the data is written on the primary
volume and then sent by the primary storage system to the secondary storage system
through the dedicated data paths connecting the storage systems. Subsequent write
operations are not accepted by the primary volume until acknowledgement is received from
the secondary storage system for the previous write operation, ensuring that the data in the
secondary volume stays synchronized with the primary volume. The following figure
represents the Hitachi TC operational flow.

Users of Hitachi TC can expect the following:
■ The remote copy is always identical to the local copy.
■ Very fast restart/recovery with no data loss.
■ No dependence on host operating system, database, or file system.
■ The distance limit is variable, but typically less than 25 miles.

For more information about Hitachi TC, see the Hitachi True Copy Users Guide.

Hitachi TrueCopy

Implementation Guide
Hitachi VSP Ansible Storage Modules with Cisco ICO for Remote Replication 35

https://docs.hitachivantara.com/r/en-us/svos/9.8.7/mk-98rd9022/overview-of-hitachi-truecopy/hitachi-truecopy


Prerequisites
Before using Hitachi TC, primary and remote systems must have established physical
controller connectivity and logically establish Main Control Unit (MCU) and Remote-Control
Unit (RCU) paths between these systems. To establish these paths logically after physical
connections have been made, users must use Embedded Administrator, Storage Navigator,
or RAIDCOM CCI. See the Hitachi True Copy Users Guide for more information.

Playbooks
Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible provide users with two
playbook modules: truecopy_fact.yml and truecopy.yml.

truecopy_fact.yml enables the following tasks to poll TC-related information from either the
primary or remote system:
■ Get all TrueCopy pairs
■ Get TrueCopy pair by primary volume ID
■ Get TrueCopy pair by secondary volume ID
■ Get TrueCopy pair by copy_group_name

truecopy.yml enables the following tasks to execute management and configuration changes
for TC-related pairs from either the primary or remote system depending on the operation:
■ Create a TrueCopy pair by specifying only the required fields
■ Create a TrueCopy pair by specifying all the fields
■ Split TrueCopy pair
■ Split TrueCopy pair by copy_group_name and primary volume ID (Supported for VSP One

only)
■ Swap-Split TrueCopy pair by copy_group_name and copy_pair_name
■ Swap-Split TrueCopy pair
■ Swap-Split TrueCopy pair by copy_group_name and primary volume ID
■ Resync TrueCopy pair by copy_group_name and copy_pair_name
■ Resync TrueCopy pair
■ Resync TrueCopy pair by copy_group_name and primary volume ID (Supported for VSP

One only)
■ Swap-Resync TrueCopy pair by copy_group_name and copy_pair_name
■ Swap-Resync TrueCopy pair
■ Swap-Resync TrueCopy pair by copy_group_name and primary volume ID
■ Delete TrueCopy pair by copy_group_name and copy_pair_name
■ Delete TrueCopy pair
■ Delete TrueCopy pair by copy_group_name and primary volume ID (Supported for VSP

One only)
■ Resize TrueCopy pair

Prerequisites
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For more details on the body parameter requirements as well as accepted specifications for
TC playbooks see the VSP One Block Storage Modules Ansible User Guide.

Pre-execution operations tasks

The following section covers points that administrators must be aware of when using Ansible
Playbooks to manage and configure TC pairs between primary and secondary sites. For
more information on usage and further operation details see the TrueCopy Users Guide.
■ Create Pair

When Administrators are preparing the system to create a TC pair, they must make sure
the following operations are met:

1. P-VOL on primary system must be created.
2. P-VOL must be allocated to a host group.
3. Secondary system must have an available Hitachi Dynamic Provisioning (HDP),

Hitachi Dynamic Tiered (HDT), or Dynamic Drive Protection (DDP) Pool.
4. The secondary site must also have host groups created before execution of a

TrueCopy playbook.
■ Split Pair

Before executing a split operation for a TC pair using Ansible playbooks, administrators
must confirm the following:

1. Execution of the truecopy_facts playbook to understand the replication state, copy
group name, copy pair name, P-VOL LDEV ID, as well as local and remote device
group names between systems that are performing TrueCopy replication.

Note: The parameter usage depends on the Ansible playbook task used
to split the TrueCopy pair.

Note: To obtain the truecopy_fact playbook response natively within
Cisco Intersight, confirm that Debug Logs are enabled on the ICO
workflow.

2. The TC pair must be in PAIR state before executing this operation.
■ Resync Pair

Before executing a Resync operation for a TC pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of truecopy_facts playbook to understand the replication state, copy group
name, copy pair name, P-VOL LDEV ID, as well as local and remote device group
names between systems that are performing TrueCopy replication.

2. Before executing a resync operation on a TC pair, P-VOL and S-VOL must be in the
following states Primary Suspend-Split (PSUS), Secondary Suspend-Split (SSUS), or
Pair Suspended-Error (PSUE).

Playbooks
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■ Swap Split Pair

Before executing a Swap Split operation for a TC pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of the truecopy_facts playbook to understand the replication state, copy
group name, copy pair name, P-VOL LDEV ID, as well as local and remote device
group names between systems that are performing TrueCopy replication.

2. Administrators must execute a TrueCopy split operation before executing Swap Split.
Swap Split enables primary volume to be in PSUS and secondary volume in
Secondary Split Write-Suspend (SSWS). This operation is the equivalent of a
HORCMTAKEOVER where systems are being swapped as primary and secondary
sites.

3. Administrators must confirm the execution of this operation is directed at the
secondary system.

■ Swap Resync Pair

Before executing a Swap Resync operation for a TC pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of the truecopy_facts playbook to understand the replication state, copy
group name, copy pair name, P-VOL LDEV ID, as well as local and remote device
group names between systems that are performing TrueCopy replication.

2. Before executing Swap Resync, a Swap Split operation must be completed. The
primary site system must be in PSUS and the secondary system must be in SSWS.

3. Administrators must confirm execution of this operation is directed at the secondary
system.

■ Resize Pair

Before executing a resize pair operation for a TC pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of the truecopy_facts playbook to understand the replication state, copy
group name, copy pair name and P-VOL LDEV ID, as well as local and remote
device group names between systems that are performing TrueCopy replication.

2. System Option Mode (SOM) 1198 must be enabled and SOM 1199 must be disabled.

Playbooks
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Note: SOM must be modified using RAIDCOM CCI using the following
commands:

raidcom modify system_opt -system_option_mode system -
mode_id 1198 -mode enable

raidcom modify system_opt -system_option_mode system -
mode_id 1199 -mode

3. Administrators can resize pairs while the replication state is in PAIR.
■ Delete Pair

Before executing a delete pair operation for a TC pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of the truecopy_facts playbook to understand the replication state, copy
group name, copy pair name and P-VOL LDEV ID, as well as local and remote
device group names between systems that are performing TrueCopy replication.

Hitachi Universal Replicator

Overview
Hitachi Universal Replicator® (UR) presents a solution to avoid cases when a data center is
affected by a disaster that stops operations for a long period of time. UR provides
asynchronous replication of data to one or more remote sites. In the Universal Replicator
system, a secondary storage system is located at a remote site from the primary storage
system at the main data center, and the data on the P-VOLs at the primary site is copied to
the S-VOLs at the remote site asynchronously from the host write operations to the P-VOLs.

Journal data is created synchronously with the updates to the P-VOL to provide a copy of the
data written to the P-VOL. The journal data is managed at the primary and secondary sites to
ensure the consistency of the primary and secondary volumes. The following figure
represents the Hitachi UR operational flow.

Hitachi Universal Replicator
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Users of Hitachi UR can expect the following:
■ Heterogeneous, asynchronous, journaled replication, resilient at any distance. Ensuring

business continuity, optimizing resource usage, improving efficiency, and enhancing
resilience.

■ Enables organizations to replicate data without impacting performance at the primary site,
even across long distances. Asynchronous replication minimizes impact on I/O operations
at the primary site, ensuring host response times are not affected by distance.

■ UR optimizes Recovery Point Objective (RPO) over any distance, ensuring data is
replicated effectively with the usage of Journals and First-In First-Out (FIFO).

For more information about Hitachi UR, see the Hitachi Universal Replicator Users Guide.

Prerequisites
Before using Hitachi UR, primary and remote systems must have established physical
controller connectivity and logically establish Main Control Unit (MCU) and Remote-Control
Unit (RCU) paths between these systems. To establish these paths logically after physical
connections have been made, users must utilize Embedded Administrator, Storage
Navigator, or RAIDCOM CCI. Additionally, users must confirm that Journal volumes have
been created and can be associated with UR pairs. See the Hitachi Universal Replicator
Users Guide for more information.

Playbooks
Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible provide users with two
playbook modules: hur_fact.yml and hur.yml.

hur_fact.yml enables the following tasks to poll Hitachi UR related information from either the
primary or remote system:
■ Get all UR pairs
■ Get UR pair using copy group
■ Get UR pair using primary volume Id
■ Get UR pair using secondary volume Id
■ Get UR pair using copy group and copy pair name

hur.yml enables the following tasks to execute management and configuration changes for
Hitachi UR related pairs from either the primary or remote system dependent on the
operation being executed:
■ Create UR pair in new copy group
■ Create UR pair with existing copy group
■ Split UR pair
■ Swap-Split UR pair
■ Resync UR pair
■ Swap-Resync UR pair

Prerequisites

Implementation Guide
Hitachi VSP Ansible Storage Modules with Cisco ICO for Remote Replication 40

https://docs.hitachivantara.com/r/en-us/svos/9.6.0/mk-98rd9023
https://docs.hitachivantara.com/r/en-us/svos/9.6.0/mk-98rd9023
https://docs.hitachivantara.com/r/en-us/svos/9.6.0/mk-98rd9023


■ Delete UR pair
■ Resize UR pair

For more details on the body parameter requirements as well as accepted specifications for
Hitachi UR playbooks see the VSP One Block Storage Modules Ansible User Guide.

Pre-execution operations tasks

The following section covers points that administrators must be aware of when using Ansible
Playbooks to manage and configure Hitachi UR pairs between primary and secondary sites.
For more information on usage and further operation details see the Hitachi Universal
Replicator Users Guide.
■ Create Pair

When Administrators are preparing the system to create a Hitachi UR pair, they must
make sure the following operations are met:

1. P-VOL on primary system must be created.
2. P-VOL must be allocated to a host group.
3. Journal volumes for both primary and secondary site must be created.
4. Secondary system must have an available Hitachi Dynamic Provisioning (HDP),

Hitachi Dynamic Tiered (HDT), or Dynamic Drive Protection (DDP) Pool.
5. The secondary site must also have host groups created before execution of a UR

playbook.
■ Split Pair

Before executing a split operation for a Hitachi UR pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of hur_facts playbook to understand the replication state, copy group
name, copy pair name, P-VOL LDEV ID, as well as local and remote device group
names between systems that are performing Hitachi UR replication.

Note: The parameter usage depends on the Ansible playbook task used
to split the Hitachi UR pair.

Note: To obtain the hur_fact.yml playbook response natively within Cisco
Intersight confirm that Debug Logs are enabled on the ICO workflow.

2. The Hitachi UR pair must be in PAIR state before executing this operation.
■ Resync Pair

Before executing a Resync operation for a Hitachi UR pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of hur_facts playbook to understand the replication state, copy group
name, copy pair name, P-VOL LDEV ID, as well as local and remote device group
names between systems that are performing Hitachi UR replication.

2. Before executing resync operation on a Hitachi UR pair, P-VOL and S-VOL must be
in the following states Primary Suspend-Split (PSUS),Secondary Suspend-Split
(SSUS) or Pair Suspended-Error (PSUE).

Playbooks
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■ Swap Split Pair

Before executing a Swap Split operation for a Hitachi UR pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of hur_facts playbook to understand the replication state, copy group
name, copy pair name, P-VOL LDEV ID, as well as local and remote device group
names between systems that are performing Hitachi UR replication.

2. Administrators must execute a Hitachi UR split operation before executing Swap
Split. Swap Split enables primary volume to be in PSUS and secondary volume in
Secondary Split Write-Suspend (SSWS). This operation is the equivalent of a
HORCM-TAKEOVER where systems are being swapped as primary and secondary
sites.

3. Administrators must confirm the execution of this operation is directed at the
secondary system.

■ Swap Resync Pair

Before executing Swap Resync operation for a Hitachi UR pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of hur_facts playbook to understand the replication state, copy group
name, copy pair name, P-VOL LDEV ID, as well as local and remote device group
names between systems that are performing Hitachi UR replication.

2. Before executing Swap Resync, Swap Split operation must be completed. The
primary site system must be in PSUS and the secondary system must be in SSWS.

3. Administrators must confirm the execution of this operation is directed at the
secondary system.

■ Resize Pair

Before executing a resize pair operation for a Hitachi UR pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of hur_facts playbook to understand the replication state, copy group
name, copy pair name and P-VOL LDEV ID, as well as local and remote device
group names between systems that are performing Hitachi UR replication.

2. System Option Mode (SOM) 1198 must be enabled and SOM 1199 must be disabled.

Playbooks
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Note: SOM must be modified using RAIDCOM CCI using the following
commands:

raidcom modify system_opt -system_option_mode system -
mode_id 1198 -mode enable

raidcom modify system_opt -system_option_mode system -
mode_id 1199 -mode

3. Administrators can resize pairs while the replication state is in PAIR.
■ Delete Pair

Before executing a delete pair operation for a Hitachi UR pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of the hur_facts playbook to understand the replication state, copy group
name, copy pair name and P-VOL LDEV ID, as well as local and remote device
group names between systems that are performing Hitachi UR replication.

Hitachi global-active device

Overview
Hitachi global-active-device is a feature that enables synchronous, remote copies of data
volumes, providing high availability and data protection for mission-critical applications. It
achieves this by maintaining two copies of the data, one locally and one remotely, and
presenting them to the host server as a single volume. This allows for continuous operations
even if one of the storage systems fails, ensuring minimal downtime and data loss. The
following figure represents a global-active-device configuration.

Users of global-active-device can expect the following:
■ Continuous server I/O when a failure prevents access to data volume.
■ Active-Active processing of shared data at both primary and secondary sites.
■ HA/DRS across metro distances.
■ vMotion and DC migration.
■ Business continuity of virtualized critical apps.
■ Server failover and failback without storage impact.
■ Load balancing through migration of virtual storage machines without storage impact.

For more details on the body parameter requirements as well as accepted specifications for
global-active-device playbooks see the VSP One Block Storage Modules Ansible User Guide.

Hitachi global-active device
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Prerequisites
Before using Hitachi global-active-device, primary and remote systems must have
established physical controller connectivity and logically established Main Control Unit (MCU)
and Remote-Control Unit (RCU) paths between these systems. Additionally, global-active-
device must have additional quorum configuration. To establish these paths logically after
physical connections have been made, users must utilize Embedded Administrator, Storage
Navigator, or RAIDCOM CCI. See the Global-Active Device User Guide for more information.

Playbooks
Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible provide users with two
playbook modules, gad_fact.yml and gad_pair.yml.

gad_fact.yml enables the following tasks to poll Hitachi global-active-device related
information from either the primary or remote system:
■ Get all global-active-device pairs by copy_group_name
■ Get global-active-device pair using primary volume Id
■ Get global-active-device pair using secondary volume Id
■ Get global-active-device pairs from all copy groups

gad_pair.yml enables the following tasks to execute management and configuration changes
for Hitachi UR related pairs from either the primary or remote system dependent on the
operation being executed:
■ Create global-active-device pair with single server configuration
■ Create global-active-device pair with server cluster configuration
■ Create global-active-device pair with cross path server configuration
■ Split global-active-device pair
■ Resync global-active-device pair
■ Swap-Split global-active-device pair
■ Swap-Resync global-active-device pair
■ Delete global-active-device pair
■ Resize global-active-device pair

For more details on the body parameter requirements as well as accepted specifications for
Hitachi UR playbooks see the VSP One Block Storage Modules Ansible User Guide.

Prerequisites
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Pre-execution operations tasks

The following section covers points that administrators must be aware of when using Ansible
Playbooks to manage and configure global-active-device pairs between primary and
secondary sites. For more information on usage and further operation details see the Global-
Active Device User Guide.
■ Create Pair

When administrators are preparing the system to create a global-active-device pair, they
must make sure the following operations are met:

1. P-VOL on primary system as well as needed Virtual Storage Machines on both
primary and remote systems must be created and configured according to the
requirements outlined in the Global-Active Device User Guide.

2. P-VOL must be allocated to a host group.
3. Secondary system must have an available Hitachi Dynamic Provisioning (HDP),

Hitachi Dynamic Tiered (HDT), or Dynamic Drive Protection (DDP) Pool.
4. The secondary site must also have host groups created before execution of gad_pair

playbook.
■ Split Pair

Before executing a split operation for a global-active-device pair using Ansible playbooks,
administrators must confirm the following:

1. Execution of gad_facts playbook to understand the replication state, copy group
name, copy pair name, P-VOL LDEV ID, as well as local and remote device group
names between systems that are performing global-active-device replication.

Note: The parameter usage will be dependent on the Ansible playbook
task used to split the global-active-device pair.

Note: To obtain the gad_fact.yml playbook response natively within Cisco
Intersight confirm Debug Logs are enabled on the ICO workflow.

2. The global-active-device pair must be in PAIR state before executing this operation.
■ Resync Pair

Before executing a Resync operation for a global-active-device pair using Ansible
playbooks, administrators must confirm the following:

1. Execution of gad_facts playbook to understand the replication state, copy group
name, copy pair name, P-VOL LDEV ID, as well as local and remote device group
names between systems that are performing global-active-device replication.

2. Before executing resync operation on a global-active-device pair, P-VOL and S-VOL
must be in the following states Primary Suspend-Split (PSUS), Secondary Suspend-
Split (SSUS), or Pair Suspended-Error (PSUE).

Playbooks
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■ Swap Split Pair

Before executing a Swap Split operation for a global-active-device pair using Ansible
playbooks, administrators must confirm the following:

1. Execution of gad_facts playbook to understand the replication state, copy group
name, copy pair name, P-VOL LDEV ID, as well as local and remote device group
names between systems that are performing global-active-device replication.

2. In the case of global-active-device, users are not required to issue a standalone split
operation and can directly execute Swap Split. Swap Split enables primary volume to
be in PSUS and secondary volume in Secondary Split Write-Suspend (SSWS). This
operation is the equivalent of a HORCM-TAKEOVER where systems are being
swapped as primary and secondary sites.

3. Administrators must confirm the execution of this operation is directed at the
secondary system.

■ Swap Resync Pair

Before executing Swap Resync operation for a global-active-device pair using Ansible
playbooks, administrators must confirm the following:

1. Execution of gad_facts playbook to understand the replication state, copy group
name, copy pair name, P-VOL LDEV ID, as well as local and remote device group
names between systems that are performing global-active-device replication.

2. Before executing Swap Resync, Swap Split operation must be completed. The
primary site system must be in PSUS and the secondary system must be in SSWS.

3. Administrators must confirm the execution of this operation is directed at the
secondary system.

■ Resize Pair

Before executing a resize pair operation for a global-active-device pair using Ansible
playbooks, administrators must confirm the following:

1. Execution of gad_facts playbook to understand the replication state, copy group
name, copy pair name and P-VOL LDEV ID, as well as local and remote device
group names between systems that are performing global-active-device replication.

2. System Option Mode (SOM) 1198 must be enabled and SOM 1199 must be disabled.

Playbooks
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Note: SOM must be modified using RAIDCOM CCI using the following
commands:

raidcom modify system_opt -system_option_mode system -
mode_id 1198 -mode enable

raidcom modify system_opt -system_option_mode system -
mode_id 1199 -mode

3. Administrators can resize pairs while the replication state is in PAIR.
■ Delete Pair

Before executing a delete pair operation for a global-active-device pair using Ansible
playbooks, administrators must confirm the following:

1. Executing the gad_facts playbook to understand the replication state, copy group
name, copy pair name and P-VOL LDEV ID, as well as local and remote device
group names between systems that are performing global-active-device replication.

2. The global-active-device pair must be in Split state before being able to delete pair
relationship.

Conclusion
With the capabilities enabled by ICO to invoke playbooks to manage remote replication pairs,
users can leverage the Hitachi Vantara VSP One Block Storage Modules for Red Hat Ansible
with the Cisco SaaS Intersight platform to manage and configure remote data replication
capabilities for Hitachi True Copy (TC), Universal Replicator (UR) and global-active-device
which at this time has no native support from Intersight.

Administrators can approach playbook configuration from the hardcoded repeatable playbook
method or enabling variable pass-through so variables can be passed to the playbooks from
Cisco ICO. Also with the variable pass-through method, administrators can hard code the
Ansible Controller Node, Playbook Path, Host Inventory, as well as Ansible Playbook Variable
specifications so end users can just define their values. Additionally, return values are
provided within the ICO interface as well as the IIS database so administrators are aware of
the system configuration states. As of the creation of this document, using Ansible Playbooks
to bridge the gap in feature parity is possible with ICO.

Conclusion
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